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Abstract

In diagnostic probability models where typically there are
dependencies among input variables, best selection of  inputs
depends on previous inputs.  Active fusion is an  iterative
process of selecting the next set of inputs to acquire based on
their potential to distinguish among the possible diagnoses.

While decision-theoretic value of information is the ideal
measure for test value, we use a mutual information
approximation that uses less demanding computations and
knowledge models.  The algorithms presented here are fast
enough to use interactively on a personal computer or in a web-
based application.

Active fusion is especially valuable in the initial stages of
diagnosis, when the choice typically includes several non-
specific observations. The method is being applied to diagnosis
of faults in vehicle subsystems such as aircraft, locomotives
and automotive vehicles.
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1 Introduction

1.1 Active Fusion

Diagnosis is the process of reasoning based on
information to sharpen the state of belief about possible
faults (abnormal situations requiring adjustment, repair,
or replacement).  Typically there isn’t sufficient
information to produce absolute certainty, so the state of
belief is expressed in terms of fault probabilities, and the
diagnostic value of information is defined in terms of the
potential to sharpen those probabilities from an initial
state of high entropy (several possible disorders, none
with conclusive support).  [3,4,6]

Most diagnostic processes involve a large number of
potential inputs:  symptom reports, measurements, or
tests to be performed.  Some of these require human
intervention, while others entail costs, take time, use
bandwidth, or require materials, equipment, skilled labor

or facilities.  The common thread is that it is impractical
or uneconomical to seek all inputs for every problem.
Therefore, there must be a tradeoff between “value” and
“cost”.  (For purposes of this paper, we limit the meaning
of “value” to diagnostic value, although in practice some
diagnostic procedures may also have curative or
preventive value.  We use the term “cost” to include any
limited resource; typically one type will dominate, and
even if there are multiple cost factors, they can be
additively combined into a single cost-equivalent when
weighted appropriately.)

Because the diagnostic value for most of these inputs
depends heavily on the current state of belief about fault
probabilities, the diagnostic process is typically
sequential. [11]  Some inputs are collected, and based on
their results the state of belief is revised.  If enough
doubt remains, another set of inputs can be sought.  The
process of selecting a set of inputs dynamically based on
the current information is called active fusion.

1.2 The Bayes Network representation

The Bayesian approach to diagnosis starts with a causal
model.  Typically elicited from experts (engineers,
diagnosticians, service technicians, etc.), information is
collected about the probabilities of various observations
(symptoms, test results, etc.) given the variables that can
cause these observations (i.e., the faults that are present)
under some preconditions (e.g., which model of a
machine is being evaluated).  Generally, the relation
between faults and observations is many-to-many:  one
fault will have many observable effects, and one effect
can have many possible causes.  There may also be
causal relations among faults, and among observations.
The consequences of the latter will be considered in this
paper. This complexity is completely represented  the
joint probability distribution of faults and observations.
Bayes Networks [6,13] provide a consistent, concise and
computationally manageable representation for such
causal diagnostic models.

A Bayes network is a representation consisting of nodes
connected by arrows.  Each node represents an uncertain
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proposition or variable, either an observation, a fault, or
an intermediate unobservable condition. The information
known about one node depends upon the information in
its predecessor nodes that represent its causes. In other
words, if one node variable is the cause of another, then
knowing the one would give us more information about
the state of the other. We say that the one probabil-
istically conditions the other.  This is expressed in the
contents of the node by a probability distribution of the
node variable conditioned on its predecessor variables.

Formally the network is equivalent to a factoring of the
joint probability distribution of all its variables. This
network structure is both a concise visual representation
and a formal specification by which the diagnosis is
made.  The structure of the model as represented by the
network is intuitive to the experts and decision makers so
that it is easy to construct the network, and easy to
explain the results of a diagnosis when observations are
made. Just as important, a Bayes network is a precise
formal specification of the problem that ensures
consistency in probabilities with which it is formulated,
in a form that it can be solved by exact, fixed time
methods. In practice a diagnostic network may have
hundreds of nodes, representing the combination of
possible state distinctions that is exponential in the
number of nodes. It is a concise representation of an
inconceivably large fault tree.

There are several known exact solution methods for
updating the probability distribution of fault variables as
observation variables take on values. [12,15,16] As a by-
product of the solution, one obtains value of information
measures and their approximations such as mutual
information.  Exact solution methods are NP-hard in the
number of nodes.  This presents a practical limitation in
model size when models are dense with conditioning
arrows, however, as our example shows, this limitation
does not prevent the practical application of Bayes
networks to large-scale models.

The computational methods for Bayes networks have the
ability to invert the direction of reasoning in the causal
model.  The model is constructed by reasoning causally
from faults to observations, whereas the diagnostic
process reasons from observations to faults.  Just as
Bayes rule inverts the conditioning between two
variables, a Bayes network can be solved for the
conditioning of any disjoint subset of variables on
another. While such computations would be extremely
tedious if done manually, Bayes Network software such
as Knowledge Industries’ DX Solution Series can quickly
and efficiently compute posterior probabilities of all
faults in the model given any combination of possible
observations as inputs.  These posterior probabilities

summarize the state of belief given all the observation
information entered.

1.3 The problem of test selection

The hardest part of diagnosis is not reasoning about
faults from the information given; it is trying to select the
next set of inputs (observations) in a way that will arrive
at the correct diagnosis efficiently.  This may mean
selecting an inexpensive test over a more precise but
more expensive test.  It may mean avoiding tests whose
outcome is known with near certainty (unless the
exceptional outcome would have overwhelming
diagnostic value).  It may mean choosing one of two
highly redundant tests rather than selecting both.  It may
mean performing an inexpensive preliminary test whose
results will tell whether it is worthwhile to perform
another more expensive test.

The key to each step is determining what would be the
best single input, the best pair of inputs, the best set of 3
inputs, etc. and then deciding which of these “best n
input” sets to choose given the constraints and tradeoffs
that apply.

The  problem of test selection is similar to the problem of
feature subset selection when constructing a classifier.
The difference is that feature subset selection typically is
done once during construction and prior to the use of the
classifier, whereas test selection is dynamic, and done
during the diagnostic process.  Here is an example of the
feature subset selection problem. This example comes
from Ripley [14]:

To illustrate the difficulty, consider a battery of
diagnostic tests T1…Tm for a fairly rare disease,
which perhaps around 5% of all patients tested
actually have. Suppose test T1 correctly picks up
99% of the real cases and has a very low false
positive rate. However, there is a rare special form
of the disease that T1 cannot detect, but T2 can, yet
T2 is inaccurate on the normal disease form. If we
test the diagnostic tests one at a time, we will
never even think of including T2, yet T1 and T2

together may give a nearly perfect classifier by
declaring a patient diseased if T1 is positive or T1

is negative and T2 is positive. This illustrates that
considering features one at a time may not be
sufficient. (p.327)

2 Decision theory formulation

2.1 Definition of value of information (VOI)

Value of information analysis is a central part of
diagnosis, since it determines which test or observation
to pursue.  [2,8,9,10] This section explains value of
information and its approximation as mutual information.
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The general question is to compare the improvement in
the consequences of the subsequent decision based on
the information generated or received. The degree of
improvement becomes a measure of the quality of the
information.

The value of information measure is a by-product of an
expected value optimization problem; it requires no
additional information.  Put in the context of diagnosis,
the problem becomes the maximization of a value v(d,f)
that is a function of the repair actions taken d and the
fault state f of the device. The fault state is uncertain,
described by its probability distribution p{Fk}. The
optimization problem before acquiring test data is

[ ]),(max* fdvEv fd= � ���

where the expectation over f is written as Ef[ ].

The Bayes network diagnostic model specifies the
probability distribution over faults and observations, by
which information from test observation is introduced
into the model. The tests or observations, Qj, can be
known directly and reveal partial information about the
faults.  By solving the model given the test values, we
can obtain p{Fk|Qj}, the distribution over fault states
which are revealed by the test values in addition to p{Qj},
the marginals on the tests.  These are the distributions
necessary to calculate VOI.

When posed as an expected-value decision problem, the
formulation of VOI consists of a sequence of at least two
decisions, together with the observation, fault and
outcome variables. In the following equation, two
distributions summarize the entire diagnostic model,
p{Qj} representing the set of observation variables and
the p{Fk|Qj} representing the set of all fault variables.
Looking at the decisions as time-ordered, the first
decision t is called the test; the decision d that follows it
is the repair. The repair affects the outcomes and hence
the value. The value is also a function of the fault state.
The test affects solely the information available when the
decision to repair is made.

[ ][ ]ttqfdvEEtv fdq |,|),(max)(* = ���

Equation 2 gives the value as a function of the test
variable, or the value with information. For VOI we need
the difference between this and the value without
information:

** )()( vtvtVOI −= ���

Test selection is done by selecting t that maximizes
VOI(t). In greedy test selection, the computation of VOI
over the remaining set of tests is repeated after obtaining
each test result. As long as there remains a test whose
outcome would change the decision made, VOI will be
positive. Positivity of VOI offers a valid stopping rule for
testing.  This rule extends naturally when there is a fixed
cost, hence a net value,  for each test. In cases where test
resources or time for diagnosis are constrained, [7] the
optimization problem can be extended to a constrained
optimization problem by optimization under a cost
constraint.

VOI can be burdensome to model since it requires a
value function for combinations of repair and fault
outcomes in addition to the complete Bayes network
model.  A full value model would range over the
probable actions to be taken based on a diagnosis, and
the both the costs and benefit consequences of those
actions.

2.2 Entropy as a surrogate for VOI

In cases where a value function is not available VOI can
be approximated qualitatively by entropy-based methods.
[1,17] Entropy-based methods do not require a value
model because in effect they assume that the “regret
values” in the value functions are the same for any
wrong diagnosis (false alarm or missed fault). Entropy is
a function of a probability distribution that corresponds
roughly to the non-specificity of the distribution. To
assign an entropy-based value to information we will
derive a measure that ranks observations by their ability
to decrease the entropy of the fault probability
distribution. The effect of this decrease in entropy will be
to drive the probabilities of faults toward extreme values.

To measure the impact that knowing an observation
variable will have on the probability distribution of a
fault, we need an entropy measure of the correspondence
of between the fault and observation random variables.
The joint entropy of two random variables can be
partitioned into a part that “overlaps,” and the part that
does not. The overlap is the pair’s mutual information.
For independent random variables it is zero. For identical
random variables, it is equal to either random variable’s
entropy. These properties make  mutual information
appropriate to rank observations by their ability to
confirm or refute a fault. The derivation of mutual
information parallels that of VOI. The entropy of F is
given by:

{ }[ ]kf FPEFH ln)( −= ���
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The entropy of F conditioned on an additional
observation Q, called the conditional entropy [ 1] is
given by:

{ }[ ]jkqf QFPEQFH ln)( ,−= � ���

The difference between the prior entropy of the fault
H(F) and the entropy conditional on observation Q, gives
the mutual information for F and Q:

)|()();( QFHFHQFI −= ���

Equation (6) mimics Equation (3). They are both the
difference of two terms, one an expectation over F, the
other an expectation over F and Q. They differ in that
mutual information uses the logarithm of a probability in
place of a value.  If we assign a “regret value” of
-ln(p{F|Q}) to a missed fault and -ln(1− p{F|Q}) to a
false alarm, this formula corresponds to an expected
value of information.  It effectively penalizes any
incorrect belief in proportion to the logarithm of the
probability assigned to that false belief.  In mutual
information, the log function provides the convexity that
the maximization operator provides in VOI.

Unlike VOI, I(F;Q) is almost always positive and does
not offer a natural stopping rule. To put a limit on testing
either the urgency of the fault, or a constraint on test
costs can be included in the model.

2.3 VOI, mutual information and test relevance

There are two independence criteria that are necessary
for any test value value(Qj),  both of which are satisfied
by both VOI and mutual information. The first is that the
value is non-negative, and if the observation is
independent of the fault, then the measure is zero.  This
is necessary to eliminate tests that are irrelevant.

Assumption 1: p{Q | F} = p{Q}  implies that
value(Qj) = 0.

Furthermore, we want the dependence among value
measures to mimic the conditional dependence among
observations. This is a necessary condition to be able to
identify conditionally independent tests that will not
present problems with greedy selection, and so do not
have to be considered in non-myopic algorithms.

Assumption 2: If p{Q | Faults }=
p{Q | other observations, Faults } then value(Qj) =
value(Qj|other observations). In other words, the
conditional independence relations among tests are
respected by the test value measures.

It is also desirable that the test measure not depend
strongly on the current beliefs about the faults, but rather
on the qualities of the tests and the test dependencies.
This is desirable because the test values and thus the test
rankings will be stable as the fault probabilities change
due to previous observations. This condition is not
necessary, and both VOI and mutual information have a
weak dependence on fault posteriors.  A complete
axiomatic specification of the desirable properties of test
relevance remains an open question. The question of
axiomatizing relevance has been addressed in the
machine learning literature. See [18].

If we assume that all observations are conditionally
independent, then the optimal test ordering is just the
greedy selection of tests in decreasing order by their
value/cost ratios as initially computed.  If all tests are
assigned equal costs, this reduces to a ranking by value.
In practice, conditional independence of tests is an
unrealistically strong assumption, since it ignores
dependencies that are captured in the Bayes network
diagnostic model. The next section of this paper shows
what can be done to account for dependencies among
observations contained in the Bayes network.

3 Greedy active fusion and its
extension

3.1 Example of greedy failure

The dependencies that confuse greedy test selection
occur for both VOI measures and its entropy-based
approximations. They are a property solely of the
probabilistic dependency structure of the model and
occur irrespective of any cost constraints on tests. In the
first example the failure occurs when two tests are
meaningless by themselves, but form a powerful test
when used in combination. The observations are valuable
only as a pair, thus in greedy test sequences the tests will
be passed over,  leading to test orderings that are not
optimal.

Figure 1 is an example of a diagnostic network with two
dependent observation variables.  In this example the
conditional distribution of fever is uniform

P{ Fever | Disorder } Fever = absent Disorder = present
Disorder = absent 0.5 0.5
Disorder = present 0.5 0.5

and the conditional distribution of headache has this
structure:

P{ Headache |
Disorder, Fever }

Headache =
absent

Headache =
present

Disorder = absent,
Fever = absent

0.3 0.7

Disorder = absent,
Fever = present

0.8 0.2
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Disorder = present,
Fever = absent

0.7 0.3

Disorder = present,
Fever = present

0.2 0.8

The result is that the test values of headache or fever
individually are zero. If headache = true, the probability
of disorder conditioned on this observation’s value does
not change. Similarly for headache = false, or for either
value of fever. If it is the case that redness or irritation
are weaker effects of the disorder than the combination
of fever and headache, then ordering the test sequence
test value should place the combination of fever and
headache first.

Figure 1: A diagnostic network with one fault node,
“disorder,” and four observation nodes. The
observation node “irritation” and “redness” are
conditionally independent given the fault node. The
nodes “fever” and “headache” are not, because of the
conditioning of “headache” by “fever.”

Dependencies among observation variables can also
occur for tests that nullify one another. Perhaps the
disassembly necessary for one test precludes the
measurements called for by another. In that case either
test may have nominal value, but taking one test reduces
the value of the second. Instead of looking for tests to
combine, such conditions will disqualify one of the two
tests, so that one will be used in lieu of the other.

Typical of multiple-fault models, the dependency
between observations will be indirect, by a path through
another fault. In Figure 2 irritation  and redness have a
second-order conditional dependence, itself conditional
on the posterior of disorder2. This is due to the
conditional probability tables for irritation  and redness,
which have the same form as the table for headache. The
priors on disorder and disorder2 are uniform, and the
conditional probability for context is any such that the
test value with respect to disorder2 is positive.

Irritation  and redness exhibit a second order conditional
independence from the point of view of diagnosing
disorder. The conditional dependence shows up only
when the posterior on disorder2 is perturbed, in this case
by observing context. Thus the value of both irritation
and redness is zero, regardless of whether the other is
observed, unless the variable context is observed.
Characteristic of this model fragment is that the test
value of all three variables with respect to disorder is
zero initially.

Figure 2: A multiple fault network, with fault nodes
“disorder” and “disorder2.” The disorder nodes create
dependencies among the two observations “irritation”
and “redness.”

3.2 Finding globally optimal sequences of
tests

The basic greedy algorithm for sequencing tests based on
diagnostic value computes the value for all potential tests
(or more generally, fusion inputs).  It then selects the test
with the highest value as the recommended next test. In
an interactive setting, we would perform this test, then
re-evaluate the remaining tests because their values may
have changed based on the findings from the first test.

However, in building up a set of tests to recommend, we
do not have the information about the first test’s outcome
at the time we select the second test; all we know is that
the first test will be done.  So “greedy” in this context is
a little more complicated than it is in the one-test-at-a-
time context.  Here, the value for the second test must be
computed for each possible result of the first test; these
are then combined additively, weighted by the marginal
probabilities of the outcomes on the first test.  Similarly,
once the second test has been selected, the remaining
candidates must be re-evaluated based on all
combinations of results from the first two tests.

It should be obvious that when there is a large number of
possible tests, the number of combinations expands quite
rapidly.  Some simplifications can be achieved by noting
that under certain conditions that can be ascertained from
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the Bayes Network, the value for several tests will be
independent of the newly added test, so no recalculation
is needed.  Furthermore, it may be possible to compute a
bound on the potential impact of the newly added test on
each remaining test, and recompute only the ones that
show large potential effects.

If this algorithm is continued until the entire set of
remaining tests is exhausted, the results can be plotted on
a cumulative-value chart like the one shown in Figure 3.
The values are shown as percentages, where zero
corresponds to the state of information before any of the
remaining tests have been done, and 100 percent
corresponds to the value of performing all of the tests.
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Figure 3: Initial results of greedy algorithm

Most of the time, the slope of each successive line
segment will be less than or equal to its predecessor and
the overall curve will be convex upward. In the curve
shown, there is one instance where the curve displays a
concavity. Any such concavity in the context of our
greedy algorithm must indicate that the incremental
value of the newly added item has changed because of a
dependency on the immediately prior item (in the context
of the other prior items).

If we call the two tests in question A and B, then the fact
that A was chosen first indicates that, given whatever
tests lie to the left on the chart, the value-slope for B was
lower than that for A.  The concavity indicates that the
value-slope for B given A is greater than the value-slope
for A. This algorithm assumes that while values of the
various tests in a set may change depending on the
sequencing of the tests, the total value of all tests in the
set does not depend on sequencing.  This is because we
are simply adding tests to a “to-do” list, not observing
their results.

The dependency suggests a way to repair this concavity
by linking A and B together into a single entity “AB”
whose value is value(A) + value(B|A), and cost is cost(A)
+ cost(B|A). We now reorder the tests using AB in place
of A and B. (Only a limited number of tests need to be
reordered; details of the reordering algorithm are beyond
the scope of this paper.)

This combination step that is added to the greedy
algorithm must be performed for all sequences of tests
that have not been taken. This imposes a computational
burden.  In the next section we examine how the
structure of the Bayes network can be exploited to ease
this burden.

3.3 Simplifying the search for dependencies
from the Bayes network structure.

The search for tests that must be combined in order to
compute accurate test values can be simplified by the
dependency relations that are evident on the Bayes
network.  From assumption 2 it is clear that observation
variables whose only parent is a single fault will not
change their rank with respect to other single parent
siblings of the same fault. Thus once we have combined
fever and headache in Figure 1, this principle tells us that
no further test combinations need to be considered.
Unfortunately this simplification applies only in single
fault models. Heckerman et al. [5] made the equivalent
observation that non-myopic computations needed to be
considered only among sets of observation nodes that
remain connected once the fault node is removed from
the network.

In the more general case, the indirect dependencies
between observations due to common faults must be
considered. It is true in a strict sense that observations
whose dependencies are only due to common faults are
conditionally independent give the set of fault variables.
This fact has little practical value since it requires
combining all common faults when calculating the test
values.  The problem in the multiple fault model is that
observations can be dependent on observations
connected by paths through alternating fault and
observation nodes.  There are two principles that
simplify this.  The first is a consequence of d-separation
[13], which says that paths through observation nodes
that have not been observed can be ignored. Initially this
is helpful, but as the set of observations starts to fill up
the network, the dependencies proliferate. The second
principle is the Markov property of the network. The
consequence of this is that the effect of an observation
path that passes through an observation node that has
already been observed can have no greater effect that the
already observed observation node had.  The
formalization of these principles with respect to test
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value measures and their ability to limit the complexity
of non-myopic search is beyond the scope of this paper.

4 An application to automobile
diagnostics

The concept of active fusion applies to a comprehensive
“senses only” automobile diagnostic model that we are
building. The model covers 188 observations that can be
made by a typical consumer without recourse to tools or
instrumentation. Based on the observations that a user
makes, the model ranks 180 subsystem faults that
correspond to repair recommendations. It is implemented
as a multiple fault model in a single Bayes network with
360 nodes. As a multiple fault model, it can identify
simultaneously more than one fault from sets of
observations that arise from the co-occurrence of faults.
This is one of the largest diagnostic Bayes networks that
has been constructed.

In addition to the fault rankings, the model ranks
observations by their ability to discriminate best among
the current candidate faults.  For observation ranking the
model currently uses an entropy-style measure of test
value.  The observation ranking features efficiently
localize the systems in which faults are likely, based on
the non-specific responses (e.g. noise, odor and
drivability concerns) of  a user who is not an expert auto
mechanic. The ranking for next test candidates is central
to making the model usable for the target audience.
Even if the data were available at no cost, the “cost of
confusion” to the user makes it necessary to guide the
user’s choice of tests based on active fusion concepts that
we have presented. The advantages of active fusion for
costless observations are similar to the reasons that
feature subset selection is valuable in classification
problems.

Our plans are to extend the automobile diagnostic model
to incorporate test measurements made by a trained
mechanic. This includes the digital code that current
model cars provide through interfaces such as the new
OBD II standard. In a model intended for mechanics,
variables that were treated as unobservable can become
directly observable. For example, low refrigerant levels
that can only be inferred in the “consumer” model are
measurable with the proper equipment. Metaphorically
the “fringe” of observations in the model “rolls up” and
the previous faults serve as observations, while “higher
level” faults are added above. The profusion of new
observation and fault variables will multiply the size of
the model several times, but the higher diagnostic value
of the added observations should permit convergence on
a clear diagnosis with far fewer observations.  We are
pursuing the active fusion problems raised in this paper
to address the needs of such a model.

5 Discussion and Future Directions

5.1 Previous work on non-myopic VOI

The limitations of myopic VOI were addressed in a paper
by Heckerman et al. [5]. They formulated a true VOI
problem where the decision variable has two alternatives
so that the switch point between the alternatives is
indicated by a probability threshold. The novel
contribution of the paper was to approximate the series
of observations by applying the central limit theorem to
the sum of log-likelihoods of the observation variables to
approximate the distribution of which side of the switch
point that combined effect of the tests would fall.  This
gave an estimate of the probability that the set of
observations would result in a change of the decision.
This approximation assumes that the set of dependent
observations is large. It has not been tested in practice.

5.2 Evaluation of the approach: Benefits of
active fusion at different stages of
diagnosis

The problem of optimal active fusion still raises many
questions. The points that we have made in this paper are:
• Optimal active fusion can be defined by reference to

VOI in a probabilistic model of diagnosis – this
serves as a gold standard for any solution that can be
proposed. Deviations from optimality can be found
by looking for non-convexities in the test sequence
Pareto curve.

• Non-myopic methods are necessary when
observation variables are not conditionally
independent given the fault variables of interest.

• The complexity of an exact solution to the problem
depends strongly on the dense-ness of dependencies
among observation variables. These dependencies
may be mediated by other fault variables in the
model.

5.3 Anticipated applications and future
research

There is a recent growth in interest in the related problem
of feature subset selection in the classification literature
[14, 18] that is applicable to the active fusion problem.
They address the question of what are the appropriate
measures of test value. Optimal methods for active
fusion depend upon this question. Additionally, decision
theory addresses how outcome values come into play in
comparison to the purely statistical approaches in the
classification literature. We expect that the development
of optimal active fusion methods will be driven strongly
by results in these two areas.
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