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Abstract

This paper describes the investigation by Computing

Devices Canada (CDC) of the synergistic combination of

detection results from multiple scanning sensors, using

data fusion techniques, in the detection of buried anti-tank

(AT) mines.

  

I. Introduction

Landmines are currently used in all types of warfare,

from local conflicts to high level military operations.

They are inexpensive to make and easily deployed.

The proliferation of landmines throughout the world,

resulting from them being indiscriminately used

during regional conflicts, has caused disastrous

consequences in resettlement and economic renewal.

Mine detection is a difficult problem and requires the

use of multiple sensors to achieve satisfactory

detection levels in a variety of operating conditions.

Currently, two types of mine detection technology

are used.  The first looks for anomalies associated

with the presence of landmines, e.g. infrared (IR)

imager, minimum metal detector (MMD), and

ground penetrating radar (GPR).  The second detects

the presence of explosives directly.  Thermal neutron

activation (TNA) and nuclear quadrupole resonance

(NQR) are two such techniques which detect the

bulk nitrogen content of the explosives.  When the

technique detects explosives in trace amount, it is

called trace explosive detection of which chemical

sensing is an example [1].

While each of these sensor technologies is effective

in detecting landmines in certain conditions, each

has an associated false alarm rate (FAR) which is

often excessive and impractical for mine clearance

operations.   In response to an urgent Canadian

Forces (CF) operational requirement, Computing

Devices Canada (CDC) and the Defence Research

Establishment Suffield (DRES) have co-developed a

multi-sensor mine detection system which employs

data fusion techniques to reduce the system-level

FAR such that mine detection operations can

proceed at practical rates of advance.  This paper

describes these techniques.  The resulting mine

detection prototype, shown in Figure 1, has a number

of unique characteristics as listed below [2]:

• The use of multiple scanning sensors, the IR

imager, the MMD, and the GPR,  to increase the

probability of detection (Pd);

• The use of data fusion to reduce the FAR of

detection;

• The use of a confirmation sensor, the TNA point

detector,  to further reduce the FAR of detection;

• The use of a remotely-operated vehicular sensor

platform for personnel safety;

• The use of an operator to select IR targets; and

• The use of a marking system to mark potential

mine locations for the mine clearing crew.



 Figure 1. The Multi-sensor Mine Detection Prototype

The detection process begins with the three scanning

sensors identifying potential mine targets which are

reported as individual sensor alarms to the data

fusion processor.  Initial data fusion processing

reduces the potential mine targets by grouping

individual sensor alarms into equivalence classes.

Members from an equivalence class are assumed to

originate from the same location.  The TNA point

detector is next positioned over the suspected

locations to confirm the presence of landmines.

Other mine detection systems have also been

prototyped by a few other companies.  An account of

these other systems can be found in [3].  However, to

the best of the authors' knowledge, the CDC system

is the first in production.

The remainder of this paper is divided into five

sections.  Section II gives an overview of the

application of data fusion to mine detection.  Section

III discusses in detail the spatial correspondence and

scanning sensor fusion modules on which this paper

is based.  The results of our study are presented in

Section IV, followed by a discussion of the results in

Section V.  Section VI summarizes the paper.

II. Data Fusion

The overall data fusion process includes the

following primary components:

• Calibration;

• Navigation Sub-system;

• Spatial Registration;

• Spatial Correspondence;

• Scanning Sensor Fusion; and

• Confirmation Fusion.

2.1 Calibration

Calibration refers to the overall process used to

derive reference frame transformation, optical, and

auxiliary sensor calibration parameters for the

system.  It is accomplished through a combined

process of geometric calibration and optical

calibration.  Each sensor, scanning or confirmation,

has its own frame of reference.  So too does the

vehicle, the navigation sub-system and its

components, and all auxiliary encoders and sensors

which measure relative positions or angles of system

components.  Geometric calibration gives numerical

parameters for translations and rotations relating the

various reference frames to one another.  This

information is essential in order to transform

positional information, originally reported relative to

a sensor reference frame, to the vehicle-centered

reference frame.  Optical calibration of the FLIR is

performed so that operator designations within the

displayed imagery can be transformed to positional

vectors relative to the IR reference frame.  Proper

geometric calibration of auxiliary sensors is used to

determine the TNA sensor position relative to the

vehicle, which is also essential.

2.2 Navigation Sub-system

The navigation problem is one of state estimation

which filters and transforms raw navigation sensor

information to derive robust and highly accurate

estimates of the motion state of the system.  The

vehicle motion state consists of translational

velocity, translational acceleration, attitude, and

angular velocity.  The navigation sensors include a

ground speed measurement unit, a three-axis

accelerometer unit, and a three-axis rate gyroscope



unit.  Measurements provided by the navigation

sensors are input to the navigation processor which

derives the motion state through the use of Kalman

filtering.  The derived motion state is used in the

registration of scanning sensor alarms in a common

reference frame.

2.3 Spatial Registration

Spatial registration is the process of transforming

positional information from any of the three

scanning sensors to a common frame of reference.

The accuracy of this process is highly dependant on

the accuracy of the calibration process and the

navigation filters.  Once the sensor alarms are

spatially registered in the local world reference

frame, the detection information can be displayed to

the operator(s) in a spatially correct manner.

2.4 Spatial Correspondence

Once all sensor alarms are spatially registered in a

common reference frame, spatial correspondence

algorithms are applied to partition the set of sensor

alarms into classes, with each class representing

those sensor alarms which could have resulted from

the same local patch of ground or a single landmine.

The correspondence decision for any two sensor

alarms is based on their positions and the variance

in this information.

2.5 Scanning Sensor Fusion

The information contained in the sensor alarms

within a correspondence class is used to determine

an overall position and confidence level for the

suspect patch of ground.  The overall confidence

level is derived through a weighted summation

strategy in which the weights are computed based on

environmental and operational parameters.  If the

overall confidence level for a correspondence class is

significant, a position for placement of the TNA

sensor is computed, and the system automatically

stops and positions the TNA point detector over the

suspected mine location.

2.6 Confirmation Fusion

Measurements from the TNA sensor generate a

confidence level that the local patch of ground under

observation contains a sufficient amount of nitrogen

to indicate the presence of a landmine.  This

confidence level is combined with the scanning

sensor confidence level for this local patch of ground

in order to generate the system confidence that this

location contains a landmine.  If this system

confidence level is significant, a detection is

declared, followed by the firing of the marking

system.

III. Spatial Correspondence and Scanning Sensor

Fusion

The following discussion is concerned with the

spatial correspondence and scanning sensor fusion

components/modules shown in Figure 2.  Therefore,

it is assumed that a sensor alarm has already been

registered in a common reference frame. Each sensor

reports an (x, y) alarm position and a corresponding

detection confidence value.

Spatial
Registration

Spatial
Correspondence

Scanning
Sensor
Fusion

Scanning Sensor
Inputs

Navigation
Information

Inputs
Reference

Frame
Transformation

Parameters
Inputs

Outputs for
Target

Marking

Confirmation
Sensor
Fusion

 Figure 2. The Data Fusion Process

Two gating strategies, the error ellipse-based gating

strategy and the chi-square gating strategy, will be

presented below as candidates for the spatial

correspondence module.  Both gating strategies are

followed by the use of  a heuristic-based confidence

value updating method and a Kalman-based



positional update method in the scanning sensor

fusion module.

3.1 Error Ellipse-based Gating Strategy

The error ellipse-based gating strategy is based on

the premise that any alarm position is surrounded by

an error ellipse.  The minor and major axes of the

ellipse can be derived directly from the variances of

the sensor localization error in the x- and y-

directions.  Any two alarms are said to be in

correspondence if their error ellipses intersect.  The

errors in the x and y-directions can take on different

values.

Determining the intersections of two error ellipses is

equivalent to solving a fourth order polynomial.  In

general, intersection yields purely real roots for each

intersection point.  While it is necessary to check for

real roots as a condition for intersection, this check

by itself is not sufficient.  Two special cases exist

where the fourth order polynomial offers no root but

the two sensor alarms are still in correspondence.

Therefore, it is necessary to first check for the case of

two error ellipses being identical and co-located as

well as for the case of one error ellipse being

contained within the other and the two are co-

located.  The existence of either condition is

sufficient to declare correspondence without having

to solve the fourth order polynomial.

3.2 Chi-square Gating Strategy

The chi-square gating strategy uses the Mahalanobis

distance metric in calculating the separation between

two sensor alarms [4].  The Mahalanobis distance
between two sensor alarms, with position vectors a1

and a2 ,  is defined as follows:
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r a a= −1 2 , yields a vector that indicates how far

apart the two alarms are.  The distance measure

provides a single figure that quantifies the spatial

separation between the two alarms.  The residual

covariance matrix, R , is defined as
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R  is calculated from the individual sensor
localization covariance matrices, P PIR MMD , ,  and

PGPR .  P  for each scanning sensor is formed from

the individual sensor localization error in the x- and

y-directions.  Since the sensor localization error in

the x- and y-directions are assumed to be

uncorrelated for each scanning sensor, the off-

diagonal elements are set to zero and
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.  R , used in the Mahalanobis

distance formula when associating two sensor

alarms, is simply the sum of the two individual

sensor localization covariance matrices.  This simple

result follows directly from a well known property of

Gaussian random variables which states that all

Gaussian random variables remain Gaussian under

linear transformation [5].

All the alarms within a spatial correspondence class

must satisfy the requirement that the Mahalanobis

distance between each and every pair of alarms is

less than a pre-determined threshold.  This threshold

(or gating distance) is chosen from the Chi-square

distribution table based on the Chi-square probability

and the number of degrees of freedom in the data.

The positional vector of an alarm consists of its x

and y components arranged in column format.

Therefore, the square of the Mahalanobis distance

between two sensor alarms, for the two dimensional

case, can be written as:
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The covariance-weighted residual of the two sensor

alarms has a Chi-square distribution with two

degrees of freedom.  If the residual is small, then

Dist Maha
2  will be small.  The Chi-square

probability
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χ
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is used to decide the proximity of the two alarms.

The Chi-square probability is the probability that the

square of the Mahalanobis distance between two

sensor alarms is greater than or equal to χ 2 .  The

gating distance χ 2  is chosen according to a pre-

determined level of confidence between zero and

one.  For example, a confidence value of 95%

(corresponding to a Chi-square probability of 0.05)

dictates the use of a Chi-square distance of 5.99

when there are two degrees of freedom.  In other

words, 95% of the fused alarms will be correctly

associated.

Both gating strategies are followed by the use of  a

heuristic-based confidence value updating method

and a Kalman-based positional update method in the

scanning sensor fusion module.  The Kalman-based

positional update will be discussed next, followed by

the discussion of two variations to the heuristic-

based confidence value updating method.

3.3 Kalman-based Positional Update

The advantage of Kalman-based positional update is

that it utilizes sensor variances in determining the

positional weights that are attached to the sensors.

For example, if the MMD positional error variance is

four times smaller than that of the GPR in one

direction, then the MMD is more accurate than the

GPR by a factor of two in that direction.  A detailed

mathematical description of the Kalman position

update method is presented below.

When a spatial correspondence class contains only

two members, the position vectors of two sensor
alarms, a1  and a2 , can be combined by weighting

them with the covariance matrices, P1  and P2 , and

the cross-covariance matrices, P12  and P21 , of their

sensor localization errors.  If the positional errors of

one scanning sensor are independent of the

positional errors of another scanning sensor (which
is assumed to be the case here), then P12  and P21

are zero.  The positional update for the fused alarm
a12  is simply:
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The corresponding covariance of the fused
alarm M12  is:
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Since a correspondence class can contain more than

two sensor alarms, the general expression for the

positional update is:
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3.4 Confidence Value Updating Scheme

The confidence value updating method employs two

linear ramp mapping functions to map confidence



values to a value between zero and one, one for

spatial correspondence classes containing single

alarms and the other for spatial correspondence

classes containing multiple alarms.  Single alarm

classes are de-emphasized with confidence values

within a prescribed range compared to multiple

alarm classes.  As shown in Figures 3 and 4 for the

GPR, the weight applied to single alarm classes

(represented by the slopes of the two linear ramp

mapping functions) is reduced somewhat in order to

reflect the fact that there is no other supporting

evidence that there is indeed a mine at the reported

location.
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 Figure 3. Linear Ramp Mapping Function for Multiple

Alarm Clusters
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 Figure 4. Linear Ramp Mapping Function for Single

Alarm Clusters

The effect of applying the two sets of linear ramps to

correspondence classes of multiple and single alarms

on the Pd and the FAR depends on the employed

gating strategy.  The form of the linear ramps

remains unchanged, but the thresholds and slopes

will change.  For example, if the gating strategy that

is employed has a tendency to group alarms that

should really not be included (i.e. a large gate), both

the Pd and the FAR will tend to increase.  In order to

maintain the FAR low, single-alarm classes can be

subjected to more severe thresholding than would

normally be the case.   The actual values for the

thresholds and slopes are determined via a

confidence value analysis on data collected before

each mine detection mission.

IV. Results

The two gating strategies, together with the

heuristic-based confidence update scheme and the

positional update method, have been implemented

and tested in Matlab.  The data used in the analysis

was collected at the Ground Standoff Mine Detection

System (GSTAMIDS) Advanced Technology

Demonstration (ATD) trials sponsored by the U.S.

Army CECOM.

The GSTAMIDS ATD trials were conducted at the

Aberdeen Proving Grounds (APG) and Socorro trial

site.  The APG site provided a warm, humid test

environment, while the Socorro site was hot and dry.

A number of AT mine targets were used for the ATD

including metal mines (M15, M15I, TM46, TM62M,

and TM62MI), low metal mines (M19, M19I,

TM62P, and TMA4), and non-metal surrogates

(EM12).  These mine targets were surface laid and

buried at depths of 1 to 4 inches.  Approximately

40% of the mines were surface laid.

The Pd and FAR results of the two data fusion

algorithms, each employing a different gating

strategy, are tabulated below in Table 1 for 9 test

runs at the APG trial site.  The Pd and FAR results

for the IR imager and the MMD are tabulated in

Table 2.  The GPR Pd and FAR results are not

included for presentation due to the fact that its

performance is proprietary to the manufacturer.  The

corresponding Pd and FAR for the simple "OR"

operation on all the three scanning sensors are



tabulated in Table 3.

 Table 1 Results for Two Data Fusion Algorithms

Data Fusion

(Error Ellipse)

Data Fusion

(Chi-square)

Run Pd (%) FAR (/m2) Pd (%) FAR (/m2)

1 96.55 0.039 100.00 0.058

2 93.10 0.046 96.55 0.086

3 91.43 0.027 91.43 0.066

4 94.29 0.022 94.29 0.062

5 88.57 0.020 91.43 0.054

6 85.71 0.025 85.71 0.061

7 94.59 0.043 100.00 0.096

8 96.55 0.026 100.00 0.054

9 86.21 0.030 96.55 0.063

 Table 2 Results for Individual Scanning Sensors

MMD IR

Run Pd (%) FAR (/m2) Pd (%) FAR (/m2)

1 62.07 0.116 100 0.056

2 65.52 0.151 9655 0.063

3 60 0.111 77.14 0.078

4 60 0.108 85.71 0.059

5 51.43 0.096 77.14 0.066

6 54.29 0.004 62.86 0.073

7 51.35 0.176 81.08 0.077

8 58.62 0.110 100 0.014

9 58.62 0.091 79.31 0.061

 Table 3 Results After an "OR" Operation

"OR" Operation on IR, MMD, and GPR

Run Pd (%) FAR (/m2)

1 100 0.298

2 100 0.347

3 100 0.296

4 97.14 0.297

5 100 0.262

6 94.29 0.272

7 100 0.378

8 100 0.314

9 96.55 0.347

The data fusion Pd and FAR results are then

compared to the Pd and FAR results obtained with

the IR imager and the MMD as well as the Pd and

FAR results obtained with the use of a simple "OR"

operation on the three scanning sensors.  The

comparison results are presented in Figure 5 below.
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 Figure 5. Pd Versus FAR Results

V. Discussion of Results

During the course of this investigation, two different

gating strategies were examined under the spatial

correspondence process.  The first gating strategy is

based on the premise that an alarm position is

equally likely to be located anywhere within an error

ellipse surrounding it.  The second one is based on

thresholding the "tail" in the distribution of the

covariance-weighted residual of two sensor alarms to

arrive at spatial correspondence classes.  The "tail"

in the distribution of the covariance-weighted

residual of two sensor alarms gives an indication of



the percentage of sensor alarms that are incorrectly

associated.  Both gating strategies are followed by

the use of  a heuristic-based confidence value

updating method and a Kalman-based positional

update method in the scanning sensor fusion module.

The investigation results embody the following

observations:

• The use of data fusion produces superior Pd and

FAR performance (as indicated by the diamond

and square scatter plots residing closer to the top

left corner) compared to the individual scanning

sensors.

• The use of data fusion produces a much better

FAR performance compared to the use of

multiple scanning sensors without data fusion

(represented by the simple "OR" operation).

The use of multiple scanning sensors increases

the Pd but the resulting FAR is also extremely

high, as indicated by the triangular scatter plot.

• The error ellipse-based gating technique in the

data fusion algorithm is superior to the chi-

square gating technique.  The error ellipse-based

gating achieves the low FAR by accepting a

slight reduction in the Pd.  The percentage

reduction in FAR is far greater than the

percentage reduction in Pd.

• The heuristic-based confidence value mapping

scheme based on the results from a confidence

value analysis provides good results.  This is not

surprising since a heuristic-based confidence

value mapping scheme does owe its success to

the availability of a good understanding of the

confidence value behavior for a specific

operational environment.

VI. Conclusions

It can be concluded from our study that the use of

data fusion, in conjunction with multiple sensors,

provides a viable solution to the mine detection

problem.  It is important to note that the achievable

FAR at this point is  prior to the confirmation by the

TNA sensor.  Therefore, it is expected that the

overall system FAR will be lower than the values

tabulated in Table 1.  It is also important to note that

data fusion tends to reduce the overall system Pd (as

is indicated by the higher Pd achieved by the "OR"

operation over that achieved by the two data fusion

algorithms in Figure 4).  Therefore, individual

sensor detection performance is critical in

simultaneously achieving high Pd and low FAR for

all system operating conditions.

References

[1] J. McFee, Y. Das, A. Carruthers, S. Murray, P.

Gallagher, and G. Briosi, "CRAD Countermine

R&D Study - Final Report," Suffield Special

Publication No. 174, March 1994.

[2] B. Cain and T. Meidinger, "The Improved

Landmine Detection System," Proceeding of the

EUREL International Conference on the Detection of

Abandoned Landmines, October 1996.

[3] Proceedings of the SPIE Conference on Detection

and Remediation Technologies for Mines and

Minelike Targets II, Vol. 3079, April 1997.

[4] D. Hall, Mathematical Techniques in Multisensor

Data Fusion, Artech House, Boston, 1992.

[5] Y. Bar-Shalom and X. Li, Estimation and

Tracking: Principles, Techniques, and Software,

Artech House, Boston, 1993.


