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Abstract - Artificial neural networks have been shown to be a
useful computational model for a wide range of applications
such as machine learning, pattern recognition, and pattern
clustering. However, they received criticisms of being too rigid-
structured models; their performance relies too heavily on a
large number of free parameters; and most importantly, there
were no explanations for their reasoning processes. They are
considered by some not well suited for knowledge discovery
tasks. In this paper, an attribute-pruning algorithm is presented
and applied to a self-organised growing cell structures network
in an attempt to discover knowledge that is most relevant for
pattern clustering. Instead of using a predefined, fixed
structure, the network topology is generated gradually during
the incremental self-learning process and is determined entirely
by the problem in hand. The results of this work demonstrate
that by excluding irrelevant or less significant information, the
network performance can be improved. More importantly, the
extracted knowledge that is relevant to clustering can provide
meaningful explanations for the clustering process and useful
insight into the underlying domain.

1. Introduction

There have been many successful examples in the use of
artificial neural networks for pattern clustering or other
complex machine learning tasks. However, artificial
neural networks suffer difficulties describing or
explaining their behaviours. There is no simple
mechanism, so far, that can be equipped to a neural
network to help with the explanations of the knowledge
learned in the network. Some hybrid approaches that
integrate neural learning mechanisms and symbolic rule-
based systems have been proposed to address this
important issue [Healy & Caudell, 1997; Setionon & Liu,
1996; Sun & Bookman 1995; Tan, 1997] for the purpose
of knowledge discovery [Weiss & Indurkhya, 1998]. The

most popular hybrid approaches — the so called
knowledge-based neural networks [Fu, 1993; Towell &
Shavlik, 1993] — rely on some initial domain knowledge
for network construction. In these models the learned
knowledge, embedded in the large number of numeric
connection weights of the trained network, is extracted by
performing some complex rule extraction algorithms. The
explanation of the reasoning process of such networks
depends on the set of extracted, simple symbolic if-then
rules. In case of weak domain knowledge in some real life
applications, (e.g., the DNA promoter recognition
problem [Barbara et al., 1998] which has imperfect
domain knowledge) a fully connected fat network would
have to be constructed. This makes the rule extraction
procedure even more difficult, and in some cases
impossible [Wu, 1998].

Another problem that prevents artificial neural networks
from being a main stream technique for problem-solving
is that users (even some experienced users) often find it
difficult to determine a network structure of suitable size
and topology. That is, the number of hidden layers,
hidden units, connection links between any two layers,
and some other free learning parameters such as the
learning rates.

Within the context of the discussed shortcomings of
conventional neural networks, this paper proposes a
promising approach to discovering and explaining
knowledge relevant for pattern clustering. The approach
taken is based on an incremental neural network model
called growing cell structures (GCS). A key advantage of
the proposed method is that it allows the shape as well as
the size of the network to be determined during the
simulation in an incremental fashion. Thus, the resultant



network has a structure that is intimately linked with the
underlying problem-solving situation. For clustering
tasks, the network is able to capture and represent the
semantic similarity of the n-dimensional input patterns
through the corresponding network topological structure
(all input patterns are represented by n attributes).
Moreover, this knowledge can be easily conveyed to and
understood by humans via readily available visualisation
techniques.

This paper proposes a powerful extension to GCS
networks that makes it possible to provide explanations of
the network learning process by using an attribute
pruning algorithm. The algorithm is capable of
determining those attributes in the underlying patterns
whose contribution to the clustering task most significant.
Identifying such attributes constitutes the key to
explaining the network’s clustering process [Agrawal et.
al., 1998; Mitra, et. al., 1997]. Irrelevant or redundant
attributes will be discarded. In other words, the initial
high-dimensional input data is reduced by the algorithm
to a pattern of lower dimensionality, and the knowledge
most relevant to the clustering task is discovered.
Additional advantages of attribute-pruning include better
generalisation capability and lower cost of future data
collection. By pruning attributes that are of little or no
relevance for the clustering process, a better clustering
accuracy on unseen patterns can often be achieved.
Furthermore, a lower dimensionality of patterns means
that only values of high-impact attributes need to be
collected, and therefore, the cost of data collection can be
reduced. As a consequence, the time required to cluster
new patterns can also be reduced. By performing the
proposed attribute-pruning algorithm on the GCS for
pattern clustering, it is possible to display not only the
semantic similarity of high-dimensional patterns, but also
highlight the relevant knowledge for each cluster. Above
all, the reasoning process in the GCS can be explained in
terms of the most significant attributes for clustering.

The remainder of the paper is organised as follows:
Section 2 explains the basics of the GCS — a growing
and splitting artificial neural network. Section 3 presents
the details of the attribute-pruning algorithm, and
experimental results are reported in Section 4. Finally,
conclusions are drawn in Section 5.

2. Growing Cell Structures

GCS neural networks [Fritzky, 1996] constitute an
extension to Kohonen’s self-organising maps [Kohonen,
1995], and are only one member in the family of self-
organising, incremental models. Other family members

include growing neural gas [Martunetz & Schulten,
1994], growing grid [Blackmore & Miikkulainen, 1993],
and dynamic cell structures [Bruske & Sommer, 1995].
These models are not very different at all from an
architectural point of view. Some properties shared by all
models are described first in Section 2.1, followed by a
concise description of the GCS which was used in the
experiments carried out for this work.

2.1 Common Properties

Self-Organising networks have no predefined network
topology, i.e., their structure emerges during learning.
The structure of a network after learning is a graph
consisting of a number of cells (also referred to as units or
nodes) and edges connecting the cells. Each cell, c,
“owns” a weight vector, wc, which is of the same
dimension as the input data vector. The basic learning
procedure of a network is characterised by repeated input
vector, x, presentations and weight vector adaptations.
The purpose of the adaptation of the weight vector, wc, is
to reduce the distance between wc together with its direct
topological neighbours and the input vector, x.

At each adaptation step, local error information is
accumulated, which is then used to determine where to
insert new cells in the network after a fixed number of
adaptation steps. When an insertion is done, the error is
re-distributed locally.  This increases the probability that
the next insertion will be somewhere else. The local error
will be reduced in a particular area of the input space by
inserting new cells in exactly the same area. The local
error variables can be thought of as a kind of memory
which lasts over several insertion cycles and indicates
where most errors have occurred and new cells are
required.

2.2 Growing Cell Structures Networks

A typical GCS neural network can be described as a two-
dimensional output matrix, where the cells are organised
in the form of triangles. The network starts with only
three connected cells each assigned with an n-
dimensional weight vector with small random values. The
first step of each learning cycle selects the cell, c, with the
smallest distance between its weight vector, wc, and the
actual input vector, x. This cell is known as the winner
(best-matching) cell for the current input pattern. The
selection process is succinctly defined by using the
Euclidean distance measure as indicated in expression (1)
where O denotes the set of cells within the structure at a
given point in time.
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The second step of the learning process consists of the
adaptation of the weight vector, wc, of the winning cell,
and the weight vectors, wn, of its directly connected
neighbouring cells, Nc; see equations (2) and (3).
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The symbols εc and εn are the learning rates for the
winner and its neighbours respectively, such that εc, εn ∈
[0,1], and Nc represents the set of direct neighbour cells of
the winning cell, c.

In the third step of the learning cycle, each cell is
assigned a signal counter, τ, which represents the number
of times a cell has been chosen as the winner. Equation
(4) and (5) define how the signal counter is updated
(symbol c still refers to the winning cell).
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The parameter α in equation (5) reflects a constant rate of
counter reduction for the rest of the cells at the current
learning cycle, t.

Apart from weight vector adaptation, cell insertion is
another important operation of the learning process for
GCS. Pragmatically speaking, new cells are inserted into
those regions of the output space that represent large
portions of the input data to reduce local errors. Also, in
some cases, a better modelling can be obtained by
removing cells that do not contribute to the input data
representation. Cell deletion may split the output space
into several disconnected areas, each of which
representing a set of highly similar input patterns. The
adaptation process is performed after a fixed number of
learning cycles (or epoches) of input presentations.
Therefore, the overall structure of a GCS network is
modified through the learning process by performing cell
insertion and/or deletion. Equations (6), (7) and (8)
define the rules that govern the insertion behaviour of the
network.
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Insertion starts with selecting the cell, which served the
most often as the winner, on the basis of the signal
counter, τ. The cell, q, with the highest relative counter
value, h, is selected. The neighbouring cell, r, of q with
the most dissimilar weight vector is determined using
expression (8). In the expression, Nq denotes the set of
neighbouring cells of q. A new cell, s, is inserted between
the cells q and r, and the initial weight vector, ws, of this
new cell is set to the mean of the two existing weight
vectors, wq and wr, as follows: ws = (wq + wr) / 2.

Finally, the signal counters, τ, in the neighbourhood, Ns,
of the newly inserted cell, s, are adjusted. The new signal
counter values represent an approximation to a
hypothetical situation where s would have been existing
since the beginning of the process. A simplified growing
process of a GCS network is shown in Figure 1.

Figure 1. An example of the GCS network growing process.

The initial structure is a triangle of cells with randomly
initialised weight vectors. The structure is reorganised
(with or without insertion) after a constant number, λ, of
input pattern presentations. When a new cell (black
circle) is inserted, it is connected to other cells in the
local neighbourhood in such a way that again a structure
of triangles emerges.

3. Attribute-Pruning

A self-organising neural network based on the GCS
approach described above has the advantage of being able
to automatically construct a network, and to support easy
visualisation of semantic similarity in high-dimensional
data. There is, however, no explanation of the clustering
process carried out by the network. This section presents
an attribute-pruning algorithm, which is designed to
exclude as many clustering-irrelevant attributes as
possible, and to lower the dimensionality (complexity) of
the data in each cluster. The most significant attributes
can then be drawn upon for the explanation of the
network’s clustering process. The proposed pruning
algorithm is inspired by some previous work on neural
network pruning [Castellano et al., 1997; Setiono & Liu,



1997], and especially Setiono and Liu’s work on
feedforward networks.

3.1 General Descriptions

Given a trained GCS network with each cell associated
with an n-dimensional weight vector, which corresponds
to the n input attributes, the purpose of the pruning
mechanism proposed in this paper is to find the smallest
subset of the attributes that still represents the
characteristics of the patterns for clustering. After
pruning, it is important that only those weights
corresponding to the significant attributes have large
magnitudes in the weight vector. To achieve this goal, a
penalty function approach [Setiono, 1997] is adopted to
take part in the modification of each weight at each
processing cycle during the pruning operation. The
penalty function that was used is defined in equation (9)
below:

P(w) = ξ1βw2 / (1+βw2) + ξ2w
2 (9)
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Figure 2. The penalty function with w ∈ [−20,20].

Figure 2 illustrates the characteristics of the function with
w in the range of −20 to 20, ξ1 = 0.1, ξ2 = 10−4, and β =
10. The diagram shows that the penalty function
encourages weights of small magnitude to converge to
zero. Also, as reflected by the quadratic component,
weights are prevented from taking too large values.

At the beginning of the pruning process, the values of the
penalty parameters ξ1 and ξ2 are set equal for all weights,
since it is not clear which attributes are the most
significant and which are irrelevant ones. Each time the
pruning process starts (with one weight, wi, in each
weight vector in a cluster set to zero), the clustering
accuracy rate is computed on both the training and testing
patterns respectively. A high accuracy rate suggests that
the particular input attribute, ai, which corresponds to the
weight wi does not contribute much information to this
cluster, and may be removed from the input attribute set.

The values of the penalty function parameters are then
updated for all the remaining weights based on the
accuracy rate of these networks. Larger penalty
parameters are given to the networks with higher
accuracy rate in order to keep the values of the weights
smaller after the networks are retrained. It is therefore
expected that the corresponding attributes are removed in
the next iteration of the pruning algorithm. On the other
hand, a lower accuracy rate indicates that the attribute, ai,
provides information important for clustering the
underlying data and should therefore not be removed. In
this case, small penalty parameters are assigned within
the retraining process. This pruning operation is repeated
for all weights in the n-dimensional weight vector until
no more attributes can be removed. The detailed
algorithm is outlined below.

3.2 The Attribute-Pruning Algorithm

A. Partition all the patterns into training and testing sets,
T1 and T2 respectively.

B. Perform GCS-based clustering on T1 to obtain the
network topology (see Section 2). After training, each
cell owns a weight vector, wi, corresponding to the n-
dimensional input attribute, ai (i = 1, 2, … , N).

C. Initialise penalty function parameters: ξ1 = 0.1, ξ2 =
10−4; set lowest acceptable clustering accuracy rate: δ
= 70%. (these settings were used in the experiments)

D. Use both T1 and T2 for attribute-pruning per cluster.
Based on the clustering accuracy rates T1 and T2, the
algorithm decides whether to continue or stop
pruning.

• for i = 1 to N

• Set all wi except wk (k = 1, 2, … , N) equal to
the trained weights; set wk = 0

• Thus, N networks are obtained each of which
has one weight equal to zero in the weight
vector wij; i and j count the numbers for the
networks and weights in the weight vectors.

• Compute the clustering accuracy rate Ri of
each of the N networks on T1 and T2

respectively.

• Ravg is the average of these rates. It is
calculated only once in the first iteration of the
algorithm and is then used as a constant for the
rest of the pruning process.

• Rank the networks according to accuracy rates: R1

> R2 > … > R2N. Each time, consider network Ni

with the best accuracy rate Rbest until the network
with R2N is considered or the other recursive
condition is met:



• If Rbest < δ, terminate the pruning process.

• Otherwise, retrain network Ni by updating the
penalty parameters as follows:

 If Rbest ≥ Ravg,
 Let ξ1(i) = 1.1ξ1(i), and ξ2(i) = 1.1ξ2(i)

 If Rbes < Ravg,
 Let ξ1(i) = ξ1(i) / 1.1, and ξ2(i) =ξ2(i) /
1.1

 wij(t+1) = wij(t) − P(wij); for: i ≠ j and P(wij)
is computed as shown in equation (9)

• Reset the input attribute a to a − ai, and set N
= N − 1, go back to D.

4. Experimental Results

Two real-world problems from the medical prognosis
domain and an artificially generated animal taxonomy or
clustering problem, borrowed from Ritter and Kohonen’s
[1989] early work on semantic maps, were used to test the
pruning algorithm. The following two subsections report
the results of the attribute-pruning experiments.

4.1 Clustering of Animals

The problem is concerned with clustering 16 animals.
Each of the 16 animals is represented by a 29-
dimensional vector consisting of 13 semantic or symbolic
attributes and a 1-out-of-n coding of the animal’s species
name. The 13 semantic attributes are size-small, size-
medium, size-big, has-2-leg, has-4-leg, has-hair, has-
hooves, has-mane, has-feathers, likes-run, likes-hunt, and
likes-swim. The GCS-based clustering process was
performed during self-organisation of the network. The
clustering results are shown in Figure 3.

The diagram in Figure 3 illustrates that four clusters were
generated automatically. The GCS-based clustering
provides a clear visualisation of the semantic similarity
among different input patterns (e.g., horse, zebra, and
cow are very similar). However, no straightforward
explanations of the clustering process or results can be

drawn from the resulting network topology.  For example:
What (which attributes) are the important characteristics
that make cows and zebras similar? In an attempt to
overcome this explanation problem, the attribute-pruning
algorithm was applied to the data in a series of
experiments. In the experiments, the entire data set of 160
patterns was randomly partitioned 10 times into a disjoint
training set and a testing set, each training set containing
150 patterns, and each testing set containing 10 patterns.
The clustering accuracy rates on training and testing sets
before and after pruning were calculated. The results are
summarised in Table 1.

Figure 3. GCS based clustering results for animal attributes.

They show that clustering accuracy rates on testing sets
are improved after the irrelevant attributes are pruned
from the original attribute set. For example, consider
Cluster 1 (Bird), when only the five most significant
attributes (size-small, 2-leg, has-feathers, like-fly, like-
swim) are used for the clustering task, the accuracy rate
on the testing set is 94.5%. This is a significant
improvement over the clustering accuracy before pruning
(91.5%). Also, the clustering carried out by the GCS
network may be explained by the first row in Table 1. For
instance, consider Cluster 1. An explanation for the
reasoning process can be stated as follows: If an animal is
small-sized, has two legs, feathers, and likes to fly or
swim, then it is a bird.

Table 1. Results of animal clustering; underlined attributes are pruned for some patterns in the cluster and kept for others.

Columns: Clusters and
Clustering Attributes

C 1: Bird
small-size; 2-leg; has-

feathers; like-fly; like-swim

C 2: Gentle Mammal
size-big, has-hooves,
has-mane, like-run

C 3: Hunter
size-big, size-medium, has-hair,

has-mane, like-hunt, like-run

C 4: Small
Mammal

size-small, has-hair,
like-hunt

Average Percentage of
Relevant Attributes 17.2 13.8 20.7 10.3

CAR on Training Set
before Pruning (%)

100 89.4 80.6 96.2

CAR on training Set after
Pruning (%)

96.2 83.6 73.9 90.5



CAR on Testing Set before
Pruning (%)

91.5 78.1 76.3 92.2

CAR on Testing Set after
Pruning (%)

94.5 76.5 77.5 97.1

Legend: C n: Cluster n; CAR: clustering accuracy rate
4.2 CHD and CC Problems

The pruning algorithm was also tested on two medical
data sets within a medical prognosis task context. The
prognosis tasks were to predict coronary heart disease
(CHD) risk change, and the survival time of colorectal
cancer (CC) patients after surgery. The algorithm was
applied to both data sets based on a GCS clustering
process (εc = 0.095, εn = 0.01, α = 0.095, λ = 10); Table 2
summarises the corresponding data. The same training
and testing patterns were used for both problems. To test
the pruning algorithm, the attribute numbers were
expanded by taking each possible value of some of the
attributes as a single new attribute.

For example, in the CC problem, attribute pathological

type, which could take four values tubular, mucinous,
papillary, and signet would be taken as four different
attributes. The total numbers of attributes used in the
pruning experiments for the CHD and CC problems are
therefore 20 and 64 respectively. The pruning results are
summarised in Table 3. Only three clusters are included
in the results table for each of the two problems because
of the large number clusters obtained from the GCS
experiments. It should be noted that coherent results were
obtained for most clusters.

Table 2. GCS clustering data for CHD and CC data.

Attribute No. Train. Sample Testi. Sample Cluster No.

CHD 5 71 12 12
CC 15 158 30 20

Table 3. Attribute-pruning results on CHD and CC problems.

Relevant Attributes for the Clusters CHD-C1 CHD-C2 CHD-C3 CC-C1 CC-C2 CC-C3

Avg. Percentage of Relevant Attributes 25.0 40.0 55.0 39.1 21.7 23.9
CAR on Training Set before Pruning

(%)
90.2 92.7 89.0 98.1 85.5 91.0

CAR on Training Set after Pruning (%) 83.1 80.6 75.9 91.8 78.3 80.9
CAR on Testing Set before Pruning (%) 84.5 87.1 73.9 92.0 75.3 79.4
CAR on Testing Set after Pruning (%) 86.5 89.5 76.5 95.1 79.0 84.8

Legend: CAR: clustering accuracy rate; C n: cluster number n

5. Conclusions

Using self-organising GCS networks to meaningfully
cluster data has a number of appealing features over more
conventional neural network models. For example,
incremental self-construction, and easy visualisation of
semantic relationships among the input data.  However, a
severe shortcoming of this model is that it cannot provide
explanations of the clustering process. To address this
problem, an attribute-pruning algorithm is proposed in
this paper.  It is designed to extract those attributes that
are most relevant for pattern clustering. The most
relevant knowledge for each cluster can be highlighted,
and provide meaningful explanations about the clustering
rocess and useful insight into the underlying problem and
data.

The key idea of the pruning algorithm is to distinguish
relevant and irrelevant attributes by determining how

their corresponding weights in the weight vectors of the
trained GCS network influence the network performance.
Irrelevant attributes are identified by the small magnitude
of their respective weights and are excluded from the
original input attribute set. A penalty function approach
serves as a basis to update all the weights in the weight
vectors during retraining of the networks. The algorithm
has been implemented and tested on two real-world
medical data sets and one artificially generated data set.
The experimental results show that with only a small
subset of those relevant attributes used, the performance
of the networks in terms of the clustering accuracy rates
on unseen data can be improved. Although focus has
primarily been on applying the attribute-pruning
algorithm to self-organised GCS networks, the approach
is naturally applicable to networks of arbitrary topology as
pruning operates on both nodes and connections
respectively.
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