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Abstract – We describe some aspects of the data
fusion community infrastructure. We set them in
the context of the technology transfer cycle and
sub-divide this cycle by identifying the main
players at each stage. We argue that the disparate
nature of data fusion (both the technologies that it
encompasses and the domains in which it can be
applied) makes a co-operative approach, not just
desirable, but necessary. We highlight the lack of
substantial international collaboration as a key
barrier to the establishment of an effective data
fusion community. Such collaboration is fraught
with questions, which are listed and then
elucidated upon. The paper is intended to catalyse
discussion on this subject rather than to provide
answers to all the questions. For this purpose we
take a somewhat provocative stand on those
elements of data fusion which have been found
lacking.
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1. Introduction

The global data fusion community has seen a
recent acceleration in its development. There are
now thousands of data fusion researchers and
systems engineers worldwide. There is a fledgling
society and several fusion related conferences.
Now seems a good time to take stock of where the
field has evolved to and to make some strategic

decisions regarding its future development. This
paper illuminates some of the current issues and
identifies the difficulties that we will have to face.
It is intended as a catalyst for discussion rather
than a prescription for success.

2. The Fusion Cottage Industry

There are many researchers and users of data
fusion technology throughout the world. Despite
this, however, many of them are working in
isolation. This is a lamentable situation which
Llinas [1] likens to a cottage industry. Researchers
may be unaware that they are working on a
recognised technology with a growing
community. This may lead to:

• implementation of inappropriate solutions;
• re-invention of existing techniques;
• duplication of effort;
• under-utilisation of their results.

Of particular relevance to the data fusion
community is the issue of resourcing. Despite
falling defence budgets the allocation of funding
to data fusion projects is approximately stable.
Furthermore, as the exploitation of data fusion in
the commercial world matures, the industrial
applications funding of data fusion is likely to
increase. As a result of this and other factors there
is a worldwide scarcity of high-calibre data fusion
researchers. It is a pity that this finite resource is



currently being deployed so inefficiently from a
global perspective.

Many of these problems could be overcome if a
proper data fusion community were to be
established. There are a number of existing
initiatives addressing this community issue.

3. The Fusion Community

Figure 1: The community issues in the context of
different viewpoints.

A fusion community should assume several
different viewpoints:

• the people;
• the knowledge they develop;
• the market they work in;
• the communication processes they use.

There are several pressing issues associated with
each of these viewpoints.

3.1 People Centric Issues

There is a global shortage of scientists and
engineers who wish to pursue a data fusion career
and have appropriate academic qualifications. The

pervasive nature of data fusion (and therefore its
broad technical background) has partly been
responsible for its under-representation in
educational establishments. Current data fusion
experts generally have a mathematical,
engineering or computer science background and
have migrated into data fusion from a related field
such as pattern recognition or control theory.
Their knowledge has often been acquired on-the-
job rather than as part of a formal training
programme.

There are now a small number of short courses
available for providing introductions to data
fusion techniques and applications. There is no
agreed syllabus for such courses, nor is there a
central source of information on them. A list of
approved courses offering a standardised core
syllabus should be a community priority.

The situation in academia is even worse. There
are currently no postgraduate courses devoted
specifically to data fusion anywhere. This
shocking situation has prompted the present
authors to initiate plans for a masters-level data
fusion course on both sides of the Atlantic.

We should also realise that training and education
is no longer the sole responsibility of universities.
Nor is it entirely appropriate for companies to
produce specialists through on-the-job training.
We propose that a co-operative approach in which
industry and academia work as a partnership is
more suitable for such a diverse field as data
fusion.

3.2 Knowledge Centric Issues

Data fusion knowledge may be embodied in many
forms. In some cases the evolved communal
activity in establishing this knowledge has lead to
significant successes (the well understood
principles of decision fusion, for example).
However, in many instances whole areas of the
field have been largely ignored:

Algorithms and Tools

There is no widely used, openly accessible, library
of data fusion techniques and software modules.
There is still a significant amount of nugatory



effort on re-implementation (for instance, nearly
every researcher has their own code to implement
a Kalman filter). Many fields now have accepted
implementations of standard algorithms, see [7]
for example.

Models

There is an (over?) abundance of data fusion
models. Each of these addresses a slightly
different aspect of the system design problem. It
would be highly desirable to establish a standard
that provided the flexibility to match most
situations [8].

Architectures

There is no agreed, recommended architecture to
use for any particular data-application-model
combination. Many researchers develop their
own, which results in solutions that cannot easily
be integrated into a complete system.

Frameworks

Proponents of the main inferencing frameworks
(probabilistic, possibilistic and evidential) have
historically taken a somewhat entrenched attitude.
There are few systematic comparisons of
frameworks on realistic scenarios and a definitive
and quantitative data fusion perspective is long
overdue.

Datasets

Very few properly ground-truthed, multi-sensor
datasets are available for open dissemination and
re-use. An equivalent to the machine learning
repository held at the University of California in
Irvine would greatly enhance the ability to
compare methods on common data.

ftp://ftp.ics.uci.edu/pub/machine-learning-databases

Metrics

Fusion is essentially a system-level activity. For it
to be taken seriously as a scientific endeavour it
must allow measurements between prediction and
reality at this system level. The definition of such
measures of effectiveness is woefully inadequate

and their use currently confined to well-
constrained applications.

The communal knowledge may be capitalised
upon by:

• archiving – of all aspects of knowledge in the
form of easily-accessible on-line tutorials,
papers, bibliographies and (pseudo) code
segments;

• dissemination – of information: there are now
three open, international data fusion
conferences each year (SPIE, FUSION and
EuroFusion). Thankfully there is useful co-
ordination between the organisers of these
events:

http://members.tripod.com/~belur/sfaaa.html
http://www.inforfusion.org/fusion99/

http://www.ee.surrey.ac.uk/EuroFusion99/EuroFusion99.htm

3.3 Market Centric Issues

Researchers should be mindful that the majority
of their work is funded by market need (whether
initially identified by the researcher or the
customer). For nearly two decades the application
of data fusion technologies lay almost solely
within the defence domain including:

• surveillance and reconnaissance;
• air defence;
• intelligence analysis;
• non co-operative target recognition.

During the last few years, however, the benefits of
fusion have found more widespread use. There is
now a substantial worldwide interest in the use of
data fusion in:

• aerospace industries;
• medical applications;
• machine condition monitoring;
• process monitoring;
• remote sensing;
• industrial robotics.

Despite the increase in the number of application
domains for data fusion technology, there are still
many relevant areas where data fusion is still not



used. It behoves us, data fusion practitioners, to
champion the technology in these new domains.

3.4 Communication Centric Issues

The transfer of technology from the domain of
intellectual concepts to tangible, marketable
products may be regarded as a cyclic
communication process, as shown in Figure 2.
The energy required for maintaining this cycle
stems from:

• an intellectual capability supplied by a
continuing education program;

• stable funding derived from a sustainable
market need.

Figure 2. The technology transfer cycle

It is possible to identify several stereotypical
rôles:

• the businessman – who is motivated by the
current revenue-producing data fusion product
and the reassurance that there will be
something new to market;

• the scientific researcher – who is driven by
the creation and extension of knowledge but
who is funded (possibly indirectly) by the
market requirements;

• the collator and archivist – who adds value by
collecting, collating and storing the
accumulated knowledge. They can add more

value by facilitating its appropriate
dissemination;

• the system engineer – who capitalises on the
communal data fusion knowledge to produce
solutions to realistic tasks;

• the business development manager – who is
able envision a market niche for a technical
data fusion solution and to exploit such a
solution in the marketplace.

Some people (those who will make the biggest
fusion community contribution) are involved at
several stages. Yet others concentrate solely on
one aspect and remain ignorant of the bigger
picture.

4. Fusion Community Requirements

The development of a community has several
requirements. These include the establishment of
a set of standards, a knowledge repository and
interaction and collaboration amongst the groups
involved. Of these, collaboration is perhaps the
hardest to achieve (international collaboration
may be particularly difficult).

4.1 International Standards

To assist in the globalisation of data fusion an
international standard for data fusion models,
architectures and frameworks should be
established. A lexicon of accepted definitions
should be provided so that different groups can
communicate their ideas effectively. A
methodology for testing data fusion algorithms,
and a standard set of problems would place data
fusion system engineering on a firmer foundation.

Some national efforts have been made to establish
data fusion standards including models (e.g US
and UK), lexicons (e.g. US and Australia) and
guidelines (e.g. UK and US). These need to be
made international.

4.2 A Knowledge Repository

An openly accessible and maintained repository of
the collective data fusion knowledge should
incorporate:



• a directory of experts and groups giving their
main areas of interest;

• links to other information sources (such as
conferences);

• a bibliography (preferably with some
annotation);

• case studies describing the lessons learnt from
applications of data fusion;

• standards (as described above).

4.3 Collaboration

Figure 3: The required communication between
different data fusion work cultures

Collaboration can take place in any part of the
technology transfer cycle. The cycle can be
augmented with details of the drivers, agents and
recipients at each stage. These each belong to one
of three main work cultures:

1. industry – characterised by short timescales
and driven by revenue production for
stakeholders. They engineer a provided
technical solution into a working product and
can therefore be thought of as engineering
providers.

2. government – characterised by large (and
lengthy) procurement projects and driven by
politics. They generally produce solutions
rather than products for industry and can be

thought of as science and technology
providers;

3. universities – characterised by long-term
research and driven by intellectual
achievement. Universities also educate and
train the personnel who will later produce the
science and technology and, hence, they are
the education providers.

The driving force in each of these areas is
described below.

Engineering drivers of collaboration are
predominantly in industry. The requirement is for
collaborators who can identify and understand real
problems and provide workable solutions. As
such, they often collaborate with government
research laboratories and universities, rather than
with other industries.

The science and technology drivers are often
research laboratories. Some of these are industry-
based, but the majority are at universities and in
government organisations. They require links with
mainstream academia to provide them with
suitably trained staff. Their main collaborative
efforts are with industry as a user of their output
and a source of funded applications.

The educational drivers are mainly in
universities. Their collaborative efforts are
directed towards industry and research
laboratories. Industry provides them with both a
research focus and a user of their results. Research
laboratories provide extra manpower on industrial
projects and an additional source of project work.

5. Collaboration Benefits and Barriers

Collaboration has the mutual benefit of increased
efficiency via the gearing that is obtained by the
sharing of objectives and the risk reduction of
using different approaches to similar problems.
Collaborations of any sort, however, may
encounter some difficulties, including:

• the use of different context and definitions;
• the lack of regular communication or

direction;



• the parochial attitudes of potential
collaborators.

Some forms are intrinsically more problematic
than others owing to work culture or geographical
factors.

5.1 Cultural Factors

There may be significant differences in ethos,
beliefs and values between the different work
cultures identified in Figure 3. If parties from
different work cultures co-operate, then particular
barriers to successful collaboration are introduced.

Co-operation between organisations within the
same work culture should represent the easiest
form of collaboration. The individuals are often
from similar backgrounds and share similar
constraints and desires. However, they also
compete for the same resources (market, human or
financial for example). As competitors they will
enter into collaborations only when the benefits of
exploitation are clearly and fairly laid out. Issues
to be addressed include intellectual property
rights, royalties and market exclusivity
agreements.

Collaboration between work cultures removes this
problem to some extent since the exploitation
routes can often be apportioned in an obvious
manner (for example intellectual property owned
by the university and market exploitation rights
for the industry). Inter-cultural collaborations,
however, also bring additional difficulties of
disparate values and different constraints. These
include the differing time-scales, separate
contractual requirements, potentially different
fiscal cycles, the disparate views of risk
management and the fundamental differences in
what outcomes are regarded as worthwhile.

5.2 Geographical Factors

International collaboration which takes place
within the same work culture but in different
countries brings its own set of problems. These
include different fiscal cycles, currency
fluctuations, legal systems and national
constraints (such as security). Communication

between project members is also made more
difficult by distance and the cost of face-to-face
meetings adds substantially to the overheads of
the collaboration.

6. Forms of Collaboration

Collaboration can take many forms spanning
informal information exchange on a mutually
interesting topic, short-term scientist exchange
and the establishment of a virtual laboratory. With
the use of modern communications technology
(Email, internet and video conferencing for
example) such collaborative working should not,
in principal, be difficult to achieve.

One difficulty that constantly arises is in finding
suitable collaborators. One needs to determine
what their interests are, how they operate and how
their capabilities match ones own. An alternative
to the traditional, serendipitous, approach is to
establish a directory of data fusion research
groups. On its own, however, this is not enough
since such contacts only establish the mutual
desire for co-operation. For successful long-term
collaboration to occur a mechanism is also
needed.

Figure 4: The three motivators for collaboration:
top-down, bottom-up and outside-in.

The match between desires and mechanisms leads
to three basic types of collaboration. In the first a
large organisation creates a mechanism and
imposes actions on groups of individuals. This
group collaborates because of the top-down drive.
Secondly, a group may come together because
they share a common desire but be unable to find



an appropriate mechanism. If the need is strong
enough they will find a way around this problem –
the collaboration is driven from the bottom-up.
The ideal case involves a good match between
desires and mechanisms and can be thought of as
outside-in collaboration.

6.1 Examples of Top-Down Collaboration

A top-down collaboration is one that is envisaged
by a government or large organisation. A
mechanism is generally provided ahead of the
formation of the co-operating group. Top-down
collaborations usually cease when the funding
policy changes. In some cases they then transform
into bottom-up collaborations. A small selection
of top-down collaborations includes:

Technology Foresight –a UK Government
initiative started in the mid 1990’s which set up
panels to critically review the state-of-the-nation
in a few key technologies (one of which was data
fusion). The data fusion working group identified
cross-cultural collaboration as a primary issue and
recommended the creation of a mechanism for
defence and aerospace partnerships to facilitate
co-operation between UK government, industry
and academia.

Faraday INTErSECT– the INTElligent SEnsors
for Control Technologies partnership includes
research and exploitation in data fusion for the
multi-sensor engine as on eof its three main
themes. A substantial amount of funding is
forthcoming from government and industrial
sponsors in collaboration with UK universities.
The purpose is to create opportunities for
technology transfer with science-push and market-
pull explicitly identified.

http://ftp.npl.co.uk/intersect/index.html

DFSG - in 1997 the UK Ministry of Defence
provided baseline funding to establish the Defence
Evaluation and Research Agency Data Fusion
Strategy Group. The aim of this group was to
facilitate co-ordination of all the projects within
DERA which had an element of data fusion in
them. This was, and still is, an awareness and
information exchange project. It is not aimed at

developing and applying data fusion technology.
[4,5]

6.2 Bottom-Up Collaboration

A bottom-up collaboration is driven by a group of
individuals who perceive a need and co-operate
without substantial support of large organisations
or governments. Such collaborations are often
very successful but are also fragile since they are
generally not robust to the movements of
individuals. Examples of bottom-up
collaborations include:

JDL DFG – the Joint Directors of Laboratories
Data Fusion Group has produced insightful
analyses of data fusion and provided the most
widely used fusion models and fusion taxonomies.
This group continues due to the commitment and
dedication of its members.

ISIF – the International Society of Information
Fusion is in its formative stages. It will be some
time before ISIF is self-sustaining and in the
meantime it continues to develop due solely to the
hard work of a few key individuals whose time
and effort is not funded.

Information Fusion Journal – the need for a
fusion journal has been widely acknowledged for
some time. The forthcoming Elsevier publication
was conceived and brought to fruition largely by
the single-handed (unpaid) efforts of its editor.

Clubs and Special Interest Groups – there is
now an electronic club relating to information
fusion and a special interest group dedicated to
sensor fusion management:

http://clubs.yahoo.com/clubs/informationfusion
http://clubs.yahoo.com/clubs/resourceandsensorcontrol

These valuable forums are kept alive by their
founders and the members that regularly
contribute to them.

6.3 Outside-in Collaboration

A outside-in collaboration forms when there is a
desire on the part of individuals and the
simultaneous existence of a mechanism to achieve



the activity. Outside-in collaborations are often
the most successful examples of collaboration,
both in terms of output and longevity. There are
currently a few developing examples of middle-
out collaborations in data fusion:

DARP – The UK Defence and Aerospace
Research Partnerships are a result of the
Technology Foresight initiative described above.
The Government is providing baseline funding to
facilitate this activity. In the UK there is a current
DARP on data fusion that includes a government
laboratory, several major UK industries and a
number of British universities.

FUSIAC – The American FUSion Information
Analysis Center is currently being brought into
existence. It will provide some of the archiving
and dissemination activities discussed earlier and
will have US government funding. It is unclear
how it will work alongside ISIF and whether it
can successfully operate internationally.

7. Food for Thought

We have presented a structured list of issues and
problems relating to the establishment of a global
data fusion community with ongoing international
collaborations. We believe the following to be of
the highest priority:

• Easing of (inter)national co-operation:
q What desires are shared – should there be

a directory resource?
q What mechanisms are appropriate

(NATO, TTCP, MOU, bi-lateral, multi-
lateral) and who are the points of contact?

q How do we create more outside-in
collaborations?

• Archiving and dissemination of communal
knowledge:
q What should the resource contain?
q Where should it be held?
q Who should maintain the resource?

• Data fusion in education:
q What level of education is appropriate

(undergraduate, masters or doctorate)?

q What should be included in an agreed
core syllabus?

q Should virtual courses be offered which
are taught at several universities?

q How should the coupling with
government and industry be handled?

The present authors would encourage discussions
on these issues and would welcome specific
suggestions for developing the data fusion
community infrastructure.
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