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Abstract
Much of the research in the area of Knowledge Discovery
in Databases (KDD) has focused on the development of
more efficient and effective data mining algorithms, but
recently issues related to Human-Computer Interaction
(HCI) have drawn significant attention.  One very
promising set of work seeks to improve system usability
through the use of direct manipulation techniques to
provide for the flexible utilization of data and tools.  In this
paper we describe our efforts to compliment this work by
developing result visualization techniques for a variety of
classes of data mining algorithms that act not only as end
products, but provide direct inputs to future iterations in the
KDD process.  By building this feature on top of a unified,
persistent, and visualizable knowledge and workflow
representation system, we provide users with a high degree
of flexibility while simultaneously permitting thorough and
systematic knowledge discovery processes.
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I. Introduction

Massive datasets arise naturally as a result of
automated monitoring and transaction archival.
Military intelligence data, stock trades, bank account
deposits and withdrawals, retail purchases, medical
and scientific observations, and spacecraft sensor
data are all examples of data streams continuously
logged and stored in extremely large volumes.
Unfortunately, the sheer magnitude and complexity
of data being stored acts to conceal valuable
information that may lie below the surface, making
manual analysis infeasible.  Even computer-aided
statistical analysis techniques are currently of limited
practicality in fusing data from such vast resources.
However, over the past decade, researchers have
responded by developing KDD (Knowledge
Discovery in Databases) tools that can greatly
improve prospects for uncovering interesting and
useful patterns from such large data collections.

In recent years, substantial progress has been made in
developing highly efficient and effective data mining
algorithms and information rich data visualization
techniques.  These techniques can yield important
information about hidden patterns in very large
datasets, but, in the end, a user’s ability to uncover
interesting and useful patterns remains limited by
human cognitive capacity, and that capacity remains
easy to overwhelm with today’s KDD tools.

The need for more attention to the human-computer
interaction aspects of KDD has not gone unnoticed.
A review of the recent research literature reveals a
number of efforts to improve the usability of
knowledge discovery and data mining systems,
including providing: access to numerous KDD tools
through a single interface, data mining algorithm
selection advice, user guidance through automated
planning, and impressive exploratory data
visualizations.  In this paper we describe our efforts
to compliment these previous efforts by making
iterative and interactive KDD processes more
intuitive through the use of data-aware visualizations
that enable a set of novel exploratory operations.  The
primary goal of our investigation is to reduce
cognitive load on the users, and free them to explore
their data in an efficient, systematic and thorough
manner.

Of particular interest to us is improving the
usefulness of integrated systems that seek to support
the entire knowledge discovery process: target
dataset creation, data cleaning and preprocessing,
data mining, and results reporting.  Since the
exploratory process associated with KDD proceeds in
a data-driven manner, it is crucial that these tools are
seamlessly integrated so as to allow flexible
utilization of tools and operation chaining.
Especially useful to intensive knowledge discovery
processes is the ability to intuitively utilize the results
of data mining operations in subsequent exploration
steps.  To date, such capabilities have largely been



neglected to the significant detriment of users.

IKODA (Intelligent KnOwledge Discovery
Assistant) utilizes "data aware" visualization
techniques that lie atop a unified and persistent
knowledge representation and provide a mapping
between graphical objects and the underlying data
resources.  This approach results in the ability to
perform direct manipulation operations such as drag-
and-drop transfer of data between tools and a unique
capability to explore data mining results.  Unlike
previous integrated KDD systems, our IKODA's
visualizations act as interactive tools rather than
simple information displays.  More specifically,
IKODA's visualizations of data mining results (e.g.,
decision trees and automatically created data
clusters), can be manipulated and used directly to
form new datasets that feed future data mining
operations.  The resulting "recursive" knowledge
discovery capability represents a substantial step
forward in reducing KDD tool complexity while
simultaneously increasing flexibility and efficacy.

In this paper we describe how the HCI techniques
being developed for IKODA compliment existing
interactive visualization techniques to provide for a
very flexible KDD capability.  Further, we will
describe how IKODA's extensible and persistent
knowledge representation supports thorough
exploration by allowing the user to label, organize,
and utilize meaningful data models throughout future
knowledge discovery sessions.

II. Exploratory Data Visualization

Task oriented data mining is an important capability,
and has received a significant level of attention in the
research community.  However, it has been
recognized that the formation of precise knowledge
discovery goals is often difficult and time-consuming
[1].  For this reason, it is important to support data-
driven exploration that can provide users with the
basis for subsequent goal-driven data mining.  To
accomplish this, it is useful to exploit the human's
unmatched perception and reasoning abilities in
detecting patterns through the utilization of
exploratory data visualization techniques [2].

The objective of data visualization techniques is to
represent very large numbers of data items in a way
that facilitates the detection of interesting and
potentially useful patterns.  Exploratory visualization
techniques take many different forms including
scatter plots [3], parallel coordinates [4], icon-based
techniques (e.g., [5]), hierarchical techniques (e.g.,
[6]), and distortion-based techniques (e.g., [7]).

Another class of these visualization techniques, and
the one most related to our effort, are those that are
dynamic and interactive (e.g., filtering (see [8] and
brushing [3]).  Derthick [9] presents an interactive
visualization environment called Visage that has
provided significant inspiration for our work on
IKODA.  Visage makes pervasive use of direct-
manipulation techniques to provide the user with the
means to explore data via several tightly coupled and
customizable visualization tools.
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Figure 1a & 1b.  Figure 1a shows a "data" visualization technique that would be compatible with techniques such
as brushing, where the control on the display of particular points depends on user set threshold values on attribute
values.  Figure 1b shows an example of a parallel coordinates visualization of data points.  In this display, the lines
correspond to attribute values for individual data points.



While we share the goal of utilizing direct
manipulation pervasively in IKODA to provide an
intuitive means of interacting with multiple tools and
visualizations, we augment data visualization with
"data mining result" visualization (henceforth "result
visualization") and exploration.  Figures 1a and 1b
clarify this distinction.  Whereas data visualization
techniques are used to explore the relationships
between large volumes of data points, result
visualization techniques enable exploration of the
data models output by data mining algorithms.

III. Usable Data Mining Result Visualizations

The primary focus of our research effort has been to
compliment the excellent previous work done in
developing interactive data visualizations, by creating
interactive data result visualizations.  Traditional data
mining result visualizations are largely static and act
much more as a fixed end result of an autonomous
procedure, than as intermediate steps within an
ongoing knowledge discovery process.  Integrating
interactive result visualizations is a crucial step in
creating a truly exploratory environment.

We separate interactive functions into two classes;
recursive data mining operations, and result
manipulation operations.  Recursive data mining
refers to the process of building deriving models such
as decision trees, and then using the natural data
partitions that are described by these models as the
input for the next round of knowledge discovery
operations.  Result manipulation operations refer to
actions that change the nature of a particular result in
order to develop a deeper understanding of its nature.
We discuss these two classes of operations in detail
below.

IV. Recursive Data Mining
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Figure 2.  Decision Tree "result" visualization where
the gray regions represent the underlying data
partitions.

Figure 3.  Three identified clusters represent an
obvious opportunity for recursive data mining.
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Figure 4.  This visual representation of 2-term
association rules offers three types of data sets.
These are associated with a rule's antecedent,
conclusion, and the intersection of the two.

Figures 2, 3 and 4 demonstrate the data partitions
created by different types of data mining algorithms.
In each case, the derived models provide a useful
means for directed search in smaller subsets of the
original dataset.  Decision trees, for example, are
developed by repeatedly dividing the training set
based on differences in selected attributes.  Clearly,
parts of a generated decision tree may be particularly
interesting to a user and therefore deserve further
examination.  IKODA makes the utilization of the
generated data partitions easy by allowing the user to
select, drag, and drop collections of internal nodes of
a decision tree (representing the underlying data
subsets) into other tools (e.g., data visualization and
data mining tools).  In fact, the range of recursive
data mining operations that may be useful in a given
search is very broad.  Some of these include:

• Labeling identified data clusters and
utilizing them to form decision trees in order
to develop a concise description of how
those clusters differ



• Examining subcluster structure by rerunning
the clustering algorithm on particular
clusters or unions of clusters

• Uncovering data clusters in the data behind
high confidence association rules

Obviously, a user could accomplish these operations
by other means, but providing the capability to
flexibly explore the derived data mining results
through direct manipulation leads to substantial time
savings and therefore an improved ability to conduct
thorough investigations.  We will discuss the
chaining of recursive data mining operations further
after the next section in which we describe the second
class of interactive result visualization operations.

V. Result Manipulation

Another natural class of exploratory operations on
our result visualizations are those that manipulate the
nature of the derived data model.  For example, the
data partitioning nature of decision trees makes them
malleable in a number of different exploratory ways.
A user might select a particular interior node and
change its characteristics to determine how it would
change the structure of the subtree.  In particular, one
might conduct the following operations before
reconstructing the subtree:

• Alter the split attribute at the root of the subtree
• Manually re-discretize variables
• Remove attributes from the data subset
• Form new composite attributes

A second group of manipulation operators under
development will work with IKODA's K-means
clustering algorithm.  In particular, the user will be
able to merge and/or divide clusters through direct

manipulation.  These operations would act to alter the
similarity measures used to conduct our clustering
and therefore provide the user with the ability to
provide IKODA with feedback as to the quality of the
developed clusters.

VI. Workflow Management Support

In order to succeed at our goal of providing users
with both a highly flexible and usable exploratory
KDD tool, it is necessary that we provide some
means for tracking the many paths a user may follow
in pursuit of thoroughly understanding his data.  For
this reason we have incorporated a data-aware
process monitoring system that allows users to keep
track of their search paths and avoid repeating
operations unnecessarily.

Figure 5 shows how a particular exploratory path can
be represented and reused in IKODA.  Here the user
forms an initial dataset from which he generates 2-
item association rules.  The user identifies what
appears to be some interesting clustering of high
confidence rules and decides to examine the
associated data points in an alternative manner, so he
selects a collection of rules and drops them into
IKODA's K-means clustering tool.  This step creates
a number of clusters, two of which are worth further
exploration.  At this point the user seeks to
understand how the two classes differ, so he drags
those clusters to our decision tree algorithm.  The
user can then manipulate the structure of the tree, and
thereby create new tree instances, in order to better
understand how the clusters differ.  Note that through
our workflow management diagram the user can also
return to previous steps and continue his exploration
from there.

Data Set - 1
Assoc. Rules - 1

Clusters - 1

Data Set - 2

Data Set - 3

Decision Tree - 1Decision Tree - 2

Data Set - 4

Figure 5.  IKODA's workflow monitoring system follows the same direct manipulation principles used elsewhere.
This display allows users to keep track of their search path.  Note that data sets 2, 3 and 4 are created implicitly by
the user's actions.



VII. Future Directions

The development of IKODA is still in an early stage
and much remains to be done.  SHAI is currently
working to expand IKODA’s set of data mining
algorithms and result visualization techniques.  We
expect that for each data mining algorithm class there
will be a number of visualization styles that can be
utilized to facilitate interactive exploration.  We are
also seeking to expand the range of result
manipulation operations that are supported by
IKODA.  In addition, SHAI is examining the range of
classes of data mining algorithms whose results can
be fruitfully explored via visualization.  It is clear at
this point that certain classes of algorithms are more
amenable to direct interaction than others.  Finally,
we hope to further improve IKODA’s interaction
with the user by integrating techniques that will allow
users to provide the resident data mining algorithms
with domain knowledge in order to guide their search
and improve utility (see [10] & [11]).

VIII. Conclusions

In this paper, we have argued that KDD is an
interactive process that can benefit greatly from the
better exploitation of the perception and reasoning
capabilities of the human user.  In particular, we
showed how data visualization techniques can be
complimented by the use of interactive data mining
result visualization techniques.  The described
techniques provide users with an efficient means of
exploring derived data models that therefore allows
for an improved understanding of identified patterns.
Finally, we illustrated how several data mining tools
and visualization techniques can be used together to
explore data for useful patterns.
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