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Abstract Traditional text based information retrieval
is based on isolated keywords or word stems. With-
out a context, words are frequently ambiguous. The
ambiguity of isolated words decreases the precision of
information retrieval tasks and additional contextual
words may increase precision. This motivated us to
develop a method to extract word combinations from
text documents. We define an “n-word combination”
as n words that co-occur in the same context. Brute
force methods to calculate n-word combinations are
limited to small documents. Our technique uses the
structure (e.g., sentences) of the document to limit the
search for the word combinations, thus it can scale to
large documents.

The n-word combinations can be used to represent
documents via a vector space model. We have used the
resulting model to perform document retrieval tasks.
We have compared the precision and recall of the n-
word combination model with that of the traditional
isolated keyword or word stem vector space models.
Our results reveal that using n-word combinations to
model documents can significantly improve the preci-
sion of query results.
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1 Introduction

Information retrieval systems index free text docu-
ments using keywords. These systems have been
shown to be useful to access general document
spaces most recently for indexing and accessing
the World Wide Web. We are exploring the in-
dexing and access of domain specific information
sources where additional information may be avail-
able that could be used to improve the information
retrieval process.

The field of medicine provides a vast set of text

documentation, including medical literature and a
variety of patient medical documents. Medical
specialties are well-defined, often with their own
specialized vocabulary. These specialties provide
a test-bed for the exploration of domain specific
information retrieval.

In a medical teaching facility, on-demand and
interactive teaching material based on real patient
population data can significantly enhance the abil-
ity of instructors to teach students, house-staff, and
other colleagues. Currently, these teaching files
are manually indexed by anatomical site and dis-
ease process. However, it may be difficult to lo-
cate different kinds of a particular disease. Further-
more, the static nature of these teaching files do not
facilitate the incorporation of recent medical cases
nor do they enable automated cross referencing of
patient files with existing teaching cases.

This paper describes a method to select and use
multi-word combinations as indexing terms. A set
of thoracic radiology medical reports was selected
for our test domain.

2 Related Work

Automated information retrieval follows three gen-
eral steps:

1. Index term selection

2. Encoding documents

3. User query processing

An indexing termis defined as a set of unique
words that characterize some feature found in the
document set. Documents are encoded or modeled
using the indexing terms that appear in them. User



queries are processed by mapping the query to the
indexing terms previously extracted from the docu-
ment set and then matching the query to individual
documents.

Term selection is also important in text-based
knowledge discovery systems [1]. These systems
data mine text documents to discover patterns
which hold across many documents. Patterns can
take the form of one term or phrase that co-occurs
with a second term or phrase [1]. The frequency
of word or word n-gram occurrence can also be
used by experts to find useful information as well
as anomalies in data sets [5].

Index term selection Automatic information re-
trieval systems often select indexing terms based
on their ability to differentiate documents rather
than content. Typically, indexing terms are se-
lected based on their frequency of use in the cor-
pus. Intuitively, words which are used frequently
do not differentiate documents well, as they ap-
pear in a large subset of the corpus. Experimen-
tal results have shown that neither high nor low
frequency words work well for indexing docu-
ments [15].

Various methods exist for selecting or normal-
izing indexing terms.Stop word listsare used to
eliminate frequent words.Stemmingis used to
normalize words with similar meaning to a com-
mon prefix (e.g., the word “masses” is stemmed
to “mass”). Using statistics derived from the doc-
ument set, weights can be added to the index-
ing terms to reflect their individual classification
power.

Encoding documents For indexing purposes,
documents can be represented by the set of in-
dexing terms found in them. Each indexing term
can be considered acharacterof the document set,
where each character has a single well-delineated
meaning or definition.

Individual documents can be represented as an
n-dimensionaldocument vector, where each vector
term represents one of the indexing terms selected
from the corpus. Documents are encoded using the
n-dimensional document vector by assigning posi-
tive values to those vector terms which correspond

to indexing terms found in the document. Vec-
tor terms corresponding to indexing terms which
do not appear in the document are assigned a null
value [14].

The similarity of two documents can be mea-
sured using a variety of methods. In retrieval sys-
tems utilizing a vector space model, one frequently
used measure is the cosine of the angle between
two vectors (i.e., query vector and document vec-
tor). The cosine of the angle between vectors has
been shown to perform better than using the Eu-
clidean distance between two vectors as a measure
of similarity between document vectors [15].

Query processing can be performed by trans-
forming the query terms into the n-dimensional
vector used to model the documents, forming a
query vector. The query vector is compared to each
of the document vectors, forming a list of similar-
ity measures. Using the list of similarity measures,
documents can be ranked and returned to the user.

In many systems, the indexing terms used to
represent documents consist of individual word
stems. The word stems, isolated from other words,
may be ambiguous, thus are not well suited to serve
as well-delineatedcharactersof the document set.
For example, the isolated word “mass” may refer
to any mass and is not specific to any anatomical
location. Using “mass” as a character of the docu-
ment set, while separating reports with the “mass”
character from those that do not contain this char-
acter, does not differentiate between specific mass
lesions (e.g., right upper lobe mass).

This is especially true in radiology reports
where frequently all anatomy examined in the
study is described. Using isolated word stems, it
is frequently impossible to fully classify particu-
lar medical findings. For example the following
six words refer to a hypothetical patient’s lungs
{clear, left, lobe, lung, mass, right}. In this ex-
ample, words are isolated and word order does not
effect the “meaning” of the set. Using no other in-
formation it may be possible to infer that one lung
is clear and the other contains a mass. The ambigu-
ities introduced by isolated word stems decreases
our ability to interpret the individual findings.

To accurately index and access patient reports
by disease and anatomy, a system should be able
to differentiate between various anatomical struc-



tures and involved findings. Research has provided
evidence that multi-word or phrase indexing terms
may improve retrieval performance [2, 10, 3].

Previous research has focused on short phrases
(i.e., 2-words) applied to general information re-
trieval test beds. The results from this research was
limited in that phrases were calculated by com-
bining terms taken fromanywherein the docu-
ment [2]. As the size of a document can be large
(e.g., 100s to 1000s of words), brute force calcula-
tion of all word combinations in the document can
not be easily managed.

A system called INDEX used n-grams to extract
content from legal documents [10]. The develop-
ers of INDEX noted that the number of potential
n-grams is large, and may include many “meaning-
less” phrases. To solve this problem, they used hu-
man experts to eliminate useless phrases. Recog-
nizing that this solution does not scale well, a sec-
ond system (INDEXD) was developed. Instead of
human experts, INDEXD used a dictionary associ-
ating word stems with a list of similar terms. Asso-
ciated terms were normalized to a common term,
thus increasing the frequency of common “mean-
ingfull” phrases [10].

These results are promising, showing that mul-
tiple word indexing terms may provide important
contextual information, thus improving retrieval
performance. Still the data sets used were gen-
eral in nature, making text mining difficult. We
are using domain specific data sets, which may en-
able the extraction of common patterns which can
be used to improve retrieval. This additional infor-
mation will enable the system to more accurately
model the content of the individual documents,
without the use of external knowledge sources such
as a dictionary of associated terms.

3 Method

Several methods exist for defining multi-word in-
dexing terms. An n-gram is defined as an or-
dered sequence of n words taken from a document.
For example, “several methods” and “methods ex-
ist” are the first two bi-grams of the last sentence.
Given a documentd of lengthl there are(l−n) n-
grams ind. By providing context lacking from iso-
lated words,n-grams may more accurately model

the content of documents.
Two other factors may influence the effective-

ness of n-grams as indexing terms. First, n-grams
are dependent on word order, thus “right upper
lobe mass” is not equivalent to “mass right upper
lobe.” Second, n-grams are limited by word prox-
imity, requiring that words appear next to one an-
other in the original text. For example, in the text
sample: “a mass is seen in the right upper lobe,”
here, “mass” and “right upper lobe” will only ap-
pear together if a 8-gram is used to model the
text. Removing typical stop words from the sam-
ple results in “mass seen right upper lobe,” still for
the finding and anatomy descriptions to appear to-
gether requires an n-gram with a minimum length
of 5 terms.

N-grams may improve retrieval precision by
providing additional context over isolated words.
However, reliance on the original document’s word
order as well as word proximity may decrease re-
trieval recall and may require longer n-grams to be
used to model documents.

We define an n-word combination as an un-
ordered collection of n words taken from a doc-
ument. Given the text sample: “right upper lobe
mass,” there are 6 different 2-word combinations,
including “right upper” and “upper mass.” Unlike
n-grams,n-word combinations (n-combos) do not
depend on word order or proximity. Any set ofn
words can form ann-combo.

Removing the restriction on word order and
proximity dramatically increases the number of po-
tentialn-combos. Given a documentd of lengthl,
there arel!/(n!(l − n)!) n-word combinations in
d. As the length of the document grows, the num-
ber of n-combos grows dramatically (e.g., a 100
word document has the potential of 3,921,225 4-
combos, a 200 word document has 64,684,950).
Brute force calculation of all possiblen-word com-
binations in a document, even for relatively small
n, is too time and space expensive. In order to
usen-word combinations, some method of limit-
ing the search space must be defined. Furthermore,
a method to select whichn-combos should be used
as indexing terms must be developed.

Although each document has a central theme
(e.g., a medical report describes an individ-
ual patient), the concepts useful for indexing



are described in the individual sentences of the
document.Limiting the search scope to individual
sentences will dramatically decrease the time and
space required to calculate n-word combinations,
while focusing on relevant indexing terms. Fur-
thermore, stop word lists can be employed to fac-
tor out those words that do not carry any semantic
significance, further reducing the search space. Fi-
nally, statistical information concerningn-combos
can be used to focus the search for subsequent
(n+1)-word combinations, such that if then-word
combination is infrequent, the(n + 1)-combo is
also infrequent.

4 Implementation

Indexing term selection While indexing terms
must distinguish different documents, the terms
must, more importantly, distinguish between dif-
ferent meaning or content. Although some n-word
combinations may provide key information allow-
ing better modeling of documents, other combina-
tions will not be useful for document retrieval. For
example in the sentence:

A 3cm right upper lobe mass is noted.

“right upper mass” is a useful indexing term, while
“right upper noted” will generally not be useful.
Clearly, the number of possible n-word combina-
tions in each document is large. To decrease the
storage requirements necessary to model each doc-
ument, methods to filter and select word combina-
tions are necessary.

Several standard methods are used to normal-
ize the terms used for indexing. First, a short
list of stop words is utilized to remove common
words. Second a stemming algorithm, as imple-
mented by the SMART system, is used to normal-
ize each word to a common stem [14].

In order to limit calculations, only words found
together in a single sentence will be combined. Us-
ing this rule, the system will not combine a word
found only in one sentence (e.g., first sentence)
with a word found only in another sentence (e.g.,
second sentence). This single rule dramatically de-
creases the space and time requirements of the sys-
tem.

In each document, indexing terms are extracted
by first identifying sentences and words in the doc-
ument. A pre-processor transforms documents into
sentences. A set of rules are used to define sen-
tence boundaries. The rules define a sentence as
a set of words followed by a period. Other rules
account for other uses of the period, for example
in numerical measurements, or general formating
(such as lists). These rules attempt to minimize
false sentence partitioning.

Each sentence is processed sequentially. First,
individual words are extracted from the sentence.
Next, stop words are removed and each word is
stemmed [13]. Individual word statistics, as pro-
cessed by an earlier stage, are used to filter out in-
frequent words. Words that appear more than once
in the sentence are combined. Finally, the remain-
ing words are sorted in alphabetical order, forming
a sentence word list.

Word combinations are calculated using the sen-
tence word list. Although the earlier stages de-
crease the number of possible word combinations,
we have found that space considerations are much
more of a problem than time issues. Although rare,
long sentences can result in a large number of n-
combinations. In these cases, many of the result-
ing n-combinations only appear once, thus they are
not useful for indexing. To filter out these word
combinations, each combination is evaluated be-
fore storage.

Each n-word combination is evaluated for stor-
age by examining each of its “child” word combi-
nations. A “child” combination for an-word com-
bination is defined as any of the(n−1)-word com-
binations that can be derived from then-word com-
bination. For ann-word combination, there aren
(n − 1)-word combinations. Frequency statistics
are maintained for each set of word combinations.
If any one of the(n − 1)-word combinations does
not meet a frequency threshold, the n-word combi-
nation is discarded. Each remainingn-word com-
bination is considered an indexing term.

Table 1 shows the most frequent 2- and 3-word
combinations extracted from a set of thoracic radi-
ology reports. As can be seen from the list, disease
(e.g., mass) and anatomy (e.g., upper lobe) can be
linked by word combinations.



2-word combo 3-word combo
lobe upper lobe right upper
lobe right lobe mass upper
right upper left lobe upper
left lobe lobe lower right
lobe lower left lobe lower

Table 1: Frequent 2- and 3-word combinations

Encoding documents Documents are modeled
using a vector space model, where each vector term
corresponds to a single indexing term. Indexing
terms in a vector space are of the same length. The
system uses multiple vector spaces, or models, to
encode each document, each vector space corre-
sponding to a different length indexing term.

In general, we are use three models to encode
and represent documents: single word index terms,
two word index terms and three word index terms.

Query processing Similar to existing informa-
tion retrieval systems, queries can take the form of
free-text natural language queries, or may include a
sample document. The query is processed by trans-
forming the query text using the vector space mod-
els which have been used to encode the document
set. As each document is encoded using multiple
models, the query is similarly modeled.

For each document in the corpus, a similarity
value is calculated comparing the document to the
user’s query. For a corpus of sizen documents
with each document encoded usingm vector space
models,n · m similarity values are calculated. A
combined similarity between each document and
the query can be calculated by summing the simi-
larity measures from each representation.

5 Evaluation

Traditional information retrieval evaluation has a
number of well documented problems [7]. One
problem is associated with the determination of
relevance [4, 8]. Traditionally, a set of experts
define queries and the set of relevant documents
that match each query. It has been described that a
user’s criteria for relevance is much more difficult
to describe and often does not match those of the
experts [12].

To evaluate n-word combinations we have de-
veloped a simple definition of relevance based on
the absence or presence of medical findings. Med-
ical documents often describe abnormal anatomy
or medical findings. These descriptions often in-
clude the anatomy involved and the type of find-
ing. In creating medical teaching files it would be
useful to specify the anatomy involved and the type
of finding, for example the query “right upper lobe
mass” would return all patient reports that describe
a right upper lobe cancer mass. Using these queries
it is simple to determine if a particular document is
relevant or not. Only those documents specifically
describing the anatomy and finding in question are
considered relevant.

Thoracic radiology reports frequently describe
abnormal lung anatomy (e.g., cancer) and enlarged
lymph nodes. The text descriptions used to de-
scribe medical findings are often similar. The two
lungs are referred to as the right and left lungs.
Each lung has an upper and lower lobe, with the
right lung having a middle lobe. Medical findings
are frequently described in proximity to surround-
ing anatomy or other findings, thus each document
may contain descriptions referring to both lungs
and several lobes. Indexing using single word
terms may be easily confused by other descriptions
in the document.

We have used two methods to compare the re-
sults of the four methods. Retrieval performance
is traditionally measured using recall and precision
metrics. Recall is the ratio of the number of rele-
vant documents returned over the total number of
relevant documents.Precision is the ratio of the
number of relevant documents returned over the to-
tal number of documents returned [3]. To compare
the recall and precision of each technique, we use
an 11-point precision / recall graph [15]. Also, we
compare the retrieval effectiveness (E), defined as
the harmonic mean of recall (R) and precision (P)
for each of the techniques and term size [16]. Re-
trieval effectiveness (E) is defined as:

E =
2

1
R + 1

P

(1)

Thevalue ofE ranges from 0 to 1.E = 0 when
no relevant documents are retrieved andE = 1
when only all relevant documents are retrieved.



For a given query and retrieved document set, a
maximumvalue ofE can be found, representing
the optimal combination of precision and recall.
The value ofE increases as both recall and pre-
cision increase [16].

Figure 1: Query - “right upper lobe mass”

Figure 2: Query - “left upper lobe mass”

To evaluate the system, 178 thoracic radiology
reports were processed. The data set was origi-
nally used as a test-bed for extracting key features
using natural language processing techniques [9].
Recently, the data has been used for text data min-
ing experiments [5]. Within the document set, the
average document length is 11.2 sentences with an
average sentence length of 13 words. In total 1988
sentences were processed. Each document was en-
coded using 1-word, 2-word, 3-word and 4-word
combinations. Each document was also processed
and indexed using the SMART system [14].

Figure 3: Query - “upper lobe mass”

To explore the retrieval performance of both
systems given the bilateral similarity of the two
lungs, two queries differing only by the lung of in-
terest were selected, a third query combining the
results of the other two queries was also processed.
The queries both request documents describing up-
per lobe cancers, one for the right lung the sec-
ond for the left. These queries expose some of the
difficulties to accurately retrieve documents where
single word indexing terms are used to describe
several different medical findings (e.g., upper –
can refer to either lung). In radiology images, tu-
mors are seen as large opaque regions and are of-
ten described in the resulting radiology report as a
“mass.” To reflect the domain the following three
queries were processed and indexed by each sys-
tem:

Q1 “right upper lobe mass”

Q2 “left upper lobe mass”

Q3 “upper lobe mass”

Figures 1, 2, and 3 compares the precision and
recall for each of the three models. The results
show that multi-word indexing terms (2 and 3-
word indexing terms in Figures 1, 2, and 3) can
improve retrieval results over isolated single word
indexing terms (i.e., SMART system and 1-word
indexing terms).

Table 2 shows the retrieval effectiveness for
each of the techniques used. The results show



that multi-word indexing terms improve effective-
nesscompared to the single-word methods (i.e.,
SMART system and 1-word indexing).

The prototype is implemented using the Java
programming language [6]. Initial indexing of the
test set of 178 reports calculating 1-word, 2-word
and 3-word combinations and encoding each of the
documents completes in less than 5 minutes using
standard PC hardware. Response time for subse-
quent queries, where queries are processed and dis-
played to the user, is under 2 seconds. The evalu-
ation runs were performed using a 200 Mhz AMD
K6 processor, running Windows NT, using the Java
2 developer’s kit [11].

6 Discussion

Our prelimiary evaluation reveals thatn-word
combinations can be effectively used for index-
ing and providing access to medical documents.
The results show that multiple word combinations,
within the context of a well defined domain, pro-
vides better retrieval performance for some queries
than isolated word stems. Although the number
of possible word combinations that can be calcu-
lated and used as indexing terms can be very large,
the experiments have shown that within a well-
delinated domain the number is manageable us-
ing the filtering techniques described here. Fur-
thermore, while it is not possible to model com-
plex concepts using isolated words, word combi-
nations allow certain concepts to naturally appear
(e.g., “left lobe mass”).

For a specific subject area (e.g., thoracic radi-
ology) with a uniform vocabulary, word combina-
tions appear to capture the semantics of the docu-
ment better than isolated word stems, thus may bet-
ter model the content of the document. By joining
multiple words as indexing terms, the model may
decrease ambiguities that exist in isolated word
stems, thus better serving ascharactersfor the doc-
ument set.

While our preliminary results are promising,
further evaluation is necessary. First, a wider set
of queries must be tested to better understand the
strengths of this form of indexing. Also methods
must be developed extending the retrieval improve-
ments found in domain specific document sets to

more general document sets. Furthermore, using
external knowledge sources (e.g., UMLS Meta-
thesaurus, SNOMED) to assist filtering the word
combinations extracted by the system may further
improve performance.

While partitioning documents by sentences
works well in most cases, long sentences can im-
pact the run time of the system. We would like
to perform further studies of document partition-
ing to determine its influence on retrieval perfor-
mance. One partitioning scheme would use a mov-
ing fixed-sized window to segment the document
currently being processed. This method would not
rely on sentence partitioning, thus would not be af-
fected by long sentences. Furthermore, as the win-
dow would have a fixed size, calculating maximum
run-time and space requirements would be simpli-
fied.

While we have run the system to calculate up to
8-word combinations, these combinations do not
appear to be useful for indexing. First, user queries
are often limited to a few words, thus large word
combinations are not useful for short queries. An
example of this can be seen in processing query
Q3 (see Figure 3 and Table 2). Furthermore, word
combinations may expose specific concepts (e.g.,
right upper lobe mass), however adding words to
these combinations may not necessarily increase
meaning.

7 Conclusion

Information retrieval systems can be used to auto-
matically index free text reports, thus providing ac-
cess to associated data such as patient images. The
type of indexing term used can have a significant
impact on retrieval.

While, traditional methods use isolated word
stems to model documents, we have developed a
prototype system that uses word combinations au-
tomatically extracted from documents to index the
document set. Multiple vector space models are
used to allow ranked retrieval of patient reports.

Preliminary evaluation results of the method is
promising, showing that multi-word combinations
provide better retrieval performance than isolated
word stems. While isolated word stems may be
ambiguous, word combinations may better capture



Retrieval Effectiveness (F)
Indexing method Q1 Q2 Q3

SMART .6087 .6296 .7512
1-word terms .6667 .6154 .7895
2-word terms .7458 .6916 .8587
3-word terms .7879 .7579 .8199
4-word terms .7500 .7857 NA

Table 2: Retrieval effectiveness (F)

the content of the document, thus improving per-
formance.
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