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Abstract— This paper discusses the fusion of
structured and unstructured data.  Information
fusion methods based on a knowledge discovery
model, and the case-based reasoning decision
framework are implemented and evaluated.  At the
core of the knowledge discovery model is an
unsupervised and incremental neural learning
approach. Using signal data and database records
from the heart disease risk estimation domain,
three data fusion methods are discussed.  Two of
these methods combine information at the
retrieval-outcome level, and one method merges
data at the discovery-input level.  The evaluation
of such techniques demonstrates that the fusion of
information at the retrieval-outcome level are
significantly superior.
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1. Information Fusion and Case Retrieval

The fusion of information is crucial in domains
that consist of multiple variables and sources of
data.  With the proliferation of numerous sources of
data, information fusion has become a fundamental
research field inside and outside the computer
science community. The term “data or information
fusion” has been very recently established.  The
following definition has been adopted by The
European Association of Remote Sensing
Laboratories, The European Space Agency and the
Space Exploration Engineering Group [1]:

“Data fusion is a formal framework in which
are expressed means and tools for the alliance of
data originating from different sources.  It aims at
obtaining information of greater quality; the exact
definition of ‘greater quality’ will depend upon the
application”.

Thus information fusion is used to improve
decision tasks — such as classification, estimation,
and prediction — and to provide a better
understanding of the phenomena under
consideration.

Fusion may take place at the level of data
acquisition, data pre-processing, data or knowledge
representation, or at the decision-making level.
Fig. 1.a illustrates a process of information fusion
at the level of input data representation in a
medical decision-making environment.  At this

level two main types of data may be effectively
fused or integrated by the expert: structured and
unstructured data.  In this paper, the term
structured data refers to standard n-tuple database
records or attribute-value representation.  It can
represent medical tests or any other clinical reports.
In this diagram the term unstructured data refers to
text, signals, images, etc.  Fig. 1.b depicts a process
of information fusion at the level of decision-
making.  Here, the medical expert interacts with
other human or/and computer-based experts that
provide knowledge or hypotheses in order to
support a final decision.  This process can be
understood as the fusion of multiple decisions.
Thus Fig. 1 provides an illustration of the process
of medical decision-making that can be approached
as an information fusion problem.

Data Fusion based on artificial intelligence (AI)
are becoming more and more established in areas
ranging from image analysis through robotics to
biomedical systems [2], [3]. The need for higher
levels of reliability, emphasising at the same time
clinical reasoning models, makes AI particularly
attractive for those tasks that involve clinical data
fusion. Assi [4] discusses some medical data fusion
applications, where textual data from essays used in
pharmacological practice and toxicology teaching
is used, however, he focuses only on unstructured
data.

One such AI technique is Case-based reasoning
(CBR), [5] that views understanding and reasoning
as a by-product of the underlying memory
processes of memorising (data storage) and
reminding (data retrieval).  In CBR, the basic
processes of solving a new problem or interpreting
a new situation revolve around the retrieval of
relevant cases from a case memory.  This process is
followed by the adaptation of the past to the new
problem or situation.  Arguably, the most crucial
aspect in building effective CBR systems is the
modelling of relevance knowledge.  This
knowledge is used in the retrieval stage to ensure
that only those cases relevant to the current
problem are retrieved.  Usually, relevance, in such
systems, is modelled via a similarity measure
(computational approach) or an indexing structure
(representational approach), or a combination of
both [5].

Traditional CBR systems do not explicitly
consider the dimension of fusing data which
originated from different sources.  Typically, a case



in a CBR system is represented as a monolithic
data record and the underlying retrieval and
adaptation schemes do not explicitly model the
fusion of data.  The limitations of this simplistic
view become apparent in situations where the
underlying case data is composed of different types
of data; either; structured and or unstructured. In

this study, the two main data sources have
representatives in both categories, namely, digitised
electrocardiogram signal data and medical database
records (see Fig. 2).  The basic decision task is that
of estimating the coronary heart disease (CHD) risk
of asymptomatic subjects.
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Fig. 1. (a) The process of medical reasoning seen as an information fusion problem at the level of input data
representation. (b)  Medical reasoning seen as an information fusion problem at the level of decision-making.

The work presented in this paper proposes a
framework for information fusion based on the
CBR paradigm.  A knowledge discovery method
permits relevance knowledge to be automatically
extracted from existing structured and unstructured
data.  This method is based on a self-organising
and incremental neural model called growing cell
structures (GCS).

The remainder of the paper is organised as
follows:  Section 2 describes the medical problem
under consideration.  Section 3 introduces a
relevance knowledge discovery model based on
GCS.  In Section 4, the information fusion methods
are described in detail.  Section 5 illustrates the
implemented CHD risk estimation experiments
based on the three fusion models, and compares the
resulting overall systems with two single-source
models.  Finally, Section VI ends with some
concluding remarks.
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• Patient name: “John Smith”

• Age: 32  [years]

• Total Cholesterol: 4.11  [mmol/l]

• HDL: 1.47  [mmol/l]

• Cigarette Smoking: 0  [years]

• Systolic Blood Pressure: 120  [mmHG]

Fig. 2. a) RR interval sequence encoded as Poincaré plot;
b) CHD risk factors encoded as feature vector.

2. The medical application domain

Coronary heart disease is a multi-factorial disease
and it remains one of  the most common causes of

death in many countries [6].  A number of different
approaches involving a variety of AI techniques
such as chaos theory, neural networks, and based
upon long-term ECG have been used to facilitate
diagnosis of the condition [7], [8], [9].

The method proposed in this this paper models
CHD risk estimation on the basis of input data that
describes asymptomatic patients by means of short-
term electrocardiograms (RR intervals) and
recognised risk factors.  A single RR interval
reflects the length of the time period between the R-
spikes of two subsequent heartbeats.  In line with
other research on RR intervals [10], a Poincaré plot
encoding is used to represent a sequence of RR
intervals.  Plotting each RR interval in a sequence
against the following, Poincaré plots provide an
easy-to-understand visualisation of the heart’s beat-
to-beat behaviour.  Fig. 2 illustrates the two types of
data sources involved in the proposed risk
estimation method.

The diagram in Fig. 2 depicts the RR interval
and risk factor data of a healthy, low-risk subject.
It is known that CHD risk is related low mean RR
interval and low heart rate variability. Moving the
cluster of points in such a plot from bottom-left to
top-right corresponds to an increased heart rate,
and a lower dispersion of the points in the cluster
reflects an increased hear rate variability.

The data underlying this study was obtained from
a set of standard screening tests that were
performed on 75 asymptomatic, middle-aged, male
subjects in order to identify subjects of high CHD
risk.  For each subject the CHD risk was
determined by means of the Anderson scoring
system [11].  This method calculates the risk score



based on the following factors: Age, Sex, Total
Cholesterol, High Density Lipoprotein Cholesterol,
Systolic Blood Pressure, Diastolic Blood Pressure,
Smoking, Diabetes, Left Ventricular Hypertrophy.
In addition to the risk factor data, the subjects also
underwent a supine resting electrocardiogram at
fixed respiratory frequencies.  For each subject, four
tests were carried out under varying respiratory
conditions with regard to breathing volume and
frequency encoded into a single RR interval
sequence by using a Poincaré plot.

3. Relevance Knowledge Discovery Model

The notion of relevance is of primary concern in
information retrieval, case-based reasoning
systems, and for multiple attribute decision making
methods [5].  Based on a query or problem
description, relevance knowledge provides a means
to retrieve those data items from a repository that
are relevant to answering the query or to solving
the problem. The explicit definition of useful
similarity measures or indexing structures can be
laborious and time-consuming and, as a result, less
effective general measures, such as the Euclidean
distance, are often used.  Another less frequently
encountered approach is to use machine learning
methods or statistical models discover relevance
knowledge from existing data. A relevance
knowledge model of this sort, indexing knowledge
discover, IKD, is at the centre of the data fusion
methods proposed in this paper.  The IKD model is
based on the self-organising neural network
approach; growing cell structures (GCS) [12].

The process of discovering similarity or indexing
knowledge from a given set of cases, Ω, can be
described in terms of partitioning the cases into a
set, C, of disjoint groups or clusters such that
members of the same cluster are more alike than
members of different cluster [13].  A clustering
algorithm, A, produces a mapping

A: Ω → C ; ( C ⊆ 2Ω ) ∧ ∅=
∈
I

CX

X ,

which associates a cluster of similar cases, G, with
every case, i, in the case base (where i ∈ Ω and G ∈
C).

In this work, a GCS neural network is employed
to cluster cases.  GCS neural networks constitute a
variation of so-called self-organising map neural
networks [14].  A typical GCS can be described as a
two-dimensional space, where the units (cells) are
organised in the form of triangles.  The cells are
represented as a weight vector, which is of the same
dimension as the input data.  The learning process
in a GCS network consists of a number of input
vectors or case presentations and weight vector
adaptations.

In the first step of each learning cycle (i.e.,
presentation of a single case), the cell, c, with the
smallest distance between its weight vector, wc, and

the actual input vector, x, is chosen.  This cell is
referred to as the winner cell.  This selection
process defined in equation (1) (O denotes the set of
all cells in the network).

Oiwxwxc ic ∈∀−≤− ;: (1)

The second step consists in the adaptation of the
weight vectors of the winning cell, c, and their
neighbour cells; these steps are defined by equation
(2) and (3).  The terms εc and εn are learning rates
for the winner and its neighbours respectively; εc, εn

∈ [0,1], and Nc denotes the set of direct
neighbouring cells of c.

In the third step of the learning cycle, each cell is
assigned a signal counter, τ, which counts how
often a cell has been chosen as the winner during
the learning process.

)()()1( cccc wxtwtw −+=+ ε (2)

cnnnn Nnwxtwtw ∈∀−+=+ );()()1( ε (3)

Equations (4) and (5) specify how this counter is
modified from one learning cycle at time t to the
next at time t + 1 (the index c refers to the winning
cell and i to all other cells).  The parameter α is a
constant rate of counter reduction, where α ∈ [0,1].

1)()1( +=+ tt cc ττ (4)

cittt iii ≠−=+ );()()1( ταττ (5)

The GCS learning algorithm also performs an
adaptation of the overall structure by inserting new
cells in those regions that represent large portions
of the input data.  In this respect GCS neural
networks differ from conventional and classic
Kohonen-type neural networks.  The insertion
adaptation process is performed after a fixed
number of learning cycles or input presentations
epochs, λ.  An input presentation epoch refers to a
series of learning cycles within which the network
is sequentially presented with each case, or input
vector, in the training set.  For example, if there are
n = 100 training cases, and λ = 10, then a new cell
will be inserted every 1000 learning cycles.
Equations (6), (7), and (8) define the rules that
govern the insertion process in a GCS network. the
step of insertion of new cells.  In the equations, the
terms hi and hq reflect the relative counter of the
corresponding cells i and q respectively.

Ojih
j jii ∈∀= ∑ ,;/ ττ (6)

Oihhq iq ∈∀≥ ;: (7)

qqpqr Npwwwwr ∈∀−≥− ;: (8)

The cell with the highest relative counter, hq, is
symbolised by q.  Now, the neighbouring cell, r, of
q with the least similar weight vector is determined



as defined by equation (8), and a new cell, s, is
added between the cells q and r.  The initial weight
vector of this new cell is equal to the mean of the
two existing weight vectors.  At the same time the
signal counters, τ, in the neighbourhood, Ns, of the
recently inserted cell, s, have to be adjusted.  The
new values of τ represent an approximation to a
hypothetical situation where the cell s would have
been existing since the beginning of the process.

After completion of an entire learning process, a
number of ordered, discrete reference vectors are
fitted to the distribution of the vectorial input

patterns (cases).  Thus, each case is assigned to the
cell whose weight vector is closest to the case itself
represented by the input vector.  The resulting GCS
network topology, with its cells, connections, and
adapted weights, can be thought of as an partition
structure for the underlying cases.  Each cell in
such a structure represents zero or more cognate
cases that form a cluster or (extensional) concept.
Generally, the similarity between cases from direct
neighbour cells is higher than that of more distant
cells.  Based on weight vector differences of
neighbouring cells, a quantification of

(a) (b) (c)

Fig. 3. (a) GCS indexing structure after learning;  (b) retrieval of cases C1 and C2;  (c) retrieval of case C7

inter-cluster similarities is readily available.
Hence, once training is completed, such a GCS
network can be used to assign a new, previously
unseen query case to its nearest “non-empty” cell.
All cases in that cell are deemed most relevant or
similar, and are retrieved for further processing.

To illustrate consider Fig.3. Fig. 3(a) depicts
the GCS topology and inter-cluster distances
(similarities) that have emerged after a learning
episode based on a set of seven training cases.
The resulting structure consists of five cells, each
of which is associated with a subset of the
training cases.  For example, Cell 5 represents the
cases C4, C5, and C6, and Cell 3 is not associated
with any case.

In the test mode (run-time), when the GCS is
presented with a new query case, X, the GCS
similarity indexing structure is used locate those
cases in the case base that are most relevant or
similar to X.  This situation is depicted in Fig.
3(b). The new case, X, is assigned to Cell 1 based
on the difference between X’s value vector, vX,
and the cell weight vectors, wi, using DIS(vX,wi)
= || vX − wi || (e.g., the Euclidean distance).  All
cases associated with the “best-match” call are
retrieved, in this case the cases C1 and C2.

Fig. 3(c) illustrates the retrieval scenario where
a query case, Y, is initially assigned to a cell (here
Cell 3,) that does not represent any cases. In this
situation, the algorithm selects the closest
neighbouring cell (based on inter-cluster
distances). If that cell is also “empty” the process
will continue until a “non-empty” cell is reached.
In the example, the process terminates at Cell 4,
and the associated cases, in this case only a single
case (C7), are retrieved.

Many advanced adaptation techniques have
been reported in the CBR literature [5]. For this
study, the simple null adaptation was used. Null
adaptation directly applies the past solution to the
new case without modifying or transforming the
past solution taking into account the differences
between the retrieved and the new case.  In this
research the adaptation function for the CHD risk
estimation task is defined in the following way:

Definition 1  Let X denote the new query case,
and r(X) the risk score that has to be estimated for
X.  Further, let the set, K, denote the set of most
relevant cases retrieved for X, where K = { C1, C2,
…, Cn }; n ∈ {1, 2, …}. Then, on the basis of the
previous risk scores r(C1), r(C2), …, r(Cn), the
risk score r(X) is estimated as follows:

KCCr
n

Xr k

n

k

k ∈= ∑
=

;)(
1

)(
1

(9)

A diagrammatic illustration of the retrieval and
adaptation model, based on the IKD method, is
provided in Fig. 4(a).  In the diagram, the
discovered indexing structure is depicted by the
bar labelled indexing, and the adaptation model,
defined by equation (9), is portrayed by the bar
labelled adaptation.

4. Information Fusion on Structured and
Unstructured Data

The three fusion models presented in this
section can be divided into two groups according
the fusion level: case representation, and
retrieved cases fusion.  Both types of fusion rely
on the IKD retrieval strategy and the solution
adaptation model presented in the previous



sections. Fig. 4(a) represents the basic single-
source model in which a query is based on the
underlying data source, and represented by the
query case X.   An indexing structure is
established by applying the IKD model, and an
adapted solution is obtained in order to estimate
the risk score r(X).

4.1 The Case Representation Fusion Model

The case-representation fusion model combines
RR interval data (source S1) with risk factor
records (source S2) at the case representation
level.  This means that a single vector is created
for each patient in the entire data from both data
vectors (sequence of RR interval values and risk
factor values).  The bold-lined box labelled
“fusion” in Fig. 4(b) illustrates this fusion model
and the resulting transformed cases.  Before risk
scores can be estimated for new cases, the IKD
model is applied to establish an indexing
structure from the transformed cases in the case
base.  Also, a query is based on the fusion of the

underlying data sources into the transformed
query case, X.

Definition 2  Let the sequence S1 = 〈 f1, …, fn 〉
and S2 = 〈 t1, …, tm 〉  denote two distinct data
sources that describe two properties of a single
case. Then case representation fusion, fcr(S1,S2),
of the data sources S1 and S2 is defined to be the
sequence, F, composed of the elements in S1

immediately followed by the elements in S2, as
follows:

fcr(S1,S2) = F = 〈 f1, …,  fn, t1, …, tm 〉 (10)

In equation (2) m, n ∈ N+, and the values fi,
and tj are normalised, such that fi, tj ∈ [−1,+1].
The method can be is generalised to n sources.
For the application described in this paper, source
S1 relates to the risk factors and S2 represents RR
interval information of the same patient; n = 5,
and m = 144 (the 144 RR interval information
values obtained from the Poincaré plots encoding
[9]).

Fig. 4. The IKD case retrieval and adaptation model.  a) basic, single-source model; and b) case-representation fusion;
and c) retrieved-cases fusion. (rounded boxes = transformed data; dotted boxes = IKD model; bold style boxes = fusion

rules; dashed arrows = data transformation; bold arrows = case data flow; thin-lined arrows = control; r(X) = s: risk score
estimation, s, for query case X)

4.2 The Retrieved Cases Fusion Model

The retrieved-cases fusion model combines
information based on the retrieval results of
multiple single-source or partial-case case bases.
The idea is that for each individual data source a
separate case-base of partial cases is constructed
using the IKD model.  Fig. 4(c) depicts the
architecture of such a system with two data sources
and the corresponding partial-case case bases.  A
partial case reflects that part of the original case
that is described by the corresponding data source.
For a new query, the retrieval process is then
carried out in each individual partial-case system.
The result of each individual retrieval process is a
set of one or more partial cases (depicted in the
diagram by “{retrieved cases}”).  Assuming a
simple case identifier mechanism, each partial case

can be linked to the overall outcome or solution
(e.g., CHD risk score) of the original complete
case.  In general, the set of complete cases
identified by the retrieved partial cases of one
partial-case system is not identical to that of
another.  This raises the question: Given n sets of
partial cases, which set of complete cases should
form the basis for further processing (solution
transformation)?  In Fig. 4(c), this question is
illustrated by the bold-lined boxes labelled
“fusion”, which takes as input the partial cases of
the individual partial-case systems. Two fusion
models are proposed to address this question,
namely, multiple-credit and single-credit fusion.
These fusion models are general fusion models,
because their input is made up of the output of n
individual case-based retrieval systems, which are
general information processing engines.



4.2.1 Single-Credit Fusion

The single-credit fusion model merges complete
cases referenced by the retrieved cases from the
underlying partial-case systems, and it removes
duplicate cases.  This means that if the same
complete case should appear more than once, the
past solution that comes with this case will only be
considered once.

Definition 3  Let A = { P1, …, Pi, …, Pn } and B
= { Q1, …, Qj, …, Qm } denote the sets of retrieved
partial cases originating from two independent
partial-case systems corresponding to the data
sources S1 and S2.  Further, let i(R) denote the
complete case associated with the partial case R ∈
A ∪ B.  Then the fused single-credit set, Ksc(S1,S2),
of complete cases (solutions) processed by the
adaptation module is defined as follows:

Ksc(S1,S2) = I(A) ∩ I(B) (11)

such that I(A) = { i(P1) …, i(Pi), …, i(Pn) }, I(B) =
{ i(Q1), …, i(Qj), …, i(Qm) }, and m, n ∈ N+.

4.2.2 Multiple-Credit Fusion

The multiple-credit fusion model also merges
complete cases referenced by the retrieved cases
from the underlying partial-case systems, but it
does not remove duplicate cases.  This means that
if the same complete case appears more than once,
the past solution that comes with this case will be
included as many times as the it appears.
Intuitively, this method gives increased attention or
credit to those cases that are deemed relevant on
the basis or multiple data sources.

Definition 4  Based on the formalism and
notation in Definition 3, the multiple-credit fusion
results in the mutiple-credit bag or multiset,
Kmc(S1,S2), which denotes complete cases
(solutions) processed by the adaptation module; it
is defined as follows:

Kmc(S1,S2) = I(A) ∪ I(B) (12)

5. Results and Evaluation

All three fusion methods discussed in Section 4
have been implemented and tested using the data
described in Section 2.  In addition, two single-
source reference experiments were carried out
using only RR interval data and risk factor data
respectively. The respective IKD-based fusion
models discussed in Section 4 were then applied
(risk estimation task) to the query cases in the test
sets. The overall mean of the average absolute
errors (15 query cases) for each of the five

estimation models after 10 test runs are shown in
Table 1.

Table 1. Two single-source, and three fusion-model
results.

RF RRI CR SCF MCF
3.73 5.03 5.18 3.52 3.22

(RF: risk factor source only; RRI: RR interval source only; CR:
case-representation fusion; SCF: single-credit fusion; MCF:
multiple-credit fusion).

We observe that the single-credit and multiple-
credit fusion models perform better than both
single-source methods and the case-representation
fusion model.

An analysis of means (ANOM) allows us to
evaluate the significance of the difference of the
proposed models [15].  In this evaluation method
one computes decision lines defined as:
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Fig. 5. ANOM chart for the performed experiments.

Where the critical values ),;( INIh −α  are

available in [15], �  is the probability level of
significance, X.. and MSe represent the main
absolute error and main variance respectively for
all of the performed experiments, I is the number
of models, n represents the number of absolute
errors for each model and N is the total number of
absolute errors under study.  In this case, taking
into account the averages absolute errors of the five
models for each of the test runs, the ANOM is
carried out graphically by computing decision lines
at the � = 0.05 level, X.. = 4.11, MSe = 0.75, I = 5,
n = 10 and N = 50.  The ANOM chart (Fig. 5)
compares the averages absolute errors for each
model based on the lower (LDL) and upper (UDL)
decision lines calculated by using Equation (13).
From this chart one sees that the retrieved case
fusion models fall outside the lower decision line
LDL, while the single source models and the case
representation model fall onto the other critical
regions.  Thus one finds that the means obtained
from these experiments are significantly different
at the � = 0.05 level.



The statistical significance of the error
differences comparing the best single source model
(RF) with the best fusion model (MCF) is given in
Table 2.

The results are interpreted in the light of the
following three significance methods: Voting
strategy: The multiple-credit fusion method
performed better than the single-data method in 8
out of 10 tests, and 3 of those results were
statistically significant. Total Combined SE (I):
Taking into account the average outcomes from the
10 tests, a combined standard error (SE) equal to
2.53 was obtained. Total Combined SE (II): Taking
into account all the average errors of each of the 10
test runs (150 samples), a combined SE of 2.10
was obtained.  This evaluation indicates that the
total average error (3.22), obtained through the
multiple-credit fusion method, was significantly
superior to that obtained from the single-data
model (3.73).

Table 2. Comparing single-data with multiple-credit
fusion.

Test Run RF MCF SE Significance
1 3.80 3.74 0.10 N.S
2 3.25 2.86 0.71 N.S
3 3.43 2.84 0.58 N.S
4 3.09 3.19 0.13 N.S
5 3.32 3.24 0.09 N.S
6 3.81 4.08 0.4 N.S
7 3.69 2.51 1.98 p<0.05
8 5.09 3.56 1.86 p<0.05
9 2.71 2.60 0.19 N.S

10 5.08 3.58 1.76 p<0.05
avg. 3.73 3.22 — —

N.S. = not significant; SE = combined standard error

6. Conclusions

This paper presented three data fusion models
for case-base decision support and reasoning using
CHD data. It was clearly demonstrated that at least
two of the fusion models — single-credit and
multiple-credit fusion — were superior to single-
source models.  Based on the best single-source
model and the best fusion model, it was shown the
superior performance of the fusion approach was
statistical significant.

CBR is often characterised by five dimensions,
namely, representation, retrieval, adaptation,
revision, and retention. At a methodological level,
the three fusion models put forth in this paper
could be viewed as general models for some of
these dimensions.  Essentially, the case-
representation fusion model constitutes a case
representation framework that can consistently
handle and integrate structured and unstructured
data sources into a single unit.  The two case-
retrieval fusion approaches could be thought of as
a multiple-case adaptation strategy.

The indexing knowledge discovery model
proposed in this paper forms a crucial part in the

overall fusion approach.  Not only can this model
handle data format diversity, high dimensionality,
and relative importance of the data source, but it is
also capable of incrementally updating the existing
indexing structure when new cases are added to the
system.

The case retrieval and fusion techniques outlined
in this paper have demonstrated significant
improvements of a medical decision support task.
They can provide a better insight into the process
of medical reasoning viewed as a multi-source and
incremental data application domain.

Future work on this fusion model will have to
consider intra-cluster, i.e., local, similarity
processing, source selection procedures and fusion
models.  Another line of investigation would be to
consider performance feedback within the learning
stage, possibly in conjunction with genetic
algorithms.
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