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Abstract – Random Finite Sets (RFS) offer a diligent for-
malism for tracking an unknown number of targets with multi-
ple sensors. The Probability Hypothesis Density (PHD) filter,
and its Gaussian Mixture (GM) and Sequential Monte Carlo
(SMC) implementations, provide tractable Bayesian Filter-
ing methods that propagate the first order moment of the RFS
probability density. A feature of the PHD filters is that they
do not require association to complete their correction step.
This, we believe, should constitute a significant advantage,
especially in scenarios of high false alarm rates and track
intersections, which can easily compromise most observer-
predictor methods that must perform association to carry out
their correction step. To test this hypothesis, we compare the
performance of the GM-PHD to the traditional Kalman (KF)
and SMC filters for visual tracking of multiple targets in mod-
erate to heavy false alarm rate scenarios. Our tracking and
association performance results seem to support this hypoth-
esis.

Keywords: PHD filtering, high false alarm rate.

1 Introduction
Most Bayesian approaches to multitarget visual tracking

leverage traditional single track filtering methods such as
Kalman filters (KFs) and Sequential Monte Carlo (SMC).
KFs [5] and their variants (EKF, IEKF, UFK) provide compu-
tational efficiency by propagating the first- and second- order
statistical moments. SMC filters [3, 4] (e.g. condensation,
bootstrap, SIS, SIR, etc.) model and propagate arbitrary state
probability density functions (PDFs) by using state vector
samples. These approaches to multi-target filtering assume
that the number of targets present at any given time is known
and provided by an extrinsic detection process. For scenarios
that contain target disappearances, occlusions, target spawn-
ing, false alarms, and misses, a more principled method to
model the problem is to recognize the stochastic nature of
the number of targets in the scene, which can be done using
Random Finite Sets (RFS). The RFS formalism describes the

world as composed of a random set of targets, whose time-
dependent states are themselves modeled as random vectors.
When imparting a Markov state evolution and an observation
model analogous to the single target case to these RFSs, it is
possible to cast the filtering problem in the Bayesian frame-
work and to describe it using the tools provided by the Finite
Set Statistics (FISST) (see [10]). However, FISST does not
lead to a tractable recursive filter. Instead, as is done with the
constant gain Kalman filter for single target problems, one
can focus on the computation of the PHD, which is the first-
order moment of the probability density function defined on
RFSs [9].

One issue with most traditional Bayesian tracking algo-
rithms such as the KF and SMC for multi-target scenarios,
is that they require an observation-to-track association step
to perform their correction step. Association methods can
broadly be classified as greedy approaches based on a sin-
gle time step such as in the Joint Probabilistic Data Asso-
ciation (JPDAF) method [6], or as combining multiple past
time steps, such as in the Multiple Hypothesis Tracker (MHT)
[1, 7], which exploits future observations in deciding current
associations. When a large number of targets is present, when
targets are entering or leaving the scene, or when a signif-
icant amount of clutter and false alarms are observed, the
observation-to-track association step can require significant
processing time and become fragile. Erroneous associations
will, in turn, compromise the filtering performance. Further-
more, traditional filters are prone to formulating false tracks
on noisy observations because methods for deciding track
births are often ad-hoc or too simplistic. Our hypothesis is
that the PHD provides an advantage in scenarios of signif-
icant noise clutter and false alarm since it does not require
associating specific observations to any track and applies the
entire set of observations collectively in computing the obser-
vation likelihood. Our experiments offer performance results
that seem to support this hypothesis.

PHD and RFS are new and promising paradigms, that have
inspired several extensions and implementations such as Se-
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quential Monte Carlo or Gaussian Mixture based methods.
An efficient SMC-PHD formulation has been proposed in
[18]. GM-PHD approaches have been reported by [2, 12, 17].
More recently, cardinalized versions of the PHD filter have
been developed in [11] where the number of targets are
tracked with higher-order moments. Despite much recent re-
search, the body of prior work reporting comparisons of GM-
or SMC-PHD with Bayesian filtering algorithms of record
such as KF and SMC remains relatively modest. An excep-
tion is [13], which compares PHD and MHT. More needs to
be done to allow wider validation and adoption of this ap-
proach.

In this paper, we evaluate how well the GM-PHD filter
performs at different level of noises when compared to tradi-
tional multi-target approaches using Kalman and SMC track-
ing filters. Since the KF and SMC require association, we
couple our filters with the Hungarian algorithm as an efficient
observation-to-track association. The GM-PHD does not re-
quire a separate association scheme. We present tracking and
association performance results for visual tracking in scenar-
ios involving moderate to high levels of false alarms.

The next section presents a brief motivation and introduc-
tion to the PHD filter and the GM-PHD filter formulation.
Following, in section 3, we present the results of the different
tracking algorithms under different noise conditions.

2 The GM-PHD Filter
The Gaussian Mixture PHD filter (GM-PHD) filter is a

closed form implementation of the Probability Hypothesis
Density (PHD) filter under several simplifying assumptions.
This section first presents a background to the PHD filter. Fol-
lowing, the GM-PHD filter will be introduced.

2.1 The PHD Filter
Atypical of traditional tracking methods, the PHD family

of filters models the tracking problem as a random finite set
(RFS). Imagine a scenario where there are M(k) targets at
time k. In traditional tracking algorithms, M(k) is fixed for
all k or estimated in an ”‘ad-hoc”’ fashion. We now alleviate
this assumption and assume that at any time step, new targets
can be born, spawn, or die. We also assume that the number
of observations, N(k), generated from the set of targets can
change. Thus, N(k) will vary throughout each time step due
to failed detections, or false alarms from clutter.

We begin by building our model. We represent the state of
the targets by an RFS Xk. At time k, one such instance of
the RFS is Xk =

{
x1,x2, · · · ,xM(k)

}
where xi is a vector

containing the state of the ith target. Each of the states, xi, is
either:

1. A state that survived from the previous time step k − 1,
2. a state that spawned from a previous target at time step
k − 1,

3. or a target that is spontaneously born into the scene.

To model (1), a state that survived from the previous time
step k − 1, we define the RFS:

Sk|k−1(xk−1) =
{
{xk} with probability pS,k(xk−1)
Ø with probability 1− pS,k(xk−1)

(1)
where xk is distributed according to a Markov transition

density fk|k−1(xk|xk−1) that is dependent on the state from
the previous time step. pS,k(xk−1) is the probability that
xk−1 will survive into the next time step.

To model (2), a state that spawned from a previous target
xk−1, we define the RFS,Bk|k−1(xk−1). This RFS is depen-
dent on the problem and so will not be further specified here
to preserve generality.

To model (3), a state that is spontaneously born into the
scene, we define Γk to be an RFS with a varying cardinality
and state distribution that are problem dependent. At each
time step k, Γk contains new targets that may be introduced
into the scene.

Our target states can then be modeled as follows:

Xk =

 ⋃
x∈Xk−1

Sk|k−1(x)

 ∪
 ⋃

x∈Xk−1

Bk|k−1(x)

 ∪ Γk

(2)
We also build a model for the observation or measure-

ment process. We represent our observations by the RFS
Zk. At time k, one such instance for Zk is Zk ={
z1, z2, · · · , zN(k)

}
where zi is a vector containing the ith

observation. Each of the states, zi , comes from:

1. False measurements that arise from clutter.
2. Measurements that arise from the target.

To model (1), false measurements that arise from clutter,
we represent our clutter by the RFS Kk. Kk is problem de-
pendent but it contains the set of false observations.

To model (2), measurements that arise from the target, we
also need to model in missed detections. We represent our
true measurements by the RFS:

Θk(xk) =
{
{zk} with probability pD(xk)
Ø with probability 1− pD(xk) (3)

where zk is the measurement that corresponds to target
state xk. zk is distributed according to the likelihood func-
tion gk(zk|xk) which is the likelihood of observing zk given
the state xk. pD(xk) is the probability of detecting target
state xk. Our observation or measurement process can then
be modeled as follows:

Zk = Kk ∪

[ ⋃
x∈Xk

Θk(x)

]
(4)
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To incorporate this RFS model into our tracking problem,
the traditional single target recursive Bayes filter equations
needs to be redefined for multiple targets. This can be done
as follows [8, 9]:

Pk|k−1(Xk|Z0:k−1) =
∫
fk|k−1(Xk|Xk−1)

· Pk−1|k−1(Xk−1|Z0:k−1)δXk−1

(5)

Pk|k(Xk|Z0:k) =
gk(Zk|Xk)Pk|k−1(Xk|Z0:k−1)∫
gk(Zk|Xk)Pk|k−1(Xk|Z0:k−1)δXk

(6)

where the set integral is defined by:

∫
F (Y )δY ≡ F (∅)+

∞∑
j=1

1
j!

∫
Sj
F (y1, · · · ,yn)dy1 · · · dyj

(7)
This is similar to the single target Bayes equations except

that the random vectors are replaced with random sets and
the integral is replaced with a set integral. The set integral,
restated in equation (7), was defined in [8, 9]. In the multi-
target case, evaluation of the Bayes equation is computation-
ally intractable since evaluating the densities is combinatori-
ally complex. The PHD filter was developed as a sub-optimal
version of the Bayes formulation to resolve the computational
complexity issue.

Instead of propagating the full density, we can make the
implementation computationally simpler by propagating only
the first order statistical moment, or PHD. The PHD is defined
by the property:

N(k) =
∫
Dk|k(x)dx (8)

where Dk|k(x) is the PHD. This property states that the
integral of the PHD over some domain yields the expected
number of targets in that domain. One should note that the
PHD is not a probability density, as the integral of the PHD
over the scene yields the expected number of targets in the
scene (not necessarily 1).

In [9], the first-order moment of the multi-target Bayes fil-
ter is rigorously derived assuming that Pk|k−1 in (5) - (6) is
Poisson, clutter can be represented by a Poisson distribution,
the motion of the targets are independent of one another, and
that observations are independent of each other. Using first-
order moments, the prediction equation then becomes:

Dk|k−1(x|Z(k)) = EΓ(x) +
∫ [

β(x|w) + pS,k(w)fk|k−1(x|w)
]

·Dk−1|k−1(w)dw
(9)

The predicted PHD is composed of components affected
by targets that enter the scene (EΓ(x)), targets that spawn
new targets (β(x|w)), and for targets that survived from the
previous time step. EΓ(x) represents the birth intensity for
Γk. It is the birth intensity for a target with state x enter-
ing the scene. β(xk|xk−1) represents the birth intensity for
Bk|k−1(xk−1). It is the birth intensity for a target spawn-
ing from state xk−1 with state xk. Dk−1|k−1 is the posterior
PHD from the previous time step.

The update equation becomes:

Dk|k(x|Z0:k) =1− pD(x) +
N(k)∑
i=1

pD(x)gk(zi|x)
κ(zi) +

∫
pD(y)gk(zi|y)Dk|k−1(y)dy


·Dk|k−1(x)

(10)

It corrects the predicted PHD by including evidence de-
rived from the current set of observations. Knowledge about
the scene clutter (κ(z)) is also embedded into the correction
step. κ(z) is the intensity of the clutter (i.e. expected num-
ber of observations arising from the clutter at z). These two
equations, (9) and (10), form the basis of the PHD filter.

2.2 The GM-PHD Formulation
The recursive PHD filter equations is, in itself, an analytic

equation and involves integrals that make it extremely diffi-
cult to implement directly. One can either use SMC methods
to sample the PHD, or derive a GM closed form solution. We
focus on the latter in this section. To implement a GM closed
form solution of the PHD filter, several assumptions have to
be made [17]:

1. Each target follows a linear dynamical model where pro-
cess and observation noises are Gaussian. We assume
that the dynamical model can be represented by:

xk = Fk−1xk−1 + u (11)
zk = Hkxk + v (12)

u ∼ N(0, Qk−1) and v ∼ N(0, Rk) are random vectors
modeling process and observation noise where Qk−1

and Rk are covariance matrices for the process and ob-
servation noise. Fk−1 and Hk are matrices that describe
the state dynamics and observation process respectively.

2. The survival and detection probabilities, pS,k and pD,
are independent of state. That is:

pS,k(x) = pS,k (13)
pD,k(x) = pD,k (14)
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3. The birth and spawn intensities can be represented by
Gaussian mixtures.

EΓ(x) =
Jβ,k∑
i=1

w
(i)
γ,kN(x;m(i)

γ,k, P
(i)
γ,k) (15)

We assume the birth intensity, EΓ(x), can be repre-
sented as a sum of Jγ,k weighted Gaussian components
where the ith component is a Gaussian of mean m(i)

γ,k

with covariance matrix P (i)
γ,k and is weighted by wγ,k.

β(xk|xk−1) =
Jβ,k∑
j=1

w
(j)
β,kN(xk;F (j)

β,k−1xk−1

+ d
(j)
β,k−1, Q

(j)
β,k−1)

(16)

We assume the spawn intensity, β(xk|xk−1), can be rep-
resented as a sum of Jβ,k weighted Gaussian compo-
nents where the jth component is a Gaussian of mean
F

(j)
β,k−1xk−1 + d

(j)
β,k−1 with covariance matrix Q(j)

β,k−1

and is weighted by w(j)
β,k. The mean, in this case, repre-

sents the starting position of a target that has undergone
its own state dynamics from the process of spawning.
F

(j)
β,k−1 would be the matrix that describes the motion

dynamics of spawning, and d(j)
β,k−1 would describe any

state translation that would occur (e.g. distance of sepa-
ration from the parent).

We also assume that the posterior intensity at time k− 1 is
also a Gaussian mixture with Jk−1 components given by:

Dk−1|k−1(x) =
Jk−1∑
i=1

w
(i)
k−1N(xk;m(i)

k−1, P
(i)
k−1) (17)

where the ith component, weighted by wk−1, is Gaussian
with mean m(i)

k−1 and covariance matrix P (i)
k−1. Under these

assumptions, a closed-form solution for the PHD equations
can be derived (see [16] and [17] for details). We summarize
the final results here. The PHD prediction step becomes:

Dk|k−1(x) = vS,k|k−1(x) + vβ,k|k−1(x) + EΓ(x) (18)

It consists of the sum of three separate Gaussian mixtures.
(1) vS,k|k−1 is the Gaussian mixture derived from targets that
survived from the previous timestep. This mixture is defined
as follows:

vS,k|k−1(x) = pS,k

Jk−1∑
j=1

w
(j)
k−1 (19)

·N(x;m(j)
S,k|k−1, P

(j)
S,k|k−1)

m
(j)
S,k|k−1 = Fk−1m

(j)
k−1 (20)

P
(j)
S,k|k−1 = Qk−1 + Fk−1P

(j)
k−1F

T
k−1 (21)

(2) vβ,k|k−1 is the Gaussian mixture derived from newly
spawned targets. This mixture can be defined as:

vβ,k|k−1(x) =
Jk−1∑
j=1

Jβ,k∑
l=1

w
(j)
k−1w

(l)
β,k (22)

·N(x;m(j,l)
β,k|k−1, P

(j,l)
β,k|k−1)

m
(j,l)
β,k|k−1 = F

(l)
β,k−1m

(j)
k−1 + d

(l)
β,k−1 (23)

P
(j,l)
β,k|k−1 = Q

(l)
β,k−1 (24)

+F (l)
β,k−1P

(j)
β,k−1(F (l)

β,k−1)T (25)

(3) EΓ(x) is the Gaussian mixture derived from targets en-
tering the scene. This mixture is previously defined in eq
(15). The result of summing these three mixtures is also a
Gaussian mixture of the form:

Dk|k−1(x) =
Jk|k−1∑
i=1

w
(i)
k|k−1N(x;m(i)

k|k−1|P
(i)
k|k−1) (26)

where Jk|k−1 = (Jk−1 +Jβ,k+Jγ,k). These Jk|k−1 com-
ponents have means and covariance matrices that come from
the three separate Gaussian mixtures just described.

The final PHD update equation becomes:

Dk|k(x) = (1− pD,k)Dk|k−1(x) +
∑
z∈Zk

vD,k(x; z) (27)

It consists of a missed detection component (the 1 − pD,k
term) and a detected component term (the vD,k term). The
missed detection component is simply the predicted Gaussian
Mixture PHD weighted by the probability of missing detec-
tion. The detected component term is a Gaussian mixture
defined by:

vD,k(x; z) =
Jk|k−1∑
j=1

w
(j)
k (z)N(x;m(j)

k|k(z), P (j)
k|k) (28)

w
(j)
k (z) =

pD,kw
(j)
k|k−1q

(j)
k (z)

κk(z) + pD,k
∑Jk|k−1

l=1 w
(l)
k|k−1q

(l)
k (z)

(29)
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Figure 1: Trajectory of the targets to be tracked.

where:

m
(j)
k|k(z) = m

(j)
k|k−1 +K

(j)
k (z −Hkm

(j)
k|k−1) (30)

P
(j)
k|k = [I −K(j)

k Hk]P (j)
k|k−1 (31)

K
(j)
k = P

(j)
k|k−1H

T
k (HkP

(j)
k|k−1H

T
k +Rk)−1 (32)

q
(j)
k (z) = N(z;Hkm

(j)
k|k−1, Rk + (33)

HkP
(j)
k|k−1H

T
k )

Note that this Gaussian mixture is weighted by the proba-
bility of detection, pD,k (this term is embedded in the weights
of the components), and that the mixture incorporates the
likelihood of the observations. The sum of these two com-
ponents yields a final Gaussian mixture of the form:

Dk|k(x) =
Jk|k∑
i=1

w
(i)
k|kN(x;m(i)

k|k|P
(i)
k|k) (34)

where Jk|k = (Jk|k−1 + |Zk|Jk|k−1). |Zk| is the number
of observations in the set Zk. These Jk|k components have
means and covariance matrices that come from the two Gaus-
sian mixture components (missed detection component, de-
tection component) just described.

Using these closed-form prediction and update equations,
we can perform multi-target tracking by forming a predicted
Gaussian mixture and updating the mixture. Tracking would
then consist of applying these equations recursively at each
timestep. More details can be found in [17]. To maintain
track continuity, we associate each component of the Gaus-
sian mixture with a label and propagate the labels through
each step. This is described in detail in [2].

3 Results
We evaluate the performance of the GM-PHD tracker for

moderate to high levels of false alarms when compared to
traditional KF and SMC. The SMC filter is based on the Con-
densation algorithm described in [4] with each track contain-
ing 1000 particles. The GM-PHD algorithm does not require

Figure 2: Illustration of the varying false alarm rates. Red
squares are actual targets and blue crosses are false alarms.

Figure 3: Avg. OSPA Metric of results for the varying false
alarm rates
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Figure 4: Execution time against varying false alarm rates

an explicit association algorithm while the KF and SMC al-
gorithms use the same Hungarian algorithm for observation-
to-track. We apply the various filters to a simulated visual
tracking scenario where we can control the false alarm rate.

In our experiment, a camera observes 20 independently
moving objects. The looming motion scenario is made to il-
lustrate an environment where the observer is interested in
computing the time-to-collision to perform navigation and
collision avoidance. The relative motion is as follows: the
targets are generally moving towards the observer with a
non-constant heading. The target-observer motion is non-
uniformly accelerated. Figure 1 shows the trajectories of the
targets as seen by the observer.

To test performance when exposed to varying levels of
false alarm, we first assume all targets are detected and sub-
sequently add uniform false detections to the image scene to
simulate moderate to high levels of false alarms corrupting
the detection process. False alarm rates range from no noise
to a false alarm rate in the image domain equal to up to 7E-4,
which is a very high level of false alarms. Figure 2 illustrates
the varying false alarm rates for a single frame. This, to-
gether with the looming motion scenario exhibiting divergent
image motion trajectories, track intersections and 3D accel-
erated relative motion combine to form very challenging sce-
narios.

Our state vector includes the position and velocity of the
mover in the image domain. For a camera that is intrin-
sically calibrated (focal length and center of the camera is
assumed known), this is equivalent to track the 3D heading
direction (full 3D tracking, including range, is not possible
since a monocular camera essentially acts as a projective in-
strument that can only infer angular quantities). We use the
same motion and observation models across all tracking algo-

Figure 5: Object’s purity against varying false alarm.

rithms. The state vector is: x = [x, y, vx, vy]T where (x, y)
and (vx, vy) are the position and velocity of the target. The
motion model is kinematic with constant velocity where ac-
celeration is introduced in the noise process. The observa-
tion model consists of the state position (x, y). We use the
same process noise covariance and observation noise covari-
ance matrices for all tracking algorithms.

We use several metrics to evaluate the performance of the
algorithm. There are various possibilities for characterizing
tracking performance. One popular approach is the Wasser-
stein measure. The OSPA distance metric defined in [14] is
based on the Wasserstein measure and incorporates the im-
pact of false alarms and misses. We utilize the OSPA distance
metric to evaluate proximity of the estimated target states to
ground truth.

Figure 3 shows the average OSPA for the entire scenario
plotted against the varying false alarm rates. The false alarm
rate is the fraction of the scene that is marked with false
alarms. The plot indicates that the GM-PHD algorithm out-
performs both the Kalman and SMC tracking filters. In ad-
dition, it demonstrates that the GM-PHD is able to filter out
spurious noise better than the Kalman and SMC filters.

To illustrate the full extent of the difference in performance
between the various algorithms for high false alarm rates, it is
important to also look at the number of expected tracks pro-
duced by each of the filters for a given noise level. This is
illustrated in figure 6. Each colored line represents the cu-
mulative state history of each track from frame 1 to frame
247. Only the active tracks are shown. Tracks become inac-
tive and removed if no observations occur within the last 6
time steps. Observations (including false alarms) are shown
as grayed circles.

We also evaluate the performance runtime of each algo-

1200



rithm. Figure 4 is a plot of the execution time against the
varying levels of noise. As expected, the Kalman filter ex-
ecutes in the least time. This is followed by the GM-PHD
filter. The SMC filter requires the most computation time.

Finally, we evaluate each algorithm’s ability to maintain
track continuity. We utilize the object purity metric defined
in [15]. Figure 5 is a plot of the object’s purity against the
varying false alarm rates. It measures the largest fraction of
a track that was continuously associated by a single id. The
plot indicates that the GM-PHD is able to maintain track con-
tinuity better than the other two algorithms.

We have omitted for this analysis the use of SMC-PHD be-
cause we have found that it generally performed worse for the
scenario considered and entailed much higher computational
cost. It is possible, however, that in some other scenario,
such as one involving highly non-linear dynamics or more
complex noise models, it would perform better than the GM-
PHD. Also, we have not considered here the case of varying
miss rates, which we are now investigating.

4 Conclusion
We have provided a performance evaluation of the GM-

PHD filter and compared it to the traditional Kalman and
SMC filters for a scenario of visual tracking of multiple in-
dependently moving targets. We show that under moderate to
high false alarm rates, the GM-PHD outperforms either ap-
proaches.

5 Thanks
We would like to thank Chad Sprouse and Neil Palumbo

from the Johns Hopkins University Applied Physics Lab for
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Figure 6: Visualization of the tracking results with false alarm rate of 3e-4. The different colored lines represent the active
tracks’ state over time (top: GM-PHD filter, middle: Kalman filter, bottom: SMC filter)
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