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Abstract - An improved neurobiologically inspired 
algorithm for situation awareness in the maritime 
domain takes real-time tracking information and learns 
motion pattern models based on temporal associations 
between vessel events enabling conditional probabilities 
between events to be learned incrementally and locally. 
These learned weights are used for future vessel 
location prediction. Improvements in prediction 
performance are achieved by using multiple spatial 
scales to represent position, enabling the most relevant 
spatial scale to be used for local vessel behavior. 
Features and performance of these updates to the 
learning system using recorded data are described and 
compared to previous results. 
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1 Introduction 
Exploitation algorithms to aid situation awareness aim to 
effectively provide automated assistance to 
analysts/operators to achieve their objectives. Previous 
works on learning and prediction of motion patterns have 
used statistical, vector quantization, or graph theory based 
learning models (or a hybrid mixture) to learn normalcy 
and predict future behavior of objects (see [2] for a 
comprehensive review of work in this area). However, all 
of these algorithms use supervised learning schemes that 
require a significant amount of training data for learning 
prior to any normalcy/anomaly detection and prediction, 
and none are based on theories of cognitive learning and 
decision making. In addition, the limited amount of 
available training data, which stems from the non-
stationary nature of environmental variables, often 
restricts the capabilities of these algorithms. 
Our learning approach, inspired by biological and 
cognitive principles, operates well when confronted with 
such difficulties. Detection of unusual vessel activity is an 
important maritime domain awareness (MDA) objective. 
This can be particularly challenging in a busy port 

environment where many vessels are operating 
concurrently.  
One goal of our system is to continuously learn and detect 
anomalies with little or no operator supervision. We have 
previously reported successful learning to detect 
anomalous vessel event behavior and predict vessel 
locations in a port (see [1] for review). Based on the of the 
conclusions drawn from the results presented in [1] 
(reprised in Section 2), we have pursued an improvement 
to our approach to learn vessel behavior using a grid with 
multiple spatial scales. Section 3 describes our new 
performance results for making predictions of future 
vessel location from Miami port data. 

2 Previous Work 
Previous work has focused on event-level learning [3, 4] 
and inter-event learning [1]. For inter-event learning, one 
goal is to be able to predict the future position of a vessel 
given its current behavior (location and velocity). 
Essentially, this involves learning links between 
behavioral events. As such, we have leveraged our prior 
work which used associative learning to discover 
taxonomic relationships between objects or concepts of 
interest and compared it to other learning and predicting 
algorithms [5]. It is important that the prediction learning 
system operates autonomously so as to not make demands 
on already busy operators. Also essential is that learning 
occurs incrementally in order to allow the system to take 
advantage of increasing amounts of data without having to 
take the system offline. An additional benefit is that the 
system will be able to adapt to changing behavior patterns 
automatically. 
Learning is based on the associative learning algorithm 
introduced in [5]. Weights between grid locations change 
via gated Hebbian learning. The set of weights for which 
learning takes place is determined by the velocity state of 
the vessel, whereas the velocity state at the end of the 
window plays no role in the learning process. Learning is 
based on the associative learning algorithm, as described 
in [1]: 
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where Njk is the number of times that node j has been 
activated in the kth set of weights (which corresponds to 
the vessel velocity state at the beginning of the prediction 
interval, indexed by k), wijk is the connection weight from 
node j to node i ), and xjk and xik are the activations of grid 
locations j (location at the start of the period—the source 
location) and i (location at the end of the period—the 
target location) respectively. Note that the learning rate is 
node-dependent, such that it decreases with the amount of 
activity that has been encountered by a node. For a node j 
in the kth set of weights, the learning rate first starts at a 
maximum of 1 and then decreases inversely with Njk. Each 
node thus begins in a fast-learning mode, and then the 
weights are slowly tuned as more data is presented. 
Learning is presynaptically-gated by activation at the 
source location. If this location is not active, then no 
connections from this location to other locations will 
change their weights. If the source location is active, then 
links with active target locations will increase their 
weights and links with inactive target locations will 
decrease their weights. Given the binary activations used 
in the network, weights are bounded between 0 and 1 and 
the size of weight changes is governed by the learning rate 
and the size of the current weight. This data-dependent 
learning rate causes the learned weights to accurately 
track the conditional probabilities encountered in the 
training data.  In contrast to neural network approaches 
that use batch learning to minimize a global error function 
with a limited set of hidden weights, this associative 
learning approach is both incremental and local, and each 
weight can be physically interpreted as part of a 
probability density function.  The incremental and local 
nature of the learning process causes the model to adapt as 
new data is received and is less prone to convergence to 
local extrema since there is no global error function to be 
optimized. 
The work presented in [1] described extensions of our 
learning-based approaches to provide predictions of future 
vessel location given current vessel location and velocity.  
We showed that better prediction performance was 
obtained by using a multi-scale approach to representing 
spatial location that matches the spatial scale to the track 
behavior in a given region. The appropriate scale was 
selected for each region by learning models at multiple 
spatial scales and selecting the scale in each region that 
optimized prediction performance (Figure 1). We 
concluded that when spatial scale was appropriately tuned, 
incremental learning would operate more efficiently and 
could quickly reach useful levels of performance as the 
system continued monitoring and evaluating vessel 
behavior. 
In this paper, we implemented a single multi-scale 
position grid that has different grid resolutions in different 
zones. Section 3.1 describes our updated methodology for 
making predictions of future vessel location. The 

corresponding performance results from Miami port data 
are presented in Section 3.2.  

3 Prediction of future vessel behavior 
The approach to learning links between events and 
predicting future vessel positions is the same as described 
in [1] with one important difference: the learning and 
prediction were conducted using a multiple scale spatial 
grid in order to evaluate the performance of the model. 
From the results presented in [1], we postulated that the 
performance could be improved by matching the multi-
scale spatial grid to the scale of the behavior in a given 
region. In order to test this premise, the predictions 
generated by the new learned model were accumulated in 
order to measure the model’s performance using two 
different resolutions of the multi-scale spatial grids. 

Figure 1: Summary results from [1]. The top panel shows 
the actual recall vs. expected recall level for different 

combinations of travel direction and zone. The solid black 
line (slope=1) illustrates the recall performance of an ideal 

predictor for reference. For each direction/zone, the 
performance is plotted for the optimal grid cell size 

selected from the bottom two panels, which show RMS 
values of differences between recall performance and that 
of an ideal predictor, plotted vs. grid cell size relative to 1 
(0.0035o) for different combinations of travel direction and 
zone. Minimum RMS of each curve indicates optimal grid 

cell size for that direction/zone. 
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3.1 Procedure 
From recorded AIS data we utilized vessel location 
(latitude and longitude) and velocity (course and speed). 
We placed a multi-scale square grid over the area of 
interest surrounding the port of Miami so as to discretize  
vessel location (Figure 2). Two multi-scale square grids 
were implemented. The first grid contained two grid-tile 
sizes of 0.0035 (for zones 1 and 2) and 0.007 (for zones 3 
and 4) degrees, and the second grid contained three grid-
tile sizes of 0.0035 (for zones 1 and 2), 0.007 (for zone 3), 
and 0.014 (for zone 4) degrees, as shown in Figure 2.  

This set of grid sizes was selected based on the results 
from [1]. These multi-scale grids were specified before 

learning began and did not adapt as learning progressed.  
The results presented below are from two models that 
were trained and evaluated, one using the 2-scale grid and 
one using the 3-scale grid.  
We also defined a discretization of vessel velocity (speed 
and direction, as depicted in Figure 3) that enables 
learning to be contextually specific to the behavior of the 
vessel. Thus, for each vessel report, we were able to place 
the vessel in a grid location having a velocity state. For 
purposes of exposition, the temporal prediction horizon 
was chosen to be 15 minutes. We determined that this was 
an appropriate temporal horizon for prediction in the 
Miami port given the temporal scale of tracks as vessels 
traverse the port.  Other temporal horizons would also be 
useful for prediction but are not addressed in this paper.  
We buffer vessel reports with a predetermined granularity 
(every 3 minutes) for the 15 minute duration of the 
temporal horizon. 
To support calculation of performance results, the 
following data were extracted: (1) the sample time of the 
set of reports—a timestamp with 3 minute resolution; (2) 
the location and velocity state of each vessel report in the 
sample; (3) the set of grid locations (and corresponding 
weights) predicted by the model based on the location and 

 

Figure 3: Velocity discretization: 
Four directional states were 
defined to capture courses 

heading north, east, south, or 
west. Four bins were defined for 
stopped (center), slow, medium, 

and fast speeds. 

Zone 1 Zone 2 Zone 3 Zone 4 

Westward 

Eastward 

Target Vessel 

Predicted Positions 
(after 15 min) 

Future Position 
(after 15 min) 

Figure 2: Snapshot from Miami harbor surrounds depicting system operation. The location multi-scale grid is 
superimposed over an ENC map of the area. Current vessel location is indicated on the map by circular markers and 
identification numbers. One vessel (ID 107793) has been selected for prediction display (as indicated by the larger, 
brighter marker). The actual future position of this vessel at the end of the 15 minute prediction horizon is indicated 
by the diamond. Model predictions of future location are indicated by highlighted grid locations. The strength of the 
weight underlying each prediction is indicated by the highlight intensity (pale=small weights; dark=large weights). 

Since the actual future location falls within a predicted grid location, this example represents a hit. The map is 
overlaid with zones that we have imposed for analysis of prediction results. Grids in zone 4 are four times larger than 

grids in zone 3, and 16 times larger than grids in zones 1 and 2. 
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velocity state of each vessel; and (4) the actual location of 
each vessel 15 minutes into the future (when available). 
Each location prediction consists of a set of grid locations 
(the target states) and the corresponding model weights 
from the grid location determined by the known location 
and velocity of the vessel (the source state).  The set of 
weights from the source state to the target states forms a 
probability density function, where the weight to each 
target state represents the conditional probability that it 
will occur in 15 minutes given that the source state has 
occurred.   
These data were binned into daily sets and the statistics 
recall, precision, accuracy, and coverage were calculated 
for each day. We showed in [1] that recall is the most 
relevant metric for evaluation of prediction performance2. 
In order to generate a prediction at a requested recall 
level, a subset of the predicted grid locations is selected 
by adding predicted locations (in order from highest to 
lowest weight) until the sum of the weights exceeds the 
requested recall level. 
Due to fast learning (to a weight of 1) at a node when it is 
first activated, coverage less than 1 indicates that some of 
the vessel states for which predictions are to be made have 
never been previously encountered. Accuracy differs from 
recall only to the extent that vessel states for which 
predictions are to be made have not been encountered 
before. The important measure is whether the predicted 
grid locations contain the actual future vessel location 
with the same probability as the recall level that is 
requested. That is, does the actual recall match the 
requested recall threshold (TR)? Ideally, actual recall 
should always match requested recall. Therefore, the plot 
of actual recall vs. requested recall threshold should 
ideally produce a straight line with slope of 1 (and 0 
intercept). To quantify the difference between the ideal 
and actual measures, the Root Mean Square (RMS) of the 
difference between the actual recall vs. requested recall 
threshold and the ideal prediction curve (slope=1) was 
calculated. Since the RMS value measures the difference 
between the two distributions, as prediction performance 
improves the RMS value will approach 0. Both under- 
(recall < TR) and over-prediction (recall > TR) are 
penalized by the RMS value, making it a good measure of 
both how accurate and how precise the predictions are. 
In order to further characterize the performance of the 
location prediction model in different regions of interest, 
we created four zones as illustrated in Figure 1 (equivalent 
to the zones used for analysis in [1]). Essentially Zone 1 
covers the Miami River in the west-most portion of the 

                                                
2 Coverage provides a measure of how well the learning has progressed 
in terms of being able to make predictions for all events presented to the 
model. Recall and precision are standard information retrieval metrics for 
assessing model performance. Recall is equivalent to PD (probability of 
correct detection) and is an absolute measure of prediction accuracy. 
Precision is related to PFA (probability of false alarms), which decreases 
as recall increases. Accuracy—as defined here—is a relative measure of 
prediction accuracy in that it measures the probability of correct 
prediction made. In contrast, recall factors in all events irrespective of 
whether a prediction was made or not. 

region of interest. Zone 2 covers the Miami Harbor 
proper, Zone 3 covers the controlled approach area east of 
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Figure 4: Prediction results compiled across all zones. 
The top panel is based on a uniform grid replicated from 
[1]; the middle and bottom panels are based on 2-scale 

and 3-scale grids respectively. The multi-scale grids had 
significantly better results in on metrics. Recall (red), 
coverage (magenta), accuracy (green) and precision 

(blue) are plotted vs. requested recall. The solid black 
line (slope=1) illustrates the recall performance of an 

ideal predictor for reference. 
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the harbor, and Zone 4 covers open water. During 
learning, weights were learned between grid locations by 
treating the grid locations in different zones as an 
integrated grid.  That is, weights were learned between 
grid locations both within and between zones.  During 
prediction, predictions for a requested recall level were 
generated by adding predicted grid locations from highest 
to lowest weight (as described above), without regard to 
which zone contained the grid locations. 

3.2 Results 
The recall vs. requested recall threshold (TR) is plotted in 
Figure 4 for all zones and speed states, along with the 
coverage, accuracy, and precision. The solid black line 
(slope = 1) illustrates the recall performance of an ideal 
predictor for reference, for which the actual recall 
matches the requested recall level. As described earlier, 
coverage is less than 1 when vessel states for which 
predictions are to be made have not been encountered 
before, and thus is constant as TR increases. Accuracy 
differs from recall only when coverage is less than 1. 
Precision decreases with increased TR, having a shallow 
slope. The most important quantity from Figure 4 is how 
well recall matches the requested recall level. If the 
match is good, the predictions are accurate with respect to 
the uncertainty in the underlying data distribution, so 
lower precision can be tolerated. Thus, RMS of the recall 
value relative to ideal performance is considered as a 
measure of goodness of fit to ideal prediction 
performance. 

Table 1: Performance results for the two multi-scale grids 
broken down by zone and direction 

Scale Dir:Zone Recall Precision Accuracy Coverage 
 W: 1+2 0.4201 0.2056 0.4658 0.9018 
 E: 1+2 0.4367 0.2346 0.4837 0.9027 
Two W: 3 0.5150 0.2151 0.5262 0.9788 
Size E: 3 0.3892 0.0594 0.3970 0.9802 
 W: 4 0.4389 0.1701 0.4596 0.9551 
 E: 4 0.1379 0.0268 0.1663 0.8296 

 W: 1+2 0.4201 0.2056 0.4658 0.9018 
 E: 1+2 0.4585 0.2753 0.5079 0.9027 
Three W: 3 0.5180 0.2141 0.5292 0.9788 
Size E: 3 0.4815 0.2037 0.4913 0.9802 
 W: 4 0.4848 0.2081 0.5074 0.9554 
 E: 4 0.1701 0.0668 0.1782 0.9549 

 
Figure 4 shows that recall increases with TR as expected 
for all zones, but the match is not perfect. The learned 
models tend to under-predict more for higher TR values for 
the uniform grid (top panel) relative to multi-scale grids 
(the bottom two panels).  
The bottom two panels in Figure 4 do not show significant 
differences between the two multi-scale grids. However, 
when examined closely in different zones and velocity 
direction, the differences become more clear. Table 1 

summarizes these results, which show that the eastbound 
tracks for zones 3 and 4 have significantly better 
performance results with the three-size multi-scale grid in 
comparison to the two-size grid. 
Figure 5 shows the recall vs. request recall level for the 
two-scale grid (top panel) and three-scale grid (bottom 
panel) for each direction/zone combination. Note that the 
future location of westward tracks in Zone 3 is often in 
Zones 1 and 2, in which vessel activity is more 
constrained. Westward tracks in Zone 4 (toward Zone 3) 
are less constrained, producing better performance with 
coarser spatial location. For eastbound tracks, due to the 
more unconstrained nature of eastward traffic in zone 4, 
the larger grid size produced better performance for the 
three-scale grid vs. the two-scale grid (see also Table 1).  
The top panel in Figure 1 (from [1]) shows the 
performance for the optimal grid size for that particular 

Figure 5: The recall vs. request recall level for the two-
scale grid (top panel) and three-scale grid (bottom panel) 
for each direction/zone combination. Eastbound tracks 

(dashed lines) for zones 3 and 4 have better performance 
for the three-scale grid vs. the two-scale grid. 
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zone/direction. In [1] we hypothesized that Figure 1 
results represented the possible prediction performance if 
a multi-scale spatial position grid were used for learning 
models and making predictions. Note that results of multi-
scale grids presented here are equivalent and some cases 
even better than the results in Figure 1.  
Figure 6 shows the average RMS values vs. the two multi-
scale grid sizes, distinguished by zone and direction of 
travel. Grid size is expressed as the number of grid scales 
used; two grid-tile sizes of 0.0035 (for zones 1 and 2) and 
0.007 (for zones 3 and 4) degrees, and three grid-tile sizes 
of 0.0035 (for zones 1 and 2), 0.007 (for zone 3), and 
0.014 (for zone 4) degrees (Figure 2). The top two panels 
show the overall differences, which show that the two-size 
grid had lower RMS (i.e., better recall) for zones 1+2 and 
3 vs. the three-size grid. However, for requested recall 
values above 0.4 (the bottom two panels), the three-size 
grid had lower RMS values relative to the two-size grid, 
hence better performance. The latter is the more important 
result, because the higher recall levels are more relevant 
for predictive purposes. 

4 Conclusion 
In this paper we have described further enhancements to 
our learning-based maritime domain awareness system to 
produce predictions of future vessel location on the basis 
of current vessel behavior. Prediction models are learned 
autonomously over one or more pre-specified temporal 
horizons. The associative learning law was used to learn 
models and generate predictions. As postulated in [1], 
better prediction performance was obtained by using a 

multi-scale approach to representing spatial location that 
matches the spatial scale to the track behavior in a given 
region. We successfully demonstrated improved, near 
optimal performance using a multi-scale position grid 
having different grid resolutions in different zones for 
predicting future vessel location.  
In future work, we will implement multiple temporal 
windows to enable prediction at multiple temporal 
horizons and analyze performance at different spatial 
scales. Another future research goal is to learn the spatial 
discretization on-the-fly. One approach to accomplish this 
is to simultaneously learn models at multiple spatial scales 
while performing continuous on-line evaluation of 
prediction performance by monitoring the slope of actual 
vs. requested recall, as well as other metrics such as mean 
miss distance and containment region accuracy. Finally, 
we will continue to look for opportunities to investigate 
performance of this system at other port sites and in the 
ocean to establish its general utility and look for other 
mechanisms with which to further enhance its capability 
to provide maritime situation awareness. 
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Figure 6: The average RMS values vs. the two multi-scale 
grid sizes, distinguished by zone and direction of travel. 

The top two panels show the overall results across all 
requested values. The bottom two panels show for the 

values greater than 0.4. 
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