
Track Maintenance through Cooperating Agents
 

 

René Thaens 
NATO C3 Agency 

The Hague, The Netherlands 

rene.thaens@nc3a.nato.int  

 

Abstract – Maintenance of air tracks requires regular 

track updates to counter effects of aging. In multi-sensor 

networks, sensors need to cooperate to optimise the time 

allocation for track maintenance. Early updates lead to 

waste of time without improving the track quality, while 

late updates may result in track drop as the target has 

moved out of sight of the updating sensor. Earlier 

research has presented an agent-based scheduler to solve 

the NP-complete sensor scheduling problem. An element 

of this agent-based scheduler is the generation of track 

updates. This paper presents a method to translate the air 

picture into an agent-environment which monitors the 

quality of the track data and produces a track update 

request when necessary. This approach is economic in 

time as update requests are only generated when the 

quality of track data requires updating. Furthermore, the 

output of the track update generation interfaces directly 

with any agent-based scheduler. 
 

Keywords: Radar, sensor, multi-sensor, data fusion, air 

picture, track maintenance, track aging, scheduling, multi-

agent system, Sudoku. 

 

1. Introduction 

In general, the ‘air picture’ provided by a single sensor or 

suite of sensors is a representation of detectable objects in 

the sensor coverage area.  The main type of sensor for Air 

Traffic Control (ATC) is radar operating in the frequency 

range of 1 to 10 GHz. As the air picture supports decision 

making  the end user like air traffic controllers or weapon 

controllers, it needs to be accurate, reliable and timely. 

 

Coverage areas of sensors can overlap so some targets 

could be observed by multiple sensors. Research in the 

past three decades has focused on methods to merge  the 

output of the various sensors into a single air picture. This 

has led to numerous algorithms for combining data, 

collectively designated ‘multi sensor fusion (MSF)’, 

aiming at optimizing the quality of the fused picture as 

function of the contributions of the individual radar 

systems. MSF is in essence a ‘downstream’ process which 

does not require nor specify any feedback to or control of 

the contributing sensors.  

 

As a consequence of this lack of feedback, each sensor 

will have to spend time and energy on tracking targets that 

may already be tracked by one or more of the other 

sensors. This situation does not necessarily improve the 

accuracy or timeliness of this common track in the air 

picture, but indicate a waste of scarce sensor time not 

spend on other tasks like searching for new targets or 

applying more time consuming techniques like ‘high 

resolution ranging’ for non-cooperative recognition or 

target illumination for missile guidance in combat 

environments. 

 

Commonly, individual sensors have own scheduling 

capabilities aimed at matching the time requirements for 

maintaining the air picture with the available sensor time.  

To avoid the need for hardwired feedback loops to the 

individual sensors in a networked environment, a central 

scheduling mechanism is required. These feedback loops 

are unrealistic when it comes to ad-hoc networks in 

dynamic environments, like multiple ships or aircraft 

optimizing a common air picture during every stage of the 

mission. Participants to these networks need to enter or 

leave at will without the need to reconfigure the network 

continuously. 

 

Previous research has shown that the multi-sensor 

scheduling problem is NP-complete [1]. In such case, 

heuristics need to be applied to arrive at near-optimal 

solutions within acceptable time. One of these heuristics is 

distributed scheduling through Intelligent Agents (IAs) [2, 

3], although other approaches like Genetic Algorithms 

have been explored [4]. 

 

This paper describes a novel way of representing the air 

picture and maintaining the quality of this air picture via 

cooperating agents. For illustrative purposes it is shown 

how these agents can  work together to solve the popular 

‘real world’ Sudoku puzzles. The final section of this 

paper deals with the time dependency of agent track 

generation as function of target maneuverability.  

 

2. Multi-sensor cooperation 

Multi-sensor fusion can be extended by adding multi-

sensor scheduling capabilities to networks of radar 

systems. When radar systems can agree on sharing tasks 

for maintaining the required quality of the air picture, the 

overall demand for time and energy per radar system is 

expected to decrease. The excess time can be invested in 

additional tasks to further improve the quality of the air 

picture. The efficiency of the combination of sensors is 
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increased and leads to a better quality air picture for the 

user. Furthermore, multi-sensor scheduling contributes to 

a higher overall system robustness which can deal with 

degradations of one or more contributing sensors while 

minimizing the impact on the air picture. 

 

Fig. 1 shows a generic architecture which divides into a 

data fusion process combining the outputs of the 

participating sensors into a single air picture and a 

feedback loop providing schedules to the individual 

sensors. The multi-sensor scheduling mechanism needs to 

optimize the allocation of time to the overall list of tasks 

required for maintaining the air picture. 

 
Fig. 1  Generic sensor management architecture 

 

Aside from the already mentioned NP-complexity of the 

scheduling problem, it is worth while noting that the 

current operational reality adds two more constraints to 

the definition of the multi-function scheduler: 

 

• Dynamic sensor configurations. 
 Network Centric Warfare (NCW) requires future 

command and control networks to be able to 

reconfigure dynamically. An individual sensor 

present in the coverage area should be able to 

contribute to the conglomerate of sensors without 

any pre-determined network planning. As an 

example, consider a standing naval fleet which is 

joined by another ship with radar capability. 

 

• Situation Awareness. 
 Changing rules of engagement need to be 

reflected in the scheduler as soon as these 

changes occur. As an example, updating the 

track data of a nearby sea-skimmer needs to get 

increased priority once hostilities have 

commenced and the sea-skimmer could turn into 

a lethal threat.  

 

Summarizing these requirements learns that a suitable IA- 

based scheduler needs to be able to provide acceptable and 

timely schedules for dynamic sensor suites while being 

able to adapt to changes in the environment in the 

scheduling results. A distributed approach allows for 

ample flexibility to include roaming sensors or ‘sensors of 

opportunity’ who may contribute while in the area.  

 

3. The Track Environment 

3.1. Introduction 

Tracks represent objects in the coverage area of the radar 

and are initially described by their state vector. This state 

vector contains kinematic information on the particular 

target like position, velocity and accelarion. Often more 

information becomes available on the target like estimates 

of the radar cross section contributing to the identification 

of the target, classification parameters like 

manouvrability, identification parameters like IFF modes 

and even flight management data like weapon status or 

fuel status. Many of these parameters cannot be measured 

by radar or other sensors but have to be derived from 

dedicated systems or situational data. The combined set of 

data on a single target is called the target file. 

 

The air picture consists of a graphical situation display 

showing the estimated target positions overlayed on an 

area map. Elaborate situation displays are also able to 

show other features of the target like the track history or 

the target identity through coloring or via special symbols. 

Fig. 2 presents an image of NATO’s ICC display showing  

air traffic over Germany and the Benelux during an 

exercise. Below the situation map a track tote is visible 

which is a tabular representation of the target’s track file 

data. The right hand side shows the various sources of 

data available to the user of the system, e.g. radar data 

from the various Control and Reporting Centres (CRC’s) 

or Link-16 Tactical Data Link feeds from the NATO’s 

Airborne Early Warning (NAEW) aircraft. 

 

 
 

Fig. 2  Example of an air picture display (NATO ICC) 

 

3.2. Track Aging 

The state vector  consists of kinematic data which ages 

over time due to target motion. As a consequence, the 

validity of the track data will decrease over time and the 

radar has  to revisit the target regularly  to update the state 

vector. Lack of updates could even lead to a track drop in 

case the dimensions of the uncertainty area around the 

estimated target’s position becomes too large. When 
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attempting to update the track in suc a case, the target may 

not find the target anymore, which forces the radar to re-

aquire the target by searching a much larger space volume 

than initially estimated.  

 

Revisiting a target too soon after the previous update will 

not increase the accuracy of the state vector significantly, 

but carries a penalty by the fact that this track update 

claims time from the radar. Waiting too long before the 

update leads automatically to a less reliable air picture due 

to aging and potentially the loss of the track because the 

target has moved out of the expected area and the radar 

needs to start searching again. The optimum time between 

track updates is determined by the allowable degradation 

of the track quality versus the expected manouverability 

of the target. Simply put: fast moving targets need faster 

updates than slower moving targets which are less 

dynamic.  

 

Fig. 3 shows a quantitative representation of the increase 

of the uncertainty in the track information for high and 

low moving targets (M-high resp. M-low) over time. In 

the same figure the dotted line indicates the decrease in 

load factor L for a radar system if track updates are 

delayed. The load factor L represents the amount of time 

spent on executing track maintenance tasks. 

 

 
Fig. 3  Qualitative overview of uncertainty U and load factor 

L over time 

 

 

The optimum strategy would be to delay the track update 

as allowed by a a pre-defined threshold on the uncertainty 

U. The threshold depends on the rate of track drops that 

the operator of the radar deems acceptable. Following this 

strategy, the radar is operated with the minimum load 

factor required to maintain an acceptable track drop rate. 

 

From a qualitative perspective it becomes obvious that 

track updates for a high-flying airliner (M-low) could be 

less frequent than for an incoming and highly dynamical 

low-flying unknown target (M-high). In a maritime 

scenario, this last track could represent a hostile fighter 

manoevering to get into launching position for an air 

launched anti-ship missile. The ship’s response time is 

measured in milliseconds and any counter measures are 

based on extremely reliable track data for this target. 

3.3. Track Maintenance 

The classic rotating radar systems could not choose the 

next track update freely, but had to wait until the rotating 

antenna swept across the target during the next revolution. 

Track maintenance was limited to collecting data on 

targets during regular revolutions, followed by the 

association of these updates to existing tracks. 

 

The next generation  radar systems was equipped with 

steerable antennas. These antennas could be directed 

towards the expected position of a target in order to get 

the track update. Due to the mechanical steering of these 

antennas which took some time to get the antenna into the 

proper direction, it made sense not only to update the track 

of interest, but also to collect track data on targets in 

approximately the same direction. Some of these targets 

did not require updating yet, which increased the load 

factor slightly, with potentially adverse effects on the time 

remaining for searching new targets. 

 

Modern beam steering antennas like phased array systems 

allow the radar to illuminate virtually every position in the 

coverage area when needed. This adds another dimension 

to the radar scheduler because now it becomes important 

to design an algorithm to optimise maintenance of existing 

tracks. As stipulated in para 3.2, the time allocated to 

maintaining tracks should be restricted without crossing 

the preset level of acceptable track drops. Limiting this 

track maintenance time frees up more time for the radar to 

search for new targets to be added to the track list. 

3.4. Multiple sensors 

In a truly network centric combat environment, many 

sensors may contribute to updating the track list. This list 

does not represent the track list of a single radar anymore, 

but contains the overview of all tracked targets on the 

battle field, even the ones outside the coverage area of 

certain sensors.  

 

Since sensors do not ’own’ their tracks anymore in such a 

case, the sensor itself cannot determine which track is 

elligible to be updated anymore. As presented in [1], an 

innovative approach would be to represent the tracks by 

intelligent agents capable of evaluating the quality of the 

track data continously. As soon as any of the track 

parameters approaches the threshold for uncertainty, this 

track evaluation agent will generate an update request to 

the sensor network. This request could be an IA as well 

which will have to compete with the other request agents 

for a time slot allocation by a sensor capable of providing 

the proper track information. 

 

This system of autonomous track update generation does 

not depend on the type and quality of the sensors in the 

sensor suite. Imagine the situation that the suite consists of 

a mix of radar systems, passive sensors and electro-optical 

sensors. A single track can generate multiple types of 

update requests, e.g. one for High Resolution Range 
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profile to support non-cooperative recognition together 

with a request for a position update. For the track update it 

does not matter which particular sensor contributes to the 

update, so most likely the radar system will execute the 

HRR profile request while the position update could be 

provided by one of the passive or electro-optical sensors. 

A detailed description of the actual multi-sensor scheduler 

is outside the scope of this paper and will t herefore be 

omitted. 

3.5. Autonomous Agents 

Although a universally accepted definition of autonomous 

agents seems to be lacking, the common understanding is 

that the individual agent has a goal to accomplish, needs 

to cooperate or communicate with other agents and has a 

certain awareness of its environment [4].  

 

In the last decade, many agent-based systems have been 

proposed, build and tested. Often the qualities of the 

agents are somewhat exagerated, by refering to these as 

’autonomous’, ’intelligent’ and ’learning’ etc, but further 

discussions on the justifications for these adjectives when 

applied to Agent behaviour are outside the scope of this 

paper. Nevertheless, agent systems have proven the 

capability to solve large and complex problems if these 

problems can be broken into smaller sub-problems. 

Agents can contribute via offering very small chunks of 

information that, when combined at the higher levels, 

builds the solution to the global problem at hand. 

 

[1] proposes an architecture for an agent-based scheduler. 

This scheduler is build around a common market-place 

where time-requesting agents compete for the favors of 

time-offering agents. The Request agents represent the 

maintenance tasks for the air picture, while the Offer 

agents instantiate the various empty time slots of the 

contributing sensors. The market is the virtual place where 

matches between Request agents and Offering agents are 

made, meaning that time slots of the sensors are allocated 

to the maintenance tasks for the air picture. 

 

Before describing how the air picture can be represented 

by agents, it’s a beneficial exercise to see how agents can 

contribute to solving a complex problem which is above 

the level of comprehension of these individual agents. The 

next section describes how the currently quite popular 

game of Sudoku can be modeled and solved by using 

agents. From this Sudoku its only a small step to build an 

environment which outputs agents representing 

maintenance tasks for the air picture. 

 

4. Puzzling with Agents 

4.1. Introduction 

As an example to analyse the applicability of  agent-based 

reasoning for track maintenance, we have created a puzzle 

solver for the popular Sudoku puzzles. To solve a Sudoku 

it is required to place the numbers 1 to 9 on nine rows and 

nine columns under the condition that every number  

appears once per column and row. In addition, the entire 

game of 9 by 9 fields is subdivided in patches of 3 by 3 

fields for which the same requirement applies that the 

numbers of 1 to 9 should only be used once. The puzzle 

starts with some of the fields filled out and the player 

needs to apply logic to find out what numbers need to be 

put in the remaining empty fields. Further explanation of 

the game and example games can be found on the web. 

 

The following example was taken from ’Tazuku Soduku 

Mania’ no. 5, puzzel 37 on page 25. The publisher has 

rated this example ’3’ on a scale of 1 (easy) to 4 (hard). 

Levels 1 to 3 can be solved by continous refining of the 

’knowledge’ per field by evaluating the already found 

values in the other related fields. This is a technique called 

’data refinement’. Puzzles of level 4 are underdetermined 

which means that data refinement does not lead to 

conclusive findings for all fields and some ambiguity will 

remain. These ambiguities will often show as two fields in 

a similar patch, column or row which can assume identical 

values, e.g. both 2 and 8, without the ability to decide 

which of these values belongs to what field. 

 

This latter case can easily be approached by instantiating 

two identical games representing each of the ambigous 

options. Both games can be refined consecutively but 

most likely only one of these games will yield an 

acceptable result. The refinement of the other game will 

halt due to contradictory entries down the line. If these 

contradictions are observed, this game instantiation needs 

to be discarded as ’erroneous’ and the remaining game 

instantiation is accepted as leading to the overall solution. 

 

 

  2   8 7 4  

1 5  6    9  

8   7  9    

2   5 7   1  

  4 8   3  6 

9    6    5 

 6     4 5  

   9 8     

   3      

 

Fig. 4  Example Sudoku for agent-based solution analysis 

4.2. Agent-based representation of Sudoku 

As an analogy to an ant’s nest where extremely simple 

individual ants are cooperating to build and maintain 

complex societies, it was our aim to solve the complex 

Sudoku puzzle with simple but cooperating agents. The 

goal of the simulation was to design an agent-based 

mechanism in which agents: 
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• are not required to have a full understanding of 

the overall puzzle or the solution to the problem; 

 

• are instructed to achieve a single simple goal  

 

• have to cooperate in order to achieve their goal; 

 

• can exchange information via messages. 

 

During the initialisation stage, the puzzle is translated into 

the agent environment, which is programmed in MatLab 

V.2007b. Following the objective of the puzzle to find the 

missing numbers for the empty fields, every empty field  

generates a uniquely related ’field agent’. This field agent 

is borns with the a-priori assumption that the field value 

could be any of the numbers in the set [1 ..9], called the 

knowledge vector K. 

 

After birth, a field agent’s single goal is to roam the fields 

of the game freely in order to update K whenever a field 

with a value is visited. In such a case, this value is then 

removed from K and the agent jumps to one of the other 

obtainable fields until size(k) = 1. A field is considered 

’obtainable’ if the field belongs to the same patch, row or 

column as the originating field of the field agent, shown in 

fig. 5. 

 

  2   8 7 4  

1 5  6    9  

8   7  9    

2   5 7   1  

  4 8   3  6 

9    6    5 

 6     4 5  

   9 8     

   3      

 

Fig. 5  Example of ‘obtainable’ fields for Agent(R3, C5) 

 

The last remaining element of K is by definition the value 

of the originating field represented by the particular agent. 

Now the agent has achieved its goal, the value is reported 

back to the field and the agent dies. From this moment,  

the value of the field is known and future visiting agents 

from related fields will use this newly found piece of 

knowledge to update their Knowledge vectors in turn. 

4.3. Sudoku Simulation Results 

Movement is essential to the agent-based solver because 

agents have to visit fields in order to increase their level of 

knowledge. Empty fields will get a value as soon as their 

field agent has achieved its goal. Therefore all agents will 

continuously have to revisit obtainable fields to determine 

if any changes have occurred. Agents decide randomly 

where to jump to for the next move. As such, the actual 

progress of an agent is unpredictable because it depends 

on the efficiency of the jump sequence and the 

effectiveness of the other agents in achieving their goals. 

The MatLab Agent Sudoku Solver will repeat the process 

of refinement until none of the agents has modified its K- 

vector according to a pre-set threshold TH.  

 

This threshold determines the number of movements the 

agents are allowed to make when K is not changed 

anymore. Without this threshold the simulations could run 

endlessly while the knowledge of none of the agents gets 

improved. This reduces the algorithm’s efficiency and 

should be avoided. Fig. 6 and 7 show the number of 

iterations and movements per iteration for ten simulation 

runs for TH = 20 and TH = 10. If all agents have moved 

TH times and only to fields they have visited before (K 

remains unchanged in that case), the iteration stops. If no 

solution has been found at that stage, a new iteration is 

started where the surviving agents have another 

opportunity to start acquiring knowledge. 

 

 
Fig. 6  Number of agent movements per iteration for TH = 20 

 

 
Fig. 7  Number of agent movements per iteration for TH = 10 

 

Extending the waiting time for agents to jump to 

previously not-visited fields reduces the number of 

iterations required to solve the puzzle. A simulation of 15 

runs for TH=50 shows 14 solutions based on a single 

iteration and one solution resulting in an error. The overall 

conclusion in this case is that letting agents run 

continuously will require time but could increase the 

results. 

4.4. Conclusions 

Running many Sudoku puzzles of different levels of 

complexity with the agent-based algorithm shows that 
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even this simple approach is capable of solving these 

puzzles. Agents have not been programmed with the 

knowledge to solve the Sudoku but have only a limited 

view of the world. By sharing their knowledge and 

updating their knowledge by communicating with other 

agents, it proves possible to achieve the overall goal of 

solving the puzzle. This situation reminds of the earlier 

mentioned ant’s nest. 

 

The Sudoku puzzle allows an easy translation of the 

overall problem into very small sub-problems which can 

be solved by the field agents. A field agent does not know 

nor care about the dimensions of the game or about how 

successful other agents are in achieving their goals. The 

field agent only needs to travel to all of the fields that 

might contain relevant information, collect this 

information by communicating to the field and modify the 

state of the originating field once a solution is achieved. 

 

Agents can move freely to any of the obtainable fields and 

the puzzle reaches an end-state if all of the agents have 

achieved their goal of finding a single value for its field or 

when no progress is reported during a number of 

consecutive iterations. In the latter case the game proves 

to be unsolvable for the current agent-algorithm, most 

likely due to ambiguities in the puzzle.  

 

5. Agent-based track generation 

5.1. Introduction 

The track file can be divided into the state vector and the 

other data components describing the target. The state 

vector is strongly time-dependent and needs to be updated 

regularly. The remaining components of the track could 

change over time as well, but are not as time sensitive as 

the state vector. In this section of the paper a brief analysis 

of the effects of target maneuverability is followed by a 

first order approach to calculating optimal track update 

requests by track agents. 

5.2. Air picture maintenance via agents 

The most basic form of an agent environment representing 

the air picture is one where each air track is instantiated by 

a ’track agent’. The knowledge of such an agent consists 

of the data from the track file and the agent is equipped 

with routines to continously evaluate the quality of its own 

knowledge. 

 

Once the self-evaluation reveals that one or more of the 

track parameters is bound to exceed a pre-defined limit, 

the track agent generates a dedicated ’request agent’ with 

the only goal to get a track update from the sensor(s) 

within the constraints of the request. Once this goal is 

achieved and the sensor has executed the track update, the 

update data is incorporated into the knowledge domain of 

the track agent. As such, the track agent maintains an 

actual representation of the target parameters. The air 

picture referenced in the first section of this paper results 

from querying all track agents for positions and status. 

 

Figure 8 shows a Unified Modeling Language (UML) 

representation of the relationship between the actual 

target, the track agent, the request agent and the sensor 

handling the update request: 

 

Fig. 8  Acceleration g as function of bank angle φ 

 

One of the most important factors determining the quality 

of the track data and thus the level of knowledge of the 

track agent, is the maneuverability of the target. When this 

target is an airliner, it can be expected that the state vector 

will not change significantly in the next few seconds. On 

the other hand, when the target is a fast jet, a couple of 

seconds could be sufficient to render the track data 

useless. The next section will provide a brief analysis on 

target maneuverability. 

5.3. 2-D Analysis of track aging 

Track aging is tightly coupled to aircraft maneuverability 

and the consequences can be expressed in terms of area. 

To analyse the effects of aging on the quality of track 

data, it is illustrative to look at a single aircraft moving in 

the horizontal plane.  

 

The required acceleration g for an aircraft in a level turn 

depends on the bank angle φ via g = 1/cos(φ), shown in 

fig. 9. 

 

 
Fig. 9  Acceleration g as function of bank angle φ 

 

The radius of turn r for an aircraft in a level flight is 

calculated according to (1): 
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 (1) 

 

Where V represents the airspeed in m/s and g is the 

Earth’s gravitational acceleration of approx. 9.81 m/s
2
.  

 

The rate of turn can be calculated via (2): 
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 (2) 

 

With (1) and (2) it is possible to calculate the effects of 

maneuverability for specific targets. The maximum g an 

aircraft can handle, is usually determined by the structural 

limits of the aircraft design. Low maneuvering aircraft like 

commercial airliners will hardly exceed bank angles of 20 

degrees, thereby limiting g to less than 2. Agile fighter 

aircraft are designed to operate under high g conditions, 

usually limited to g = 9 to avoid averse effects on human 

air crew. Figures 10.a and 10.b show the rate of turn r 

resp. the radius of the turn as function of velocity for three 

levels of maneuverability (g = 2, 5 and 9).. 

 

 
Fig. 10.a  Rate of Turn 

 

 
Fig. 10.b  Radius of turn 

 

As an example, a figher with V = 350 kts capable of 9 g 

turns has a radius of turn of approx. 400 meters and a rate 

of turn of 25 deg/sec. With this rate of turn, the aircraft is 

able to change its heading 90 deg in 3.5 sec or reverse the 

original heading in less then 7 sec. The distance travelled 

during the reverse of heading ia close to 1250 mtrs. 

5.4. When to ask for a track update 

The previous section already shows that the optimal 

update rate is target-specific and depends on the particular 

target’s maneuverability. Since the objective for a track 

update is to revisit the target to obtain the most recent 

sensor data for updating the track file, the maximum 

allowable uncertainty in the target’s position is bound by 

the sensor’s capabilities. 

 

During the update, the sensor needs to illuminate the 

target to receive target information. Tracking mechanisms 

internal to the sensor will continously calculate the most 

likely position of target, via (Extended) Kalman Filters or 

other elaborate predictors. These prediction algorithms 

provide statistical estimates of the target’s position where 

in reality the actual position could be different. If the 

difference between the estimate and the actual position is 

too large, the sensor will need to reaquire the target to 

avoid loss of track.  

 

In agent-based track maintenance, every agent 

representing a target needs to determine when a track 

update is required. This optimum time for the track update 

is not only depending on the target maneuverability as 

explained in the previous section, but also on the 

capabilities of the sensor(s) and the geometry of the target 

versus sensor(s) configuration.  

 

A active sensor like a radar collects data on a target 

through illumination followed by the analysis of the 

returned signal. Illumination is achieved by emitting 

energy in a beam towards the target’s position. The beam 

width in combination with range determine the 

illuminated area. As a measure for this area, it is possible 

to calculate the radius r via  

 

 � � � � tan �
�

�
� (3) 

 

where R represents the range from the sensor and α is the 

beam width of the emitted signal. 

 

For a sensor with a range of up to 100 km and beamwidths 

of α = 0.5, 1.0 and 1.5 degrees, fig. 11 shows the expected 

radius of the illuminated area as function of range. As an 

example, a radar operating a beam of α = 1.0 deg, will 

illuminate a circular area with a radius of 875 meter. The 

size of this area provides the upper limit to the allowable 

uncertainty in the target’s position for the next update. 

 

The track agent has to be aware of the configuration of 

sensors for calculating the allowed uncertainty in position. 

Once these limits have been established, the continous 

decrease of the quality of aging state vector data needs to 

be matched to the boundaries by the sensor(s).To put it 

simply: the track update needs to be executed before the 

target moves out of sight of all of the sensor 
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Fig. 11  Beam widening as function of range and beam width 

 

An example shows how this complex situation should be 

handled by the agent. In this example, a radar is tracking a 

target capable of 5g maneuvers at a distance of 80 km’s 

and a speed of 400 kts. The width of the track beam is 1.0 

deg. Based on (3) or fig. 11, the expected radius of the 

illuminated area is approx. 700 mtr. The diameter of the 

illumination patch is therefor 1.4 km. If the track was 

updated as t = 0 sec which is also the moment the target 

starts a left hand 5 g turn, it takes 5.7 secs before the target 

has moved outside the beam of the next update. This is 

graphically shown in fig. 12. In this case, the update agent 

needs to generate the next request to get the update as 

close to but not later then 5.7 secs. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Fig. 12  Example update calculation by track agent 

 

This example shows that the actual design of the track 

agents does require an understanding of the target and 

sensor configurations. 

5.5. Benefits of the agent track generation 

The proposed architecture for agent-based track update 

generation has two advantages: 

 

• It provides agent-based track requests which can be 

used for distributed scheduling according to the 

architecture proposed in [1, 2]; 

 

• This method of generating track updates is a very 

efficient method because updates are only generated 

when required by the quality of the track parameters.  

 

Furthermore, the agent-based representation of tracks 

allows for an easy maintenance of these tracks by adding 

functions to the track agents. As an example, track update 

information can be used by the track agent to update the 

state vector or to modify other parameters if supported by 

the track update. 

 

Representing the air picture by agents does not seem to be 

limited in any way when compared with conventional 

methods to describe the air picture, like data bases or track 

files. 

 

6. Conclusions 

This paper continues the work presented in [1] by the 

introduction of an agent-based generation of track requests 

for a single or a conglomerate of sensors. In this novel 

approach, the tracks in the air picture are instantiated by 

agents with knowledge of the track parameters. These 

agents continuously evaluate the quality of these 

parameters, which are mainly subject to aging.  

 

Update requests are only generated when track parameters 

require so. As such, agent baaed track generation is 

efficient and leads to a more optimal usage of time by the 

sensor or suite of sensors. Finally, agent based track 

generation is a requirement for the design of an Intelligent 

Agent radar scheduler which matches request agents with 

agents representing time slots of the sensor(s). 

 

The agent-based track generation process shows may 

similarities with cooperating agents executing tasks like 

solving puzzles. This paper presents an agent-based solver 

for Sudoku puzzles, which proves how many simple 

agents are able to cooperated in order to solve a complex 

puzzle. Future research needs to reveal how the actual 

track generator interfaces with the agent-based scheduler. 
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