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Abstract - Abductive inference (best-explanation 

reasoning) is a useful conceptual framework for 

analyzing and implementing the inferencing needed to 

integrate information from human and robotic sources. 

Inferencing proceeds from reports, to explanations for 

these reports, given in terms of hypothesized real-world 

entities and the processes by which the entities lead to 

the reports. 

Reports from humans and robotic sources are subject to 

different kinds of corruption, so they require different 

treatment as sources of evidence. The best explanation 

for a certain report might be that it presents a reliable 

statement that results from a chain of causality from the 

events reported, to their effects on human or robotic 

senses, and from there through transduction, 

processing, and reporting. Confidence in this 

explanation will be undercut by evidence supporting a 

rival explanation, such as one involving error or 

intended deception. 
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1 Multisource fusion analyzed as 

abduction 

1.1 Shared ontology 

What ties together human and robotic sources is that they 

all participate in, and report about, the same world 

external to those sources. Accordingly, successful fusion 

of information from disparate sources requires 

information to be interpreted into representations intended 

to refer to that external world. This requires points of 

contact in the ontologies that are used to interpret 

information from the different kinds sources so that it 

becomes possible to identify the entities that are used to 

interpret reports from the different kinds of sources as 

referring to the same entities in a world external to the 

sources. Sources of either type might report the presence 

of an entity, of a certain type and characteristics, at a 

certain place and time. Human individuals, vehicles, 

terrain features, and human structures are physical entities 

that can be expected to be common referents, along with 

certain physical events such as explosions and radio 

transmissions. Besides agreement on types of entities, 

successful fusion requires agreement on (or inter-

translatability of) reference frames and units of 

measurement for time and space.  

1.2 Abductive inference 

Abductive inference, also called  “abduction” [1], 

“abductive reasoning” [2], “inference to the best 

explanation” [3, 4], and “retroduction” [5] is a useful 

conceptual framework for analyzing the information 

processing that takes reports as input, and produces, as 

output, estimates of objective states of affairs. The key 

idea is that objective states (including entities, events, 

relations, etc.) are critical elements of the causes for the 

reports, and so reports may be explained by hypotheses 

about those objective states.   

For example, suppose an explosion causes acoustic 

disturbances, which then propagate, and impact upon a 

sensor, where the signal is transduced, processed by 

computations, and causes a report of an acoustic event to 

be sent to a fusion system. Suppose the same explosion 

causes several sensors to report. Then the information 

from these reports can be fused by inferring the best 

explanation for the reports. The occurrence of the reports, 

and the reported timing, intensity, and other event 

characteristics, are explained by hypothesizing an 

objective event, an explosion, taking place at a certain 

time and location, with certain characteristics, that 

accounts for the reports, because of the chain of causality 

connecting the explosion with the reports. The hypothesis 

is supported by evidence that it is the best explanation for 

the reports. Alternative hypotheses include explosive 

events with different locations and times of occurrence, 

multiple explosive events, non-explosive events that cause 

acoustic disturbances such as collisions, reporting errors 

with various causes such as hypersensitivity, processing 

errors, communication errors, and miscalibrations, and 

also intentional deception by tampering with sensors or 

injecting false signals. One hypothesis is a better 

explanation than another in light of such considerations as 

explanatory power, internal consistency, consistency with 

background information, plausibility, and simplicity. 

Similarly, suppose an explosion causes acoustic 

disturbances, which are propagated to human observers, 

and cause human reports to be sent, although in this case 
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the time estimates in the reports will be much less precise. 

Again, the occurrence and contents of the reports may be 

explained by hypothesizing one or more explosive events 

as causes of the reports. As before, alternative hypotheses 

include explosive events with different locations and 

times of occurrence, multiple explosive events, and non-

explosive events that cause acoustic disturbances. 

However, for human reports, alternative hypotheses 

include deliberate deception by the source, as well as 

honest reports that are based on poor evidence or 

perceptual mistakes. Abstractly, the logic is the same for 

both robotic and human sources, although the details will 

be different, especially with regard to alternative 

hypotheses positing various kinds of error or deception. In 

both cases, the evidential basis for a fused estimate, its 

logical justification, will take the form of an abductive 

argument that this estimate is the best explanation for the 

occurrence and contents of the reports, in contrast with 

rivals.  

Likewise, fusion that takes both human and robotic 

reports of acoustic events as inputs can be usefully 

analyzed in terms of abductive inferencing. The fused 

estimate will be supported by its ability to account for the 

reports, in contrast with the ability of rival hypotheses to 

account for them. A hypothesis about the occurrence of an 

explosion at a certain time and location might offer to 

explain both human and robotic reports. Thus we see that 

abductive inferencing is a useful way to describe the 

evidential basis for the conclusions, or outputs, of fusion 

processing, although such inferencing might be entirely 

implicit in the actual processing.  

1.3 Human, human-interpreted, and robotic 

sources 

As illustrated in Figure 1, the story is a bit more 

complicated than simply human verses robotic sources. 

Information from many kinds of non-biological sensors is 

commonly processed by humans before it becomes 

available for fusion with other sources. For example, 

humans interpret imagery from video cameras and write 

reports, satellite imagery is interpreted by human analysts, 

and so on. Moreover, even reports based on human senses 

may rely on physics-based augmentations of human 

senses, such as infrared viewers, sound amplification, 

binoculars, or even eyeglasses. This complicates the story 

about potential sources of corruption, although it does not 

fundamentally change the analysis of the evidential basis 

for the outputs of fusion processing. It still makes sense to 

view the justification for fusion outputs as best 

explanations for the occurrence and contents of fusion 

inputs.  

Figure 1 also illustrates the relationship between the 

causal processes connecting events with reports, the 

explanations of reports in terms of events and causal 

processes, inferencing, and the evidential support for 

outputs of fusion processing. 

 

 

 
 

Figure 1 – Causal processes, explanations, and evidence  

1.4 Abductive arguments  

Charles Sanders Peirce (1839 – 1914) contended that there 

occurs in science and in everyday life a distinctive pattern 

of reasoning wherein explanatory hypotheses are formed 

and accepted, calling that kind of reasoning “abduction” 

[1]. Abductive arguments are ubiquitous at or near the 

surface of typical arguments offered in science, situation 

analysis, and ordinary life, and may be considered part of 

commonsense logic. 

An abductive argument has a pattern approximately as 

follows [6]: 

D is a collection of data (facts, observations, givens). 

Hypothesis H explains D (would, if true, explain D). 

No other hypothesis explains D as well as H does. 
___________________________________________________ 

Therefore, H is probably correct. 

Note that the conclusion is justified, not simply as a 

possible explanation, but as the best explanation in 

contrast with alternatives. The strength of the conclusion 

H, the force of the “probably” in the conclusion statement, 

reasonably depends on the following considerations:  

• how decisively the leading hypothesis surpasses the 

alternatives,  

• how good this hypothesis is by itself, independently 

of considering the alternatives,  
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• how thorough was the search for alternative 

explanations.  

• confidence in the accuracy of the data (but “bad data” 

or “noise” can be considered to be an alternative 

explanation). 

Besides confidence in its correctness, willingness to 

accept a conclusion also reasonably depends on pragmatic 

considerations, including:  

• how strong is the need is to come to a conclusion at 

all, especially considering the possibility of gathering 

further evidence before deciding,  

• the costs of being wrong and the benefits of being 

right.  

Failure of predictions counts as evidence against a 

hypothesis and so tend to improve the chances of other 

hypotheses emerging as best. Failure of predictions may 

improve the margin of decisiveness by which the best 

explanation surpasses the failing alternatives. Thus, 

abductive inferences are capable of turning negative 

evidence against some hypotheses into positive evidence 

for alternative hypotheses.  

Besides the failure of predictions, several other factors 

may enter into the evaluation of a hypothesis, either in 

isolation or in contrast with rivals. These factors include: 

internal consistency, plausibility (including 

precedentedness and consistency with background 

knowledge), likelihood (prior, after local-match 

evaluation, and all things considered), simplicity, 

explanatory power, and specificity.  

It is important to distinguish abduction, considered 

statically, as a pattern of argumentation or justification, 

from the dynamic inferential processes whereby 

explanatory hypotheses are generated and evaluated. It is 

also important to recognize that best explanations are 

almost always composite hypotheses or “theories” 

comprised of parts. Coherent “scenes” and “situations” are 

composite hypotheses. Abductive arguments provide 

justifications for the conclusions or outputs of “abductive 

processes,” which in general comprise generation and 

evaluation of explanatory hypotheses, and decisions about 

which hypotheses to accept. 

2 Explanatory hypotheses and error 

models 

2.1 Source credibility 

It can be readily seen that estimations of source credibility 

rely on abductive inferences. The simplest explanation for 

why fact F is reported by some source S is commonly that 

F is known by S, and that S truthfully reports his or her 

knowledge of F. To say that F is known by S, implies 

more than simply that S believes F, and that F happens to 

be true. It also implies that S has good reasons to believe 

F, i.e., that S is justified in believing F, according to the 

classical analysis of knowledge from Plato according to 

which knowledge is justified, true belief [7]. Alternative 

explanations are that the source does not actually believe 

F, or believes F but is not justified in believing F because 

he or she lacks good evidence for F.  

Let us use the term canonical explanation to refer to 

the explanation, for an item of the form ‘fact F is reported 

by S’, that F is known by S, and that S truthfully reports 

his or her knowledge of F. According to the Platonic 

account of knowledge, acceptance of the canonical 

explanation commits one to accept the proposition that F 

is true (and thus to accept F ). 

Harmon [3] gave an account of  law court testimony, 

which argues that when we infer that a witness is telling 

the truth, we are using best-explanation reasoning.  

According to Harman our inference goes as follows: 

(i) We infer that he says what he does because he 

believes it. 

(ii) We infer that he believes what he does because he 

actually did witness the situation which he describes.   

Our confidence in the testimony is based on our 

conclusions about the most plausible explanation for that 

testimony.  Our confidence fails if we come to think that 

there is some other plausible explanation for his 

testimony–for example, that he stands to gain from our 

believing him.   

It is clear that Harman’s account generalizes to cover 

robotic as well as human sources of “testimony.” It is 

reasonable to believe the facts attested to only if their truth 

is part of, or implied by, the best explanation for the 

occurrence and contents of the reports. To the degree that 

the evidence supports alternative explanations involving 

error or deception, confidence that these are indeed facts 

is reduced or removed. 

2.2 Veracity, competence, access, and 

objectivity 

Schum and Morris [8] have recently given a detailed 

analysis of proper estimates of the credibility of human 

sources of intelligence. They take pains to distinguish 

between the competence and the credibility of sources in 

regard to specific allegations. Overall credibility should be 

assessed by considering both the veracity (truthfulness), 

and the competence of  a source, where competence 

includes both observational sensitivity and objectivity. We 

may generalize “observational sensitivity” to include all 

considerations regarding the access of sources to good 

information about the subjects reported, including whether 

reports are based on direct observation or hearsay, and 

whether observing conditions were adequate for reliable 

observation. We may generalize “objectivity” to include 

all considerations regarding distortion of interpretations, 

including whether a source is biased by  loyalties, 

ideology, or prejudice, and whether a source has poor 

memory, perhaps as a result of Alzheimer’s disease, or 

from hindsight influenced by others.  

Combining the analysis of Schum and Morris with that 

of Harman, we consider whether a source really believes 

the facts attested to, and consider alternative hypotheses 
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such as that the source may have colluded with others on 

the story, intends to provide misinformation, or is perhaps 

willing to say anything they think we want to hear. As 

alternative hypotheses garner evidential support, the 

hypothesis of truthful reporting is undercut.  Support for 

these alternative hypotheses might come from the 

demeanor of the source, evidence of prior misconduct, or 

evidence of collusion, among other things.  

Even if the source believes the facts attested to, the 

source may not be justified in believing the facts, given 

the evidence that was available to the source. The source 

may have lacked sufficient access, or have lacked 

objectivity in processing the available evidence. Here 

again, as alternative hypotheses find evidential support, 

the hypothesis of competence is undercut. Support for 

these alternative hypotheses might come from evidence 

that the source relied on hearsay, was not wearing their 

eyeglasses at the time, or was biased by cultural prejudice. 

Considerations of observational sensitivity (i.e., access), 

objectivity, and veracity also apply to humans in the 

causal chain between physics-based sensors and reports.  

Evidence of bias, for example, supports alternative 

explanations for why the contents of a report are as they 

are, and undercuts confidence in the facts attested to by 

the report. 

The credibility of reports from robotic sources can be 

analyzed analogously to those from human sources. 

Robotic reports might be unreliable because of failures of 

observational sensitivity or objectivity. Perhaps the events 

reported were a great distance away from a sensor, or 

weather conditions were poor, so that observational 

sensitivity was compromised. A sensor might exhibit a 

classification bias because of poor design or biased 

training. The analog of untruthfulness for robotic sensors 

is false reporting due to tampering, injection of false 

reports, or sensor construction compromised by negligent 

disregard for reliability. 

3 Enhancement by higher-level fusion 

As illustrated by Figures 2 and 3, low-level fusion of 

information from “hard” sources (robotic sources or 

robotic sensors with competent human-based processing) 

and “soft” sources (humans) can be enhanced by fusion at 

higher levels. “Low-level” fusion refers here to processing 

that integrates information to arrive at estimates regarding 

localized physical objects and events (JDL level-1). 

“Higher-level” fusion here refers to processing that 

integrates information to arrive at estimates of an agent’s 

plans or intentions (JDL level 3). (JDL level-2 is not 

considered here in the interest of brevity.)  

 
Figure 2 – Support for lower- and higher-level hypotheses 

As shown in Figure 2, hypotheses about localized 

physical objects and events might be supported by reports 

from hard and soft sources. In turn, hypotheses about 

plans and intentions might be supported by evidence from 

localized physical objects and events, but they might also 

be supported directly by reports from soft sources.  

Returning to the acoustic example of Section 1.2, we 

imagine a system in which the occurrence of explosions of 

various characteristics, at various times and places, are 

explained by using hypotheses about the intentions and 

plans of various parties, including friendly forces. Some 

explosions might be small-arms fire, some IED attacks, 

some friendly fire, and some celebrations.  

In general, higher-level hypotheses may provide 

predictions by which they can be tested against the stream 

of events. Failed predictions provide evidence against a 

hypothesis, in proportion to the strength of the predictions. 

Predictions lead immediately to questions about the 

occurrence of the predicted events. Thus a hypothesis that 

an insurgent group is intentionally targeting markets 

frequented by foreigners, leads to the prediction that the 

pattern is likely to continue for at least a short while, 

perhaps until the plan achieves its political objectives. 

Predicting that the pattern will continue may lead to 

specific predictions about the likelihoods of specific types 

of explosive events, in certain specific places, over certain 

specific time periods. These specific predictions lead 

immediately to questions regarding the fulfillment of the 

predictions, which may guide the questioning of human 

sources, or the allocation of sensors.  

Predictions from confident higher-level hypotheses 

might be actionable for operations, but they might also aid 

low-level interpretation by suggesting hypotheses (car 

bomb again), and setting up quick interpretations (car 
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bomb!), since predicted events can usually be best 

explained by the hypotheses that gave rise to them.  

The generic information needs of higher-level 

processing include information needed for:  

• scoring hypotheses (e.g., by matching against 

predictions), and 

• discriminating among rival hypotheses, analogous to 

“differential diagnosis” in medicine.  

These information needs may lead to questions about 

lower-level phenomena, which can be used to guide the 

collection of further information. Providing guidance to 

collection is a kind of adaptation of the fusion system, and 

thus may be considered to be a kind of “level-4 fusion.” 

Confident higher-level hypotheses may lead to 

predictions that cast doubt on lower-level conclusions. For 

example, an explosion might be classified in a way that 

does not fit the prevailing pattern, so the classification 

might be doubted, which could lead to reconsideration and 

revision. Alternatively, the confidence of the classification 

might be downgraded so that no other higher-level 

hypotheses rely too strongly on it.  

Thus we see that higher-level processing can enhance 

low-level processing in several ways, including by 

providing low-level processing  with control, suggestions, 

and evidence. 

 

 
 

Figure 3 – Explanations and predictions 

Figure 3 schematizes how the evidential support for 

hypotheses at the two levels results from explanatory 

relations, that enable abductive inferencing, and predictive 

relations that may provide disconfirming evidence for 

hypotheses at their tails, and sometimes provide 

“circumstantial evidence” for hypotheses at their heads. “e 

(p)” in Figure 3 stands for an “explanation” relation,  

possibly accompanied by some strength of “prediction”  

relation.  

4 Implementation 

Processing strategies for abductive inferencing can be 

investigated scientifically by implementing such strategies 

in software and testing their performance. Researchers in 

AI have been investigating abductive inferencing for 

many years (e.g., [6, 9, 10]), using a variety of 

formalisms. 

Prototype systems for military information fusion based 

on abductive inferencing have recently been developed 

that have shown some degree of success, for level-1 

fusion as well as for higher levels (e.g. [11, 12]).   

5 Summary 

We have seen how abductive inferencing provides an 

analysis of the evidential basis for the outputs of fusion 

processing. Fusion outputs are logically  justified as best 

explanations, in contrast with rivals, for the occurrence 

and contents of fusion inputs. This analysis applies 

equally well to fusion from robotic and human sources, as 

well as to fusion that makes use of all three of human, 

robotic, and human-interpreted hard sources.  

The hypotheses that are used to explain reports from 

any of the sources refer to external events and states, and, 

at least implicitly, refer to possible causal processes 

connecting with the reports. Explanations climb chains of 

hypotheses from effects to causes.  

Source credibility can be assessed analogously for 

human and robotic sources. Source assessment uses 

abductive arguments that consider rival hypotheses 

regarding the access, objectivity and veracity of the 

sources. The canonical explanation, that what is reported 

is known and reported correctly, is undercut by any 

evidence for rival hypotheses, such as those that challenge 

the claim to objectivity.  

Higher-level processing can be used to enhance low-

level processing in several ways, including by providing 

low-level processing with control, hypothesis suggestions, 

and circumstantial evidence. 

Besides the analysis of evidence and credibility in 

fusion processing, abductive inference may provide useful 

computational models.  
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