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Abstract – The use of a suitably expressive underlying 
situation model allows the detection of differences in the 
situation awareness of an operator as compared to a 
situation model estimated from low-level tracks. A 
grammatically based situation model allows efficient 
construction of these models. Operator speech and 
actions can be interpreted as statements about the 
situation and expressed using the same model. 
Inconsistencies between the operator’s and the system’s 
view can be flagged to the operator as alerts. Using a 
sufficiently high-level situation model means alerts can 
signal errors in force structure and tasking that could 
not be generated from raw track data. A multi-mode 
interface limits interruptions by alerts by gathering as 
many clues as possible to the operator’s awareness from 
his speech and GUI interactions. For a simple scenario, 
false force structure alerts due to situation estimation 
errors are shown to occur, on average, less than once 
per hour. 
 
Keywords: Situation awareness, situation assessment, 
combinatory categorial grammar, user modelling. 
 

1 Introduction 
Work on situation awareness is commonly divided into 
two broad areas: situation analysis – which interprets 
large volumes of data to provide actionable information at 
an appropriate level of detail, and human situation 
awareness improvement – which seeks to monitor and 
enhance the level of situation awareness of users, given 
the available information.  Situation analysis is primarily 
concerned with objective analysis, while human situation 
awareness improvement focuses on setting up the right 
user environment and communicating situation 
information to users to help them perform their tasks well. 
 While the origin of the work we describe is situation 
analysis, we have also applied its perspectives to 
analyzing the operator’s understanding of the situation.  
The scope of the situation is extended to include both the 
physical situation and the operator’s mental model of it.  
This approach is motivated by the parallel needs: 

(i) for situation analysis to provide situation models 
that closely relate to human modeling of combat 
situations, and 

(ii) for human situation awareness improvement 
processes to be intimately bound to the content of 
the user’s awareness.   

The Cognizant Control Room (CCR) was a research 
platform, developed in association with Boeing as part of 
Project Wedgetail, Australia’s Airborne Early Warning 
and Control aircraft, designed to explore these needs by 
building a system that integrated the operator into the 
situation assessment system. In order to monitor and 
understand the crew’s action in the context of the tactical 
air picture, a  high-level model of the current situation and 
a clear picture of the issues operators are attending to are 
both represented in the same shared situation model. The 
system was designed to recognize potentially interesting 
movements and alert operators to any errors and 
omissions by comparing representations of the same real-
world activities as viewed by the operator and the system. 
The high-level nature of the situation model enables the 
alerts to make use of force structure and tasking 
information that is not available from track level data. 

1.1 Previous Work 
While the individual literatures on situation assessment 
and awareness, decision support, user modelling and 
multi-modal interfaces are extensive the intersection 
between them is relatively small. 
The grammatical situation models used here were 
introduced in [1] and developed in [2]. 
Svenmarck and Dekker [3] review two systems that 
approach closest to the one presented here. They support 
decision making by pilots of fighter aircraft in contrasting 
fashion: one utilising expert systems to support individual 
tasks and the other using a cognitive model that combines 
the tasks into coherent activity. 
In [4] the Situation Awareness Assistant provides the 
ability to define alerts that are triggered when the situation 
(in the domain of supply logistics) is not consistent with a 
pre-defined model. The alerts are logical relations and the 
model, an ontology. However, it uses only track data as 
input and the fixed nature of the model means it cannot 
handle uncertain data 
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Shorrock and Kirwan [5]and Giompapa et al. [6] model 
human behaviours to identify errors in performance of air 
traffic control and surveillance tracking of multiple targets 
respectively. Neither have a model of the task nor do they 
attempt to provide feed back to the operator in real-time. 
Zaatri and Oussalah [7] develop a multi-modal interface 
using speech and tele-manipulation are used to provide 
supervisory control of an industrial robot. A anticipatory 
system using a kinematic model of the robot and its 
surroundings is used to identify and prevent catastrophic 
human error. 
Yau and Liu [8] apply situation models implemented in 
first order logic in the domain of pervasive computing. 

1.2 Plan 
In the next section the shared high-level model that 
underpins this work will be described using an example 
scenario. Section 3 describes the grammatical structures 
that enable the efficient estimation of the situation models 
that is crucial to its successful application. In Section 4 
operator actions and speech are modelled using the same 
situation models and used to generate alerts as qeries 
against the overall situation model. The implementation of 
the CCR is discussed in Section 5 and the effects of 
estimation errors on the rate of false alerts is detailed in 
Section 6 

2 The Shared Situation Model 
McMichael et al in [2] describe constraints on a 
representation of situation elements (forces and activities) 
in order for it to adequately represent a military situation. 
They are: 
i. Partition: the structure can express any hierarchical   

subsumption of any finite set of force elements at 
any given time as a tree; 

ii. Temporal Structure: any temporal subsumption 
hierarchy for any set of force elements for any span 
of time can be expressed as a tree; 

iii. Composability: The representation allows the 
formation of an arbitrary finite tree whose nodes 
are situation elements and branches may either be 
into partitions of the force elements of the parent 
node or sequences of activites spanning the time 
interval of the parent node. 

2.1 Situation trees 
A representation that satisfies these constraints is the 
situation tree, a semantic structure that describes the 
temporal evolution of hierarchical force structures. Its 
nodes are predicates that taken together comprise a fact 
base that describes the complete history of the secenario 
being represented. These nodes are of three types: leaf 
nodes representing the smallest force element present in 
the model; group nodes which consist of a set of members 
whose force elements are disjoint but whose start and end 
times all match; and action nodes which are the parent 

nodes of a sequence of stages which describe the 
component steps in the action.  

2.2 Combat Air Patrol: An example 
scenario 

An example scenario that a fighter controller would be 
calld upon to handle is shown in Figure 1. It involves the 
interception of two pairs of redforce fighters by a pair of 
blueforce fighters that were on combat air patrol1 (CAP).  
 

f1 f2

r1r2

r3r4

 
Figure 1 A simulation of the interception of two groups of 
redforce aircraft by two blueforce aircraft that break off 
from a CAP 

The situation tree for this scenario is shown in full in  
where the action nodes are rectangles, the groups nodes 
are circles and leaf nodes inverted pentagons. At the 
highest level the blueforce actions are broken into three 
phases: Move to Assembly (MA); CAP/Intercept and 
Return to Base (RB). The redforce actions are divided into 
four phases: the Move to Surveillance; Surveillance 
proper; Escape after blue force has broken CAP and 
moved to intercept; and the final Return to Base. Lower 
down the situation tree (in the area marked in red on ) we 
can see how the Surveillance action is broken into its 
component aircraft, and the low level actions that make up 
the higher  level task: Maintain (M) straight and level 
flight, Detection of blueforce (D+). 
The nodes in  are summaries of the true nodes. The full 
leaf node for one of the redforce fighters during straight-
and-level flight during the Surveillance task is: 
STN(ID=273, type=leaf, action=Maintain, 
group=redforce1, begin = 01:23:45, end = 
02:15:28, location = (9°45'26.72"S, 
125°21'43.54"E), ) 

                                                
1 A CAP enables two aircraft with forward pointing radar 
to maintain nearly continuous surveillance in an 
anticipated threat direction. The aircraft fly an elongated 
circuit whose major axis points along the threat direction, 
via a series of synchronised turns (TS) and asynchronous 
straights (SA). 
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The full action node for one of the fighters covering the 
whole of the Surveillance phase is: 
STN(ID=287, type=action, action=Maintain, 
group=redforce1, begin = 01:23:45, end = 
02:35:28, location = (11°33'9.18"S, 
128°6'9.58"E), slot0 = 273, slot1 = 274, slot2 
= 275) 

This node has three slots, one for each of the component 
actions, the first one referring to the leaf node above. 
The full group node for the pair of redforce fighters during 
Surveillance is: 
STN(ID=96, type=group, action = Surveil, 
group=[redforce1, redforce2], begin = 
01:23:45, end = 02:35:28, location = 
(11°33'9"S, 128°6'9"E), slot0 = 287, slot1 = 
297,) 

where the slots now correspond to the combined action 
nodes for the individual aircraft. 
Due to the extended spatio-temporal nature of the nodes, 
the location field is not necessarily the position of the 
aircraft. For a group performing a CAP it might be the 
centre of the circuit being described. 
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Figure 2: A situation tree summarising the action in a 
CAP/Interception scenario. 

3 Grammatical Situation Models 
The models described in the previous section are certainly 
expressive enough to capture the aspects that are 
important for situation assessment but they would be of 
little value in monitoring operator awareness if they could 
not be efficiently estimated from the raw track data that is 
available to the system. 

3.1 Model Building with Logic and 
Grammar  

The modelling process involves constructing an 
interpretation of a series of observations of the situation 
and the operator and a set of prior constraints.  Situation 
modeling requires a highly flexible representation as we 
have seen and we have selected first order predicate logic.   
We constrain the model to be a collection of logical 
sentences such that the rule dependency graph is a tree 
with the items of data forming the leaves.  The modeling 
problem is concerned with such issues as: 

(i) Can a logical model of the data be constructed 
given a set of permissible logical productions (a 
knowledge base)? 

(ii) Finding the set of such models. 
(iii) Listing the models in order of decreasing 

probability. 
(iv) Finding the most probable model. 

Having selected a likely model for the data, we can then 
reason about it via a query-response mechanism.  This is a 
fundamentally different approach from direct theorem 
proving, in which the data are entered into a knowledge 
base together with a set of rules and each query is 
evaluated directly.  The three motivations for the model 
building approach are: (i) that fast scalable techniques can 
be developed specifically for building models which can 
then be queried efficiently; (ii) that it allows the natural 
introduction of scoring and optimality to handle model 
ambiguity; and (iii) that selecting an optimal (or working) 
model enables queries to be handled consistently under a 
single interpretation of the data. 

3.2 Why Grammar? 
While the model building approach can be used to reduce 
the total computational load of responding consistently to 
large numbers of queries about the situation, generalized 
theorem proving techniques for realizing it based on a 
pure logical formulation remain intractable [1].   The 
problem of finding good (e.g. most probable) solutions 
using enumerative techniques is harder still.  To reduce 
the computational complexity of the model building 
process, we have adopted two techniques: 
i. Rewriting the logical inference problem in terms of a 

generalized grammar which allows the a priori 
application of span constraints;  

ii. Scoring the models recursively, which enables rapid 
search algorithms such as A* to be applied.  

The effect of these techniques is to reduce empirical 
complexity to O(Nk), where in simulation trials in the air 
situation assessment domain k < 1.5, and N is the number 
of situation components . 
 In developing applications, our experience is that it 
is easier to conceive the entire problem within the 
grammatical domain, in which many of the constraints are 
implicit and disappear from the notation.  In the next 
section we give an example of grammatical modeling of a 
section of the trajectory of an aircraft. 

3.3 From Grammar to Logic 
We use a generalized functional combinatorial categorial 
grammar (GFCCG) for our estimable model or air 
situations. This grammar is described in full in [2]. The 
more-familiar context-free grammars, that are used to 
describe programming languages for instance, consist of 
symbols and explicit production rules between the 
symbols to describe the grammar. FCCGs are implicity 
defined using categories which can encode functional 
relationships between symbols (atomic categories) and 
combinators which define generic production rules 
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between categories that preserve and express the 
functional relationships. Our grammar generalizes the 
FCCG of the linguistic domain by allowing two distinct 
groups of categories and combinators: designated set for 
the force structure aspects and sequence for the task 
aspects. Figure 3 shows an example grammatical analysis 
(situation parse) of the area outlined in red on . 

 
Figure 3 Situation parse corresponding to the portion of 
the situation tree of  outlined in red. 

Again leaf nodes are pentagons, set parse nodes are circles 
and sequence parse nodes are rectangles. The top line 
shows the action and in square brackets the group, the 
combinator is marked in blue and in red are the set-
sequence category pairs. 
To illustrate the connection between the grammar and the 
logical representation we discuss an example in more 
detail. The leaves of the tree are segments of track which 
are combined together via the grammar. The kinematics of 
the aircraft within a track segment are described by a tag 
that can take discrete values.  From the tags, a set of 
possible categories for each track segment are identified.  
Tags comprise a sequence of four letters describing 
respectively the turn, inclination, acceleration and 
proximity to the ground of the track during the segment. 
For example, the tag RLDN indicates that the aircraft is 
turning right, maintaining level flight, decelerating and is 
not close to the ground.  Categories are more interpretive 
than tags, for example the category RLDN\RLDN 
indicates the continuation of a section of RLDN flying. 
 Consider the trajectory of one aircraft in a pair doing 
a combat air patrol (CAP).   During part of its flight round 
the CAP circuit it does a decelerating U-turn and then 
does a section of slowly accelerating straight flight.  In 
this example there are four track segments, two on the 
turn (both RLDN) and two on the straight (both SLAN) – 
see Figure 4.  The leaf categories required for the 
derivation are respectively RLDN, RLDN\RLDN, SLAN, 
SLAN\SLAN.  These are combined using the following 
combinations (production rules):  

RLDN • RLDN\RLDN ⇒<M RLDN 

RLDN ⇒U HCAP/SLAN 

SLAN • SLAN\SLAN ⇒<M SLAN 

HCAP/SLAN • SLAN ⇒>F HCAP 

The detailed mechanics of derivation under FCCG are 
described in [2]. 
 The connection with pure logic is made by giving 
the nodes of the derivation additional features besides 
categories, for example begin and end times and track 
identification numbers that they cover.  Logic can be used 
to impose span constraints requiring that only sequential 
nodes covering the same tracks can combine. 
 

RLDN RLDN SLAN SLAN 

RLDN RLDN\RLDN SLAN SLAN\SLAN 

RLDN (<M) SLAN (<M) 

HCAP/SLAN (U)   

HCAP (>F) 

Figure 4: A derivation for a half circuit of a combat air 
patrol (HCAP).  The track segment tags are shown in 

italics on the top row.  The categories associated with each 
tag are given under each in the second row.  Categories are 
combined under combinators (<M, U and >F) to yield the 

root category HCAP, which summarizes the whole 
episode. 

4 Operator Awareness Monitoring 
The operations room of an Airborne Early Warning and 
Control aircraft is a cooperative working environment 
where the operators need to have a high degree of 
contextual understanding. Each operator will have made 
an assessment of that part of the situation he is responsible 
for, which he will have constructed from the information 
available to him at his workstation. Based on that 
awareness he will initiate actions and communicate with 
fellow operators and other aircraft. In the context of a 
shared situation model, these actions and communications 
can be used to reconstruct fragments of the operator’s 
awareness. These partial models can be compared with an 
automated situation assessment of the whole situation 
made with respect to the same shared model and any 
inconsistencies flagged. 
Additionally, with understanding of the particular task the 
operator is performing we can define in advance 
conditions that will indicate successful performance of the 
task. 
Fighter controllers are presented with visual displays of 
radar returns that may have been annotated with kinematic 
information, track identifications, aircraft types etc. 
Situated speech will concern entities on the display, 
ranges and bearings between them, assessments of intent 
and threat level. Tasking of friendly forces under the 
operator's control are currently given verbally. Using a 
grammar that specifies the controlled speech used by 
the operator enables that speech to be accurately 
converted to text by standard speech recognition software. 
Applying deep semantic analysis techniques to the text 
thus extracted will generate statements about the current 
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situation that can be tested against the automated situation 
assessement system. 

4.1 Representing Operator Actions 
One of the first tasks confronting a fighter controller faced 
with the situation in Figure 1 is to communicate it to his 
blueforce fighters. The operator manipulates the GUI to 
provide him with the information necessary to the 
construction of the following script: 
BIG PICTURE TWO GROUPS EAST-WEST TWENTY
EASTERN THREE THREE ZERO NINETY PAIR HOSTILE
WESTERN WEST TWENTY PAIR HOSTILE
EASTERN TRACKING ONE THREE FIVE
WESTERN TRACKING ONE THREE FIVE  

which describes the two groups of redforce aircraft in an 
east-west arrangement 20 nautical miles apart. It then 
specifies the range and bearing to the eastern-most 
redforce group (330nm bearing 90°) from an arbitrary 
point agreed with the crew of his aircraft beforehand. The 
fact that this group is a pair of aircraft and designated 
hostile is also specified. Information about the size, status 
and position relative to the first group is communicated 
next, followed by the bearing that both groups are moving 
on. 

BIG
P/P

PICTURE
(P/A)/G

TWO
G/G

GROUPS
G

EAST-WEST
A

TWENTY
A\A

PICTURE
>M

(P/A)/G

GROUPS
>M
G

EAST-WEST
<M
A

PICTURE
>F
P/A

PICTURE
>F
P

 
Figure 5 Parse of the operator speech BIG PICTURE 
TWO GROUPS EAST-WEST TWENTY 

This script contains a high-level picture of the operator’s 
current situation awareness which can be analysed for 
consistency with the situation model of Section 2.  

4.1.1 Speech 
The communications between a fighter controller and his 
aircraft is strictly controlled and can be modelled with a 
context-free grammar. Commercial speech recognition 
tools (i.e. Dragon Naturally Speaking [12]) can be 
constrained by such a grammar [13] in a way that provides 
almost 100% accuracy. The text of the first line of the 
operator script above produced can be fed into an FCCG 
parser configured for the linguistic domain to produce the 
analysis in Figure 5. 
Semantic analysis of the parse produces the following 
predicate: 

picture(type=big, groups=2, arrangement=EAST-
WEST, size =20nm ) 

We will see in Section 4.2 how this predicate can be used 
to construct a consistency query against the situation 
knowledge base. 

r1r2

f1
f2

r3r4
[75°,20nm]

 
Figure 6 Scenario from Figure 1 showing the operator GUI 
action as he determines the distance between the two 
redforce groups. Also marked with a crossed circle is the 
“bull” from which ranges and bearings are measured. 

4.1.2 Interactions with the GUI 
In manipulating the GUI the operator also gives valuable 
clues to the operator’s assessment of the situation that are 
not dependent on verbal cues. Figure 6 shows the view of 
the GUI during the scenario described in Section 2.2 while 
the operator is estimating the distance between the two 
groups for the BIG PICTURE call. In the GUI’s 
measurement mode a click-and-drag brings up a range 
circle and a bearing line from the point of the original 
click. While the drag is underway the pointer has 
constantly updated figures for the range and bearing. Once 
the mouse button is released the instrumented GUI can 
calculate the following predicate to represent the 
interaction: 
gui(type=click_drag, origin=[r1,r2], 
bearing=75°, distance=20nm ) 

Note that the origin is specified with respect to the force 
structure element that was clicked on rather than an 
arbitrary location specification, which makes it easier to 
correlate the operator’s interaction with the GUI against 
the situation information.  

4.2 Awareness Inconsistency Detection 
One of the design principles of the CCR was to give 
preference to neither the operator nor the automatically 
generated situation. We have seen how each operator 
utterance or interaction can be interpreted as a statement 
about the situation and we also have an automated 
situation assessment system. For us to make use of this 
information we need an efficient method of identifying 
inconsistencies between the two views. 
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The straightforward approach is to combine all the 
predicates from both structures into the knowledge base 
and use an inference engine to search for contradictions. 
However this approach would not scale well with the 
number of predicates needed to represent the situation and 
it may be difficult to identify the particular predicates that 
gave rise to the inconsistency if several levels of nested 
inferences were needed to produce the contradiction. 
Instead, as utterances and GUI interactions are relatively 
infrequent events and are usually focussed on a particular 
aspect of the situation, it makes sense to cast the operator 
situation predicates into the form of a logical sentence 
which is true when the corresponding situation predicates 
are consistent and false otherwise. 
For example the BIG PICTURE call of the previous 
section can be cast as the following logical predicate: 

90))2,slot(),1,ot(bearing(sl

20))2,slot(),1,lot(distance(s

2)slots(#redforce'`)group()node(.

≈∧

≈∧

=∧=∧∀

nn

nn

nnnn

    (1) 

where the `redforce’ tag identifies the topmost level of the 
opposition forces and #slots is a predicate that counts the 
number of slots, while distance and bearing calculate 
those parameters from the location attributes of the given 
nodes. 
This sentence would be false if the number of groups or 
the arrangement and spacing were incorrect giving rise to 
an alert. It is important to note here that we are using a 
high-level node in the situation and that this alert could be 
generated from knowledge of the track data alone. 
The alerts themselves are designed to be as unobtrusive as 
possible. Text-to-speech is used to announce the alert and 
a special pane in the GUI gives a visual impetus as shown 
in Figure 7. 
The consistency check infrastructure allows us to set up 
predetermined checks that are based on an analysis of the 
operator’s tasks. For example, a fighter controller must 
interact with each of the hostile aircraft so we can set up a 
query to be run at a specified interval that tests this. It 
doesn’t matter if the operator clicks on the hostile, 
measures a distance from or to it or even mentions it 
during an utterance, the system will record it as being 
noticed and thus minimize the number of false alerts.  

 
Figure 7 CCR GUI showing alerts panel. 
 

5 Cognisant Control Room 
We have left the description of the implementation of the 
Cognisant Control Room until now so that the reasons for 
the structure are clear from the function of each of its 
components. The CCR  consists of 5 subsystems: (i) an 
instrumented graphical user interface (GUI); (ii) a 
Simulator for generating and replaying scenarios; (iii) an 
automated Situation Assessor based on the grammatical 
models from Section 3; (iv) a Speech system for analysing 
the operator’s speech; and (v) the Operator Awareness 
Monitoring Module (OAMM). 
 
 

Operator GUI

Simulator

Situation
Assessment

OAMM

Speech

tracks

tracks

situation
facts

situation facts
speech

alerts

GUI
interactions

speech
facts

situation
parses

 
Figure 8: Schematic and data flow for the Cognisant 
Control Room 

The GUI was designed to mimic as much as possible the 
design of standard Command and Control interfaces (e.g. 
Solipsys [11]) by displaying track data overlayed on 
maps. It has been instrumented to allow it to output the 
operator’s interactions for use by the OAMM, and also to 
display any alerts generated by that system. It also accepts 
the estimated and simulated situation, and speech data, 
and displays them for diagnostic purposes. Figure 9 shows 
the  GUI with 3 panes active: the map view on the left, the 
situation view top right and the track data view bottom 
right. 
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The simulator stochastically generates situation trees and 
parses from a high-level scenario script and a database of 
assets and bases. It runs in two modes: real-time and 
offline. In real-time mode it outputs the track data to the 
GUI and the Situation Assessor incrementally to allow the 
operator to see the situation evolve. In offline mode it 
generates multiple examples of entire situation parses 
which are used by the Situation Assessor to train the 
parser. 
 

 
Figure 9: A screenshot of the graphical use interface used 
by the operator in the Cognisant Control Room. 

The Situation Assessor has two corresponding models. 
Real-time it accepts track data and outputs (partial) 
situation trees to the GUI and the OAMM. 
The Speech processor accepts raw speech from a 
microphone and, using a COTS voice recognition system 
and a text parser, generates speech facts which are sent to 
the OAMM for action. 
The OAMM is the heart of the system where the operator 
speech and GUI interaction facts come together with the 
situation facts, which are converted to RDF triples and 
consolidated into a single information store. Queries on 
this store generate alerts which are then sent to the GUI 
where they are brought to the operator’s attention. 

6 False-alarm rates for Group 
       Structure Alerts 
It is clear from [2] that the reconstruction of situation 
parses and hence situation trees is not error-free. In the 
presence of such errors inconsistencies will be flagged 
that originate in the automated situation assessment and 
not with the operator. These false alarms will be reported 
along with the others and will destroy the effectiveness of 
the system if they occur at too great a rate. 
We have chosen to analyse the effect of erroneous 
situation parses on group structure. The group structure is 
a slice through the situation tree and its full spatio-
temporal history at a given time where all intermediate 
tasks within each level are collapsed. This leaves a 

summary of the force structure and associated activities at 
the given time. An alert is issued if there are any 
inconsistencies between the operator-specified group 
structure and the one calculated from the estimated 
situation tree. This is a generalisation of the alert in 
Equation (1) to the whole of the situation tree. 
For each of 10 testing scenarios we calculated the group 
structure at 10 second intervals throughout the lifetime of 
the scenario (varying from 2269 seconds to a maximum of 
7200 seconds) for both the correct and estimated situation 
parses. By using the gold standard situation parse as a 
proxy for the operators situation awareness we remove 
any variation arising from the operator and measure 
purely the alerts generated by parser error. 
These pairs of group structures were compared for force 
structure and task labels and the results are displayed in 
Table 1. For each simulation we have shown the elapsed 
time and the number of group comparisons made during 
that time. From those comparisons the number of force 
structure errors and task mislabellings is recorded. The 
percentage of these failures with respect to the number of 
groups and the average rate at which these failures occur 
is calculated. 

Table 1: Summary of results from ten test situations 
measuring group 

Scenario 

D
uration 

(secs) 

N
um

ber 
of G

roups 

Structure 
E

rrors 

A
ctivity 

E
rrors 

Percentage 
Failure 

E
rror R

ate 
per H

our 

1 7197 719 0 3 0.42% 1.50 

3 7199 719 0 2 0.28% 1.00 

4 7199 719 0 1 0.14% 0.50 

5 7199 719 0 0 0.00% 0.00 

7 2270 226 0 0 0.00% 0.00 

8 7198 719 0 3 0.42% 1.50 

9 2467 246 0 0 0.00% 0.00 

10 7200 719 0 3 0.42% 1.50 

Totals 47928 4786 0 12 0.21% 0.75 

 
The striking feature of these results is the absence of 
structural errors for any of the scenarios analysed. This 
means that none of the situation parse errors occurred 
during set parsing and the errors that were detected 
involved an activity label at each level of the group 
structure. The effect of interruption on operator 
performance is difficult to quantify depending as it does 
on a multitude of factors; cognitive workload when 
interrupted, the relevance of the interruption, current 
affective state etc. In [14] interruptions via email and IM 
alerts are studied and resumption  times were found to be 
quite high. In our application checking the validity of the 
group structure alert is cheap (comparison using the 
display in Figure 9 would show any differences) so it 
seems the rate of interruptions here is acceptable. 
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7 Conclusions and Further Work 
In this paper we have shown how inconsistencies between 
situation models generated from sensor data and those 
inferred from operator speech and GUI interactions can be 
used to generate alerts that are minimally intrusive and 
maximally informative. The use of grammar leads to 
efficient generation using parsing of models able to 
express views of the situation at a number of levels. 
For a highly relevant alert (correct identification of the 
group structure by the operator) errors in the situation 
model generated in the parsing process do not generate 
false alerts at a sufficient rate to interfere with the efficient 
operation of the interface. 
The use of generic predicates as the interface presented by 
an operator’s interactions with a system means it would be 
relatively straightforward to incorporate more 
sophisticated interface technologies, such as gaze trackers 
or multi-touch screens, into a cognizant UI like the one 
presented here. 
Future research in this area would concentrate on 
improving our exploitation of the operator’s interaction 
with the GUI, which is currently minimal at best. By 
incorporating the techniques of user-modelling, the 
sequence of interactions could be analysed grammatically 
to build a task parse, a hierarchical breakdown of the 
operator’s overall goal. For a fighter controller this would 
give an indication of the progress through gaining 
situation awareness and could be used to provide prompts 
and limit alerts with respect to information that the 
operator would not be expected to have acquired at his 
current stage of awareness. This form of task 
identification could be applied to a wide variety of 
operator/interface combinations, most usefully in the field 
of generic computer operating system interfaces. 
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