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Abstract— Decision performance metrics abound, but they all
have three fundamental limitations: (a) none are unified for
diverse situations including, in particular, the case with mis-
specified truth; (b) none are comprehensive; and (c) they all
rely on perfect knowledge of the ground truth. In this paper,
we present a unified metric that measures decision performance
comprehensively without the need to know the ground truth. It
is truly a distance metric and enjoys many nice properties.

Keywords: Performance evaluation, measure, metric,
decision, hypothesis testing.1

I. I NTRODUCTION

Statistical decision is to decide on one or more from a
discrete set of candidates. Decision in this sense includes
detection, discrimination, classification, recognition, identifi-
cation, hypothesis testing, selection, association, matching,
ranking, and similar problems overcategorical or ordinal
data.

Statistical decision procedures and algorithms abound. They
have a broad spectrum of applications, ranging from signal
detection, target classification, pattern recognition, fault iden-
tification, and hypothesis testing to data association, model
selection, record matching, and job scheduling.

Various measures have been proposed for decision perfor-
mance evaluation. Each has its own pros and cons. Yet they
have in common the followingthree fundamental limitations,
which have seriously hindered further development. First, there
is a lack ofunified metricsthat are generally applicable in vir-
tually all situations in a consistent manner. For example, none
of existing measures work when the truth is not in the set of
candidates for decision. Second, none of the existing measures
are truly comprehensive, to our knowledge—they all capture
partial pictures of the decision performance. Although all these
measures cannot be dismissed, the value of a comprehensive
measure is self-evident. We are handicapped without it. This
manifests itself particularly well in situations where different
solutions are to be ranked. Third, most, if not almost all, people
believe that performance evaluation cannot be done without
knowing the ground truth. Indeed, existing approaches and
measures assume such knowledge. Computer simulation based
performance evaluation can largely get by with this assump-
tion. It, however, does pose a serious challenge for other types
of studies, especially those using real-world data or based on
real-world experiments, in which case we struggle to come
up with an accurate enough knowledge of the ground truth.

1Research supported in part by Navy through Planning Systems Contract
# N68335-05-C-0382 and Project 863 through grant 2006AA01Z126.

Everyone who has been involved in such a study should have
this experience.

In this paper, we present a scalar, unified metric that
measures decision performance comprehensively without the
need for knowing the ground truth. To our knowledge, it is
the only such measure.

II. T HE PROBLEM STATEMENT AND CURRENT STATUS

We present our proposed approach in the hypothesis testing
setting since it underlies many decision problems and is
perhaps the most common language used by researchers in the
diverse domains of decision problems. Our approach works for
other settings for decision problems.

In a statistical decision problem, a decision procedure or
algorithm (called “decider” for short in this paper) is to
decide on one of theM candidates (hypotheses, classes, types,
etc.) Hi: z ∼ Fi, i = 1, 2, . . . , M , based on dataz. For
convenience, letHt: z ∼ Ft denote the true data generation
mechanism,2 where Ft can be interpreted in some cases as
the distribution of the dataz. The truth may or may not be
known to the performance evaluator, but is certainly not known
to the decider (detector, classifier, discriminator, identifier,
recognizer, selector, test, etc.).

The problem of performance evaluation is to assess the
decider in terms of the quality of its decisions.

A. Existing Measures of Decision Performance

A large variety of performance metrics have been used
or proposed. Among them, the most popular ones are the
receiver operating characteristics (ROC), decision error rates
(or probabilities), and the confusion matrix. Others include
efficiency [4], relative efficiency (see, e.g., [29]), asymptotic
relative efficiency [1], [10], [11], [15], area under ROC curve
and confidence error generation [26]–[28], [30], free response
operating characteristic curve [8], [9], classifier operating char-
acteristics [31], system operating characteristic [2], modified
dice anti-similarity coefficient, Fisher ratio and Youden index
[28], etc. as well as probability of detection, false alarm, or
miss and various decision error rates as a function of such
parameters as SNR.

B. Limitations of Existing Measures of Decision Performance

All these metrics have fundamental limitations: they focus
on some particular aspects of performance and are far from
comprehensive; they are not unified for diverse situations; and

2This is the so-calledground truth and will be referred to as the “truth”
for short in this paper.
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they assume perfect knowledge of the ground truth. Further-
more, they have additional serious flaws. This is explained
next.

Mis-specification. A decision problem can be difficult to
solve in many aspects. Closely related to this, a decider’s
performance can be difficult to evaluate. Perhaps the most
important and difficult category is that in which hypotheses
(candidates) are mis-specified; that is, the truth is not in the set
of candidates:Ht /∈ {H1, . . . , HM}. This is often encountered
in reality at a varying degree. While this class of problems has
received increasing attention in recent years (see, e.g., [3]),
none of the existing performance metrics can be applied here,
let alone work well.

One may argue that the case with mis-specified truth arises
from an incorrect formulation of the problem. But such an
incorrect formulation does exist and, in fact, is inevitable in
many cases. For example, when the testing data set contains
some classes not in the training set of the hypothesis set.

M-ary case. Another difficulty arises from theM -ary case
where there areM (> 2) candidates. No optimal tests are
available in the general case, except in the Bayesian setting
or with additional assumptions. Consequently, there is a great
need to judge which decision is better. Unfortunately, many of
the existing performance metrics, especially those more widely
used ones (e.g., ROC), cannot handle this case (at least not
well). For example, there are many types of decision error in
this case.

Composite case. Still another difficulty arises from the
composite case where a hypothesis does not specify the
parameter (or distribution) in question uniquely, and possibly
with nuisance parameters that are not hypothesized but are
needed to determine the distribution. Most existing measures
also have difficulty dealing with the composite case and need
an ad hoc adjustment.

Overlap case. Even worse, a decision problem may involve
candidates that have an overlap:Hi ∩ Hj 6= ∅ for somei, j.
This is an extremely difficult case—which one is better if the
truth is in the common part of two candidates? While this
appears to be a hopeless problem, some real-world problems
do need such a formulation and effective solutions do exist in
special cases, such as the model-set adaptation problem crucial
for the variable-structure multiple-model approach initiated
and advanced by us [16]–[22], [24] and our optimal solutions
[17], [23]. None of the existing performance metrics can
evaluate such cases meaningfully.

Not unified. None of the existing measures can handle all
of the above-mentioned difficulties. For those that do account
for some of the difficulties, they often lack coherence over
diverse cases and are not unified.

Not comprehensive. None of the existing measures
are comprehensive. In fact, most of them are far from
comprehensive—they only deal with one or few aspects
of the decider’s performance and/or behavior. Consequently,
although these measures are valuable in revealing various
aspects of the performance and behavior of a decider, they are
not good or fair for comparison and ranking of two or more

deciders’ performance as a comprehensive measure would be.
Knowledge of ground truth. To evaluate any of the existing

measures, knowledge of the ground truth is needed. In reality,
however, such knowledge is usually not available completely
or precisely. This is often a major hurdle to overcome.

In summary, while numerous metrics for decision perfor-
mance evaluation have been developed and they do serve some
meaningful purposes, there is no unified one that evaluates per-
formance comprehensively and handles diverse cases consis-
tently, let alone without knowing the ground truth. Since com-
prehensive and incomprehensive measures are complementary
to each other, development of a general and unified approach
to comprehensive performance evaluation is presented here. It
is based on a scalar, comprehensive performance measure that
is free from the above serious limitations.

III. T HE PROPOSEDMEASURE

Basic idea of our approach.

• The nature of statistical decision (hypothesis testing) is:
decide onHd with distributionFd(z), given explicitly or
implicitly, whereFd is one ofF1, . . . , FM .

• A decider is good ifHt andHd are “close” in some sense.
So, its performance can be measured comprehensively by
the closenessd(Ht, Hd) betweenHt and the hypothesis
Hd decided by the decider.

• Our overall measure is theDecision Error Metric
(DEM):

DEM = E[d(Ht, Hd)|Ht] (1)

It can be approximated via the Monte-Carlo method by

DEM ≈ 1
∑N

i=1 wi

N
∑

i=1

wid(Ht, Hd(zi)), zi ∼ Ht (2)

wherezi is the data on runi, N is total number of runs,
and wi is the weight to account for possibly different
data sizes in different runs, etc. (wi is not necessarily
proportional to the data size directly.)

Distance between truth and hypothesis.Given a candidate
setH = {H1, . . . , HM} and true dataz, denote byHd(z) ∈
H the decision made by the decider to be evaluated. For
simplicity we can interpret the decision asHd: z ∼ Fd in terms
of the hypothesized distributions, whereFd ∈ {F1, . . . , FM}.

Clearly, the key to our proposed approach to comprehensive
evaluation of decision performance is to defined(Ht, Hd)
properly. We consider all cases concerning knowledge of the
ground truth and the decided hypothesis, in terms of the
descriptions of the data:

• Between data sets: UnknownFt(z) andFd(z).
• Between a distribution function and a data set as a sample

from an unknown distribution:

– Known Fd(z) but unknownFt(z)
– UnknownFd(z) but knownFt(z)

• Between distribution functions: KnownFt(z) andFd(z).
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IV. D ISTANCE BETWEEN UNKNOWN DISTRIBUTIONS

In order to evaluate the performance, it would be desirable
if the distributions underHt and Hd are known; however,
this is not the case in many applications. Instead,Ht and
Hd are “defined” or represented (approximately) by the cor-
responding families of data setsZt = {Z1, . . . , ZN} and
Zd = {Y d

1 , . . . , Y d
Ld

}, ∀d ∈ {1, . . . , M}, whereZi is the ith
data set based on which the decider makes a decision andN is
the number of such sets that can be used by the evaluator;Y j

d

is thejth data set available to the evaluator that is deemed by
the evaluator to belong to hypothesisHd andLd is the number
of such sets that can be used by the evaluator. In this case,
clearly d(Ht, Hd) = d(Zt, Zd).

Note that Z1, . . . , ZN may or may not be i.i.d. or of
the same size. Likewise forY d

1 , . . . , Y d
Ld

. Also, Zd is not
necessarily a subset of the testing set that corresponds toHd;
it may include any other data sets available to the evaluator
(e.g., in the training set) that are deemed to correspond toHd.

Example: Fault Identification . Suppose that an identifier
D decides that the true data in the setZf = {Z1, . . . , ZN}
corresponds to a typef fault. In other words,D(Zi) = Hd =
{type f fault}, ∀Zi ∈ Zf . Note thatHd is not necessarily
defined rigorously. Then, we defineZd = {Y d

1 , . . . , Y d
Ld

},
where Yj is the jth data set available to the evaluator that
is deemed to correspond to a typef fault, and used(Zt, Zd)
with Zt = Zf as a performance measure for evaluatingD.
Its performance for identifying typef fault in general differs
from another identifierD′ with D′(Z ′

i) = Hd = {type f
fault}, ∀Z ′

i ∈ Z ′
f = {Z ′

1, . . . , Z
′
N ′}. So, if D and D′ are

evaluated in the same context,Zd can be the same forHd

but the correspondingZt andZ ′
t differ in general.

Consider two general cases concerning whether the knowl-
edge about howHd is decided on is available to the evaluator.

Case 1. For some deciders, givenZi the family Zd of
data sets affects the final decisionHd only through a data
setYd(Zi). A typical case here is whenYd(Zi) is de facto a
representative data set forHd (see Sec. V-B). In this case, we
define

d(Ht, Hd) = d(Zt, Zd) =
1

N

N
∑

i=1

d(Zi, Yd(Zi)) (3)

Case 2(other than Case 1). In this case, assumingHd =
D(Zi), we can define

d(Ht, Hd) = d(Zt, Zd) =
1

N

N
∑

i=1

1

Ld

Ld
∑

j=1

d(Zi, Y
d
j )

The inside summation is needed whenever more than one data
set corresponds toHd.

It is clear then that the task is to define the distance between
two data setsX andY .

The first thing that comes to mind is the usual definition of
the distance between two arbitrary nonempty subsetsX and
Y of a metric space(Ω, d):

ρ(X, Y ) = inf
x∈X,y∈Y

d(x, y)

where d(x, y) is the distance betweenx and y [12]. This
definition matches best with the everyday meaning of the
“distance” between two objects. For example, the commonly
defined distance between a point and a set (e.g., a line) follows
from this definition. By this definition,X and Y have zero
distance provided they “touch” each other or have any overlap.
This is widely used but is clearly bad for our problem, since
X andY can be very different whenρ(X, Y ) = 0 (i.e., lack
of positive definiteness needed for a distance metric). Also,
this distance measure does not satisfy the triangle inequality,
which is better to have for our problem.

A widely used alternative is the Hausdorff distance between
two closed and bounded subsetsX and Y in a metric space
(Ω, d), defined by:

ρ(X, Y ) = sup
x∈X

inf
y∈Y

d(x, y)

d(X, Y ) = max{ρ(X, Y ), ρ(Y, X)} (4)

Albeit a bona fide distance metric, it is not suitable for our
problem, as explained later in Sec. VII.

We now present our definition of the distance between data
setsX andY for our problem. Consider first the scalar case
where X and Y are both sets of scalar-valued data points
and have the same size,n (number of points). In this case, we
define the distance betweenX andY by the followingaverage
pairwise distance: Rank elements ofX and Y , respectively,
to form {x(i)}n

i=1 and{y(i)}n
i=1. Then, define the distance as

d(X, Y ) =
1

n

n
∑

i=1

d(x(i), y(i))

whered(x(i), y(i)) is the distance betweenx(i) andy(i).
Now consider the vector case whereX andY are both sets

of vector-valued data points and have the same size,n. Assume
that each point inX = {xi}n

i=1 may be matched by one and
only one point inY . Let I be a permutation of data points in
Y to yield Y = {y(i)}n

i=1 andI the set of all possible such
I ’s. Then, define

d(X, Y ) = min
I∈I

1

n

n
∑

i=1

d(xi, y(i)) (5)

We will refer to this as theaverage minimum pairwise dis-
tance betweenX andY . We recommend using the Euclidean
distance ford(xi, yi).

Theorem. The average minimum pairwise distance defined
above is really a metric that satisfies the three axioms (positive
definiteness, symmetry, and triangle inequality) of the metric.
This distance reduces to the average pairwise distance defined
above for the scalar case. Computation ofd(X, Y ) as defined
by (5) amounts to solving an assignment problem.

Proof. Omitted due to space limitation.
This average minimum pairwise distance addresses our

needs for decision performance evaluation really well in the
case of equal-size data sets.

Consider now the general case whereX and Y are sets
of vector-valued data points with sizesn andm, respectively
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(without loss of generality, assumem > n). We propose two
simple methods.

Method 1: Let X = {xi}n
i=1 and I be a permutation ofn

data points inY to yield Y = {y(i)}n
i=1. Then,

d(X, Y ) = min min
I∈In

1

n

n
∑

i=1

d(xi, y(i))

where In is the set of all possible permutations of the set
{1, . . . , n} and the outside minimum is over all possiblen-
element subsets of{1, . . . , m}.

Method 2. Let k be the least common multiple ofn andm.
Denote byα = k/n andβ = k/m. Let X̃ = {X, . . . , X} (α
fold) and Ỹ = {Y, . . . , Y } (β fold). Thend(X, Y ) is defined
asd(X̃, Ỹ ) through (5).

In general, it can be shown that the unequal-size case is a
transportation, rather than assignment, problem.

We emphasize that our proposed approach requires no
knowledge about the ground truth of how the true data are
generated or what true distribution they are from. This is in
contrast to the existing measures of decision performance,
which all need to know the ground truth. Of course, when
(the analytic form of) the distributions underHt andHd are
unknown to the evaluator,Ht and Hd must be “defined” by
something, however loosely, which is assumed in this section
to be the data sets, a case with few exceptions.

V. D ISTANCE BETWEEN KNOWN DISTRIBUTIONS

Consider now the case in which bothFt(z) andFd(z) are
known. This is a very common case—many applications have
numerous problems that belong to this class: signal detection,
target classification, fault identification, and so on. It is in the
standard form of hypothesis testing. In this case, we define

d(Ht, Hd)
△
= d(Ft, Fd).

Recall that a simple distribution is a single point in the space
of distribution functions, while a composite distribution is a
set of more than one point. We first address the easier case
where only simple distributions are involved.

A. Cases Involving Only Simple Distributions

Distance-like measures for closeness between distribution
functions (or probability measures) abound in such disciplines
as probability and statistics (see, e.g., [5], [6], [25], [33]).

The most popular such measure is probably theKullback-
Leibler information (or KL divergence, information diver-
gence, relative entropy, cross entropy, information for discrim-
ination, and other aliases)ρKL. For Ft andFd having pdfsft

andfd:

ρKL(Ft, Fd) = E

[

log
ft(z)

fd(z)
|Ht

]

=

∫

log

(

ft(z)

fd(z)

)

ft(z)dz

or its symmetric version, often known as the KL divergence.
KL information is more appropriate than KL divergence for
our problem because the dataz is indeed generated fromFt.
It is widely used in science and engineering and enjoys an
enviable array of nice properties, albeit not a true distance

metric. As a result, it is naturally among the top candidates
for us to consider.

Another top candidate is thetotal variation distance dtv:

dtv(Ft, Fd) = inf
F (x,y)

{P{x 6= y} : x ∼ Ft, y ∼ Fd}

where the infimum is over all joint distributionsF (x, y) of
x and y having marginalsFt(x) and Fd(y), respectively. It
was widely used by probabilists and statisticians, especially
those in the field of comparison of statistical experiments
[14], [32], and it has many nice properties (e.g., it is truly
a distance metric). Given the strong link between the compar-
ison of statistical experiments and our decision performance
evaluation, we thought this might be the metric sought after.
Total variation distance appears particularly good for Bayes
decision problems where the trutht and the decisiond are
over a common finite set{H1, . . . , HN}, since in this case
dtv(Ht, Hd) = infF (t,d){P{t 6= d}}, whereF (t, d) is any
joint distribution of t and d having marginalsFt and Fd,
respectively.

A class of closeness measures between distributionsh and
g is the so-called “f -divergence” (also known as Ali-Silvey
distance), defined for a convexf(·) with f(1) = 0 by

Df (h, g) =

∫

g(z)f

(

h(z)

g(z)

)

dz

It includes KL information and total variation distance as
special cases withf(x) = x log x and f = |x − 1|/2,
respectively. Unfortunately, however popular and attractive KL
information and total variation distance are, they both have a
fatal deficiency for our problem, elaborated in Sec. VII.

We propose using theWasserstein distance (also known
as the Kantorovich metric, Mallows metric, minimumLp

metric, etc.) between two probability measures or distribution
functionsFt andFd, defined by, forp ≥ 1,

lp(Ft, Fd)
△
= inf

F (x,y)

{

(E[d(x, y)p])1/p : x ∼ Ft, y ∼ Fd

}

(6)
whered(x, y) is distance betweenx andy, and the infimum
is over all joint distributions ofx andy having marginalsFt

andFd. We justify this choice in Sec. VII.
Note that all the closeness measures discussed so far depend

on the decider only through its decision outcomes; that is, the
measures are independent of the internal mechanism of the
decision procedure or process.

B. Case Involving Composite Distributions

Assume a compositeFd(z) (possibly with some nuisance
parameters). Note thatFt(z) is usually simple.

The basic idea that underlies hypothesis tests dealing with
the composite case is to come up with a simple hypothesis
as a surrogate or representative for the original composite
distribution and then apply the hypothesis testing theory of
simple hypotheses.

One of the most popular such methods is known as the
generalized likelihood ratio test (GLRT) in engineering and
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simply likelihood ratio test in statistics, where the original
(composite) hypothesisHi: z ∼ fi(z|θ ∈ Θi) is repre-
sented by its single (simple) most likely member,Hi: z ∼
fi(z|θ̂

ML
i ). In other words, the original composite distribution

fi(z|θ), θ ∈ Θi is replaced by themost likely distribution

fi(z|θ̂
ML
i ) = supθ∈Θi

fi(z|θ). The test is then based on the

simple hypothesesHi: z ∼ fi(z|θ̂
ML
i ).

Another popular method is the Bayes test, where the original
composite distributionfi(z|θ ∈ Θi) with a random parameter
θ having a known prior distributionF (θ) is surrogated by its
averagedistributionfi(z) via marginalization:

fi(z) = E[fi(z|θ)|θ ∈ Θi] =

∫

θ∈Θi

fi(z|θ)dF (θ)

which is a simple distribution. The test is then based on the
simple hypothesisHi : z ∼ fi(z).

For decision performance evaluation, we propose trying to
follow what the decider does when it decides on a composite
hypothesisHd : z ∼ Fd(z|θ ∈ Θi). For example, use

d(Ft, Fd) = d(Ft, Fd(z|θ̂
ML

)) for the GLRT andd(Ft, Fd) =
d(Ft, F̄d) for the Bayes test, wherēFd = E[Fd(z|θ)].

If we cannot follow what the decider does, we may use

d(Ft, Fd) = E[d(Ft, Fd(θ))] (7)

if θ is random and the expectationE is over a distribution of
θ of interest to the evaluator, or, ifθ is not random,

d(Ft, Fd) =
1

n

n
∑

i=1

d(Ft, Fd(θi)) (8)

over a set of values{θ1, . . . , θn} of interest to the evaluator.
The case with overlapping hypotheses can also be handled

in the way that is parallel to the composite case.

VI. D ISTANCE BETWEEN KNOWN AND UNKNOWN

DISTRIBUTIONS

There are two cases here: (a) knownFd(z) and unknown
Ft(z) and (b) knownFt(z) and unknownFd(z). We consider
case (a) only, where sample pointsZt = {Z1, . . . , ZN} of the
unknownFt(z) are given. This is a commonly encountered and
important case. Case (b) is rare and can be handled similarly
by replacingZt andFd above withZd andFt, respectively.

One approach is to use the Wasserstein distance (6) between
Zt andFd(z) directly: lp(Zt, Fd), where a data set is treated
as a probability mass function of equal mass everywhere.

Another approach is to generateZd = {Yi1, . . . , YiL} from
Fd(z) for each true data setZi and then

d(Ft, Fd)
△
= d(Zt, Zd) =

1

NL

N
∑

i=1

L
∑

j=1

d(Zi, Yij) (9)

whered(Zi, Yij) is obtained in Sec. IV.
A third approach is based on theempirical distribution func-

tion (EDF) statistics[13]. This includes supremum statistics,
such as the Kolmogorov-Smirnov statistics and the Kuiper
statistic, and quadratic statistics, including the Cramer-von

Mises statistic, Watson statistic, Anderson-Darling statistic,
and other statistics in theCramer-von Mises family. These
statistics, especially the Kolmogorov-Smirnov statistics and
the Kuiper statistic since they are truly distance metrics, may
serve as a good distance metric for our problem in this
situation. This approach appears to work equally well for the
vector case and significant relevant results are available, but it
will not work well for cases of a small sample size. However,
EDF statistics were developed fortestingwhether a population
can be deemed to have a specified distribution based on the
available sample drawn from the population, rather than how
far the population is from the specified distribution.

None of these measures need to know the ground truth
Ft(z).

It is tempting to use either the KL information or the total
variation distance between the empirical pdff̂t(zi) of Zt and
fd(z) as the measure for this case. However, this must be
avoided: The total variation distance and the KL information
between a continuous distribution (i.e., one with a probability
density function) and a discrete distribution (i.e., one with a
probability mass function) are always1 and∞, respectively,
regardless of the distributions.

VII. A U NIFIED, COMPREHENSIVEMETRIC

To implement our approach to comprehensive performance
evaluation, distance-like metrics are needed for the following
three different cases: (a) between data sets, (b) between
distribution functions, and (c) between a distribution function
and a data set where the data set is a sample from an unknown
distribution. To be consistent for different cases, it is certainly
desirable that a unified metric is used for all three cases.

As explained at the end of Sec. VI, however popular and
attractive KL information and total variation distance are,
they both have a fatal deficiency for our problem: They fail
completely for the case between a continuous distribution and
a discrete distribution. This is not acceptable if we want to use
a metric that is consistent for all cases between distributions,
not to mention for all three cases (between data sets, between
distributions, and between a distribution and a data set). For
the same reason, EDF statistics are not good for our problem.

The Hausdorff distance (4) is not appropriate for our prob-
lem for several reasons. For example, it is not good to describe
the closeness between two distribution functions or between a
distribution function and a data set.

Unified metric. A distance metric, called average minimum
pairwise distance, has been proposed in Sec. IV for the case
between data sets. We believe it is an extremely good metric
with many nice properties that match the needs here. However,
it is valid only for data sets of the same size. While this is
not a serious drawback for decision performance evaluation
in some situations, it is indeed a limitation for the general
case where both data sets aregiven, which may have two
different, arbitrary sizes. It would be nice to have a metric
that is a generalization of this distance. It turns out that the
Wasserstein distance is such a metric.
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Among all distance-like metrics proposed in probability,
statistics, and other related areas for measuring closeness
between distributions or data sets, the Wasserstein metric as
defined by (6) best serves our purposes, because it suits the
needs of decision performance evaluation particularly well and
possesses many nice properties desirable for our application
and is a bona fide distance metric.

The Wasserstein metric between two probability measures
µ andν over any separable metric space(Ω, d) simplifies to

l1(µ, ν) = sup
|h|≤1

∣

∣

∣

∣

∫

hdµ −
∫

hdν

∣

∣

∣

∣

where h satisfies the Lipschitz condition|h(x) − h(y)| ≤
d(x, y). Between two univariate cdfsF and G, it becomes,
for p = 1 and2,

l1(F, G) =

∫

|F (x) − G(x)|dx =

∫ 1

0

|F−1(t) − G−1(t)|dt

l22(F, G) =

∫ 1

0

[F−1(u) − G−1(u)]2du

Very importantly, for two equal-size data sets, it reduces to
the average minimum pairwise distance of (5).

In addition, the Wasserstein distance has nice asymptotic
properties. For example, let{Pn} be a sequence of mea-
sures andP be a distribution function on(Ω,F , d). Then,
lp(Pn, P ) → 0 (n → ∞) iff Pn weakly converges toP and

∫

d(x, x0)
pdPn(x) →

∫

d(x, x0)
pdP (x), x0 ∈ Ω

In particular, ifd is bounded, then weak andlp convergences
are equivalent. Also, let{Fn} be the empirical distribution
of an i.i.d. samplex1, . . . , xn ∼ F . Then, lp(Fn, F ) →
0 (n → ∞) is equivalent toFn

d→ F and
∫

|x|pdFn(x) →
∫

|x|pdF (x) (n → ∞).
For categorical (classes, types, etc.) variablesx and y,

if necessary, the distance between them can be defined as:
d(x, y) = 0 if x = y and c otherwise, wherec is a normal-
ization factor so thatE[d(x, y)] = cP{x 6= y} is consistent
with the distance between numerical variables. By selecting
c = 1, the Wasserstein metric reduces to the total variation
metric. In general, the advantage of the Wasserstein metric
over the total variation metric for performance evaluation is
clear sinceE[d(x, y)] is more revealing and better quantifies
the difference betweenx andy thanP{x 6= y}.

Theorem. For any two decidersD1 and D2, we always
have DEM(D1) < DEM(D2) if (a) all decision errors ofD1

are small than those ofD2 or (b) the ROC curve ofD1 is
entirely above that ofD2.

Proof. Omitted due to space limitation.
This theorem indicates that the proposed metric DEM agrees

with our intuition at least in the two unambiguous cases.

VIII. R EFINEMENT OF THECOMPREHENSIVEMEASURE

If different runs have different true distributions (e.g., sys-
tems subject to failures), such as a mixture

Ft(z) =
∑

j

αjF
j
t (z), αj ≥ 0,

∑

j

αj = 1

then we use

DEM =
1

∑N
i=1 wi

N
∑

i=1

wid(H
(i)
t , Hd(zi)), zi ∼ F j

t (z)

=
1

∑N
i=1 wi

N
∑

i=1

wid(F j
t , Fd), zi ∼ F j

t (z) (10)

whereH
(i)
t : zi ∼ F j

t (zi) andHd(zi) : z ∼ Fd(z). Note that
different realizations ofzi ∼ F j

t (zi) could lead to different
Hd(zi). As the following example demonstrates, it is superior
to

DEM2 =
1

∑N
i=1 wi

N
∑

i=1

wid(Ft, Fd), zi ∼ F j
t (z) (11)

Example. For testing two hypothesesH1 : z ∼ N1 =
N (x̄1, P1) and H2 : z ∼ N2 = N (x̄2, P2) under the truth
Ht : z ∼ 0.5N (x̄1, P1) + 0.5N (x̄2, P2), consider two tests:
TestT1 (ideal): decide onH1 if z ∼ N1 and decide onH2 if
z ∼ N2; and TestT2 (bad): decide onH2 if z ∼ N1 and decide
onH1 if z ∼ N2. T1 andT2 have the same overall distribution:
z ∼ 0.5N (x̄1, P1) + 0.5N (x̄2, P2) and so the same DEM2 of
(11). However, their DEMs are different: DEM(T1) = 0 and
DEM(T2) = d(N1,N2). Clearly, DEM is superior to DEM2.

IX. I LLUSTRATIVE EXAMPLE

In this section, we provide a simple binary example to
illustrate the proposed decision performance metric.

Consider testing the hypotheses:

H0 : zi ∼ N (0, 1) vs. H1 : zi ∼ N (2, r)

under the truth:Ht : zi ∼ pN (0, 1) + (1 − p)N (2, r) with
p ∈ [0, 1]. Note that the likelihood ratio is

Λ(H1, H0) =
f (zi|H1)

f (zi|H0)
=

√
r exp

[

−z2
i

2
+

(zi − 2)
2

2r

]

The following three tests are considered. The maximum like-

lihood (ML) test:Λ(H1, H0)
H1

≷
H0

1. The maximum a posteriori

(MAP) test: Λ(H1, H0)
H1

≷
H0

p0

1−p0

for the priorP {H0} = p0

and P {H1} = 1 − p0. The Neyman-Pearson (NP) test:

Λ(H1, H0)
H1

≷
H0

λ0, or equivalently,

(1 − r) z2
i − 4zi + 4

H1

≷
H0

2r log

(

λ0√
r

)

for a given false alarm probabilityα = P {“H1” |H0} = 0.05.

It has different forms in three cases. (a) Forr = 1: zi

H0

≷
H1

λ1 = norminv (α, 0, 1). (b) For r > 1:
(

zi − 2
1−r

)2 H0

≷
H1

λ2 = ncx2inv(α, 1, ( 2
1−r )2), where underH0, (zi − 2

1−r )2

has a noncentral chi-square distribution with1 degree of
freedom and noncentrality parameter( 2

1−r )2. (c) For r < 1:

315



(

zi − 2
1−r

)2 H1

≷
H0

λ3, whereλ3 = ncx2inv(1 − α, 1, ( 2
1−r )2),

similar to case (b). In the above,norminv andncx2inv are
functions in the Statistics Toolbox of Matlab. For all tests, the
decision error metrics are

DEM =
1

N

N
∑

i=1

l2

(

H
(i)
t , Hd (zi)

)

=
1

N

N
∑

i=1

l2(F
j
t , Fd (zi))

whereN = 100, 000 is the number of Monte-Carlo runs,F j
t

is the true distribution used to generatezi andFd (zi) is the
decided distribution, both on theith run, andl2(F

j
t , Fd) is

computed based on the fact that bothF j
t andFd are Gaussian

and that the Wasserstein distance between any two Gaussian
distributions is given by [7]

l22
(

N (µi, Σi) ,N
(

µj , Σj

))

= tr
(

Σi + Σj − 2
(

(Σ
1/2
i ΣjΣ

1/2
i )1/2

))

+
∥

∥µi − µj

∥

∥

2

2

Multiple cases were tested and the results for three of them
are given in Fig. 1, where the left column plots the distributions
(densities) for the hypotheses and the truth, while the center
and right columns plot DEM of the three tests corresponding
to, respectively, correct (p0 = p) and incorrect (p0 = 0.5p)
prior knowledge ofP{H0}.

It can be seen that the DEM results are quite intuitive. Note
that in the matched case withp = 0 or 1 the MAP test is
ideal. This is reflected perfectly in DEM. Forr = 1, ML and
MAP tests both have a DEM that is symmetric aboutp = 0.5,
while the NP test does not. This must be so because both ML
and MAP tests are symmetric w.r.t. the labeling of hypotheses,
while the NP test is not. In the matched case, DEM(MAP)≤
DEM(ML) and the equality holds iffp = 0.5. This makes
perfect sense. It is interesting to note that the NP and ML
tests both have a linear DEM vs.p.

X. CONCLUSIONS

A unified metric for comprehensive evaluation of decision
performance has been proposed. Other than the true data, it
does not need to know the ground truth—a surprise to many
people. It can handle many difficulties with ease, including
the cases with mis-specified hypotheses (i.e., the truth is not
in the set of hypotheses),M -ary, composite hypotheses, and
complicated truth. The metric is unified in that it is defined in a
way that is consistent for diverse situations, including distance
between data sets, between distribution functions, and between
a data set and a distribution function. The measure is truly a
distance metric and enjoys many additional nice properties
so that its results are unlikely to be counter-intuitive. Like
any comprehensive measure, however, our proposed metric
is more abstract than most existing measures and does not
reveal performance details. In addition, its accuracy may suffer
when both the true distribution and the decided distribution
are unknown and data sizes are small; its computation can be
intensive when a large data size is involved.
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