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Abstract – We report here on our effort to investigate the 
types of hard/soft information that can be realistically 
collected in an urban operational environment and to 
generate a data set that can be used for the development 
of hard/soft data fusion algorithms.  Specifically, we 
discuss: 1) sources of “hard information” (i.e. 
information from physics-based sources) and “soft 
information” (i.e. information from human-based 
sources), 2) conceptual examples of hard/soft fusion, 3) 
data collection requirements and strategy, and 4) 
conceptual requirements for future algorithms with 
reference points in ongoing work.  Specific techniques 
or frameworks for automated hard/soft fusion are 
beyond the scope of the effort being reported here. The 
presentation focuses on describing the context and 
requirements for hard/soft fusion at Joint Directors of 
Laboratories (JDL) Levels 1 and 2, and providing 
information about initial steps to generate a first-of-its-
kind hard/soft data set that will serve as a foundation 
and a verification/validation resource for future 
research.  
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1 Introduction 
The recent experiences of asymmetric urban military 
operations have highlighted the pressing need for military 
units to understand and influence the human elements in 
their operational environment [1].  Such understanding 
relies on all-source intelligence products that incorporate 
observations from hard and soft information sources to 
describe the state of the urban environment.  Here, “hard 
information” refers to information from physics-based 
sources, and “soft information” refers to information from 
human-based sources, including human reports, 
intercepted text and audio communications, and open 
sources such as newspapers, radio/TV broadcasts, and 
web sites.  The preparation of all-source intelligence 
products is currently a challenging, human-intensive task, 
and automated tools to aggregate hard and soft 
information would benefit future missions.   

Physics-based sensors such as radar and EO/IR 
cameras are effective in the detection and tracking of 
vehicles in open areas.  These sensors typically produce 
hard information such as the coordinates and heading of 
the vehicles, which is highly structured and amenable to 
representation with mathematical models.  In an urban 
environment, not only do clutter and occlusion limit the 
utility of these sensors, but often the sensors can not be 
placed where they are needed because they become 
vulnerable, particularly in conflict areas.  Additionally, 
physics-based sensors are not as effective in the detection 
of people, and much less from the stand off distances that 
are required to protect the sensors.  In these situations, soft 
information sources are critical in the detection of people 
and activities.  Soft information is not as structured as 
extractions from physics-based sensors; the detections are 
typically qualitative, open to interpretation, and often 
outright inconsistent.  These properties make the 
mathematical modeling of soft information very 
challenging.  However, it is apparent that both sensing 
modalities are complementary.   

To date, very little research has addressed the 
emerging area of hard/soft information fusion 
[2,3,4,5,6,7,8].  In fact, specific research problems have 
yet to be articulated precisely, and the research 
community does not even have an accessible data set, with 
coordinated hard and soft information, on which to 
explore initial ideas.  Here we describe initial progress 
towards generating such a data set to support the design of 
techniques and frameworks for hard/soft information 
fusion, and to assist in verifying and validating initial 
approaches.  The present paper is not intended to describe 
specific techniques or potential theoretical frameworks for 
hard/soft fusion.  It is intended to provide a basis, one that 
is currently notably missing, to support other future efforts 
that will result in new algorithms and approaches for 
automated hard/soft information fusion.  To prevent 
inadvertently biasing the data set, it is by design that its 
creation should not take place with specific approaches in 
mind.  It is in this context that the effort reported here is 
carried out. 

We begin in the next section by describing sources 
of hard and soft information that are available in an urban 
operational environment, and provide notional examples 
of useful hard/soft fusion and how they would be 
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represented in the data set.  Next, we outline a data 
collection protocol for recording coincident hard/soft 
information content, to be executed during operational 
exercises.  We conclude by discussing conceptual 
requirements on future algorithms and provide references 
to existing applicable work.  

2 Sources of Hard/Soft Information  
The information sources available to support urban 
operations span a variety of physical and human sensors, 
and they generate information elements that can be 
loosely classified as either hard or soft.  The physics-
based sensors create information by measuring physical 
properties with quantitative values, errors and biases.  The 
types of physics-based sensors commonly available 
include radars, infrared and visible light imaging sensors 
(GEOINT, or geospatial intelligence), signals intelligence 
(SIGINT) sensors, and other measurement devices 
commonly grouped under the term measurements and 
signatures intelligence (MASINT).  Friendly units are also 
often equipped with global positioning system (GPS) 
receivers, and they periodically report their location back 
to command and control centers.  All of these sensing 
modalities generate information elements that have 
mathematical representations, and therefore serve as 
inputs to semi-automated or automated processing 
techniques.  Physics-based sensor measurements directly 
or indirectly result in observations of objects like vehicles, 
buildings, transmitters, and geographical features.  For 
these objects, physics-based sensors provide information, 
as applicable, about properties like location, spatial extent, 
signal frequency, and signal location.  

Soft information sources are fundamentally different 
in that their information content tends to be more 
qualitative and requires significant context for complete 
interpretation.  Examples of soft information sources are 
human intelligence (HUMINT), open source intelligence 
(OSINT), and communications intelligence (COMINT), 
which is human communications derived from SIGINT 
sources.  Soft information sources, by definition, include a 
human observer somewhere along the measurement chain.  
Because humans use inherently qualitative models to 
represent the world they perceive, and because they 
communicate observations using context-dependent 
languages over bandwidth-limited channels (e.g., writing, 
facial expressions, and spoken languages), humans 
regularly introduce subjective content into their 
descriptions.   

Another characteristic of soft information sources is 
that they are often the only observers of complex entities 
such as people of interest, institutions, cultures, and 
insurgent cell activities.  Complete observability and 
modeling of any one of these entities eludes the capacity 
of a single person, and therefore the resulting human 
descriptions are understandably incomplete.  The human 
element of soft information sources makes them 
indispensable in the urban landscape, yet this same feature 
complicates the design of machine, human-machine, or 
even human-only soft information processing systems.  

Figure 1 summarizes example information reports 
available in an urban operation.  The information elements 
are listed under the generating source, each corresponding 
to selected, and generally accepted, intelligence 
disciplines [9].  Items above the diagonal are soft 
information elements, while items below the diagonal are 

Figure 1: Representative information elements in an urban operation.  Information elements are placed in the table 
according to generating source (header row) and classification between hard and soft information (below and above the 
diagonal, respectively). The sources correspond to selected intelligence disciplines described in [9]. HUMINT and OSINT 
sources provide mostly soft information, and they are significant sources of information on the human activities in the 
urban environment.  SIGINT, GEOINT, and MASINT provide mostly hard information, but also soft information that must 
be interpreted by humans (e.g. COMINT, shown as intercepted audio, imagery, or video). 
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hard information elements.  As the figure illustrates, the 
terms hard and soft information are defined here as 
opposite endpoints along a continuum of information 
classification, with the level of human interpretation 
required to extract unexploited information elements 
being the discriminating factor.  In addition, physical 
sources can provide soft information, in the sense that 
reports like audio intercepts and imagery require 
significant human interpretation.  Likewise, HUMINT and 
OSINT can produce bits of hard information like 
coordinates, and these can be manipulated by machine 
assuming translation has occurred.   

The complementary information content of hard and 
soft information makes correlation and fusion desirable.  
No single instance of an information source has complete 
observability over the dynamic and complex entities 
relevant in urban operations, and so the collection, 
aggregation, and fusion of that information is key to 
developing higher level understanding.  Recognizing this 
need, the recently updated U.S. Army Counterinsurgency 
Field Manual [1] discusses all-source intelligence, calling 
out requirements of the counterinsurgency mission and 
identifying challenges like the “need to understand 
perceptions and culture, need to track hundreds or 
thousands of personalities,” and the local and dynamic 
nature of insurgencies.  The fusion of hard and soft 
information elements of Joint Directors of Laboratories 
(JDL) Levels 1 and 2 is the foundation on which this 
requirement can be met [10].  Examples of such fusion are 
discussed in the next section. 

3 Examples of Hard/Soft Information 
Fusion 

The fusion of hard and soft information can produce 
estimates about targets that are not possible with hard or 
soft information alone.  The following are examples of 
how hard/soft fusion can improve the performance of 
Level 1 and Level 2 fusion. 

The primary objective of Level 1 fusion is tracking 
and identification of individual targets.  By observing the 
kinematic (position and velocity) and classification (e.g., 
size) states, hard information sensors provide essential 
reports that can be associated to form tracks and estimate 
states of individual targets.  However, the lack of 
persistent sensing makes tracking in urban environments 
difficult.  HUMINT reports such as “white car speeding 
through red light at A and heading to B” can connect 
tracks over sensing gaps of physics-based sensors if they 
can be fused with hard sensor data.  Additionally, the 
descriptor “speeding” in the report provides behavioral 
information for predicting future target motion useful for 
associating hard sensor reports.  

Tracking persons of interest in an urban environment 
is especially challenging without using HUMINT reports 
since few physics-based sensors observe people directly 
or provide good identification.  On the other hand, 
soldiers on patrol can interview neighbors for sightings of 
these individuals of interest.  These soft reports can be 
correlated with video and other physics-based sensor 
measurements on vehicles carrying the individuals.  

Figure 2: Conceptual representation of an example from the proposed data set.  The small rectangles represent 
enemy and benign ground truth events occurring at different times and locations.  Threads of enemy activity are denoted 
by connected red rectangles, and they are observed by a mix of hard/soft information sources.  In this example, the 
correlation of hard/soft information links a nervous driver in a white car to another vehicle known to have visited a 
suspected cache site.  The link helps focus attention to locations visited by the tracked vehicle, creating an opportunity for 
further collection or for inferring intent. 
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HUMINT can also provide the usual routes followed by 
certain individuals and likely stops to assist in tracking.  
In fact, the ultimate goal of tracking should be to connect 
both hard and soft reports to general physical tracks on 
locations as well as event tracks on activities undertaken 
by the targets. 

The goal of Level 2 fusion is to understand the 
behaviors of entities and/or relationship among entities.  
Since behaviors and relationships are very much soft 
information, Level 2 fusion always involves fusion of soft 
information (source data and entity models).  However, 
hard data also plays an important role in Level 2 fusion.  
Consider the problem of analyzing the behavior of an 
individual to determine whether he is engaged in hostile 
activity.  Soft reports such as “overheard statements about 
IED planning” (in Figure 2) provide direct indicators.  
However, these reports will be a lot more useful if they 
can be correlated with tracks with location position.  Such 
location tracks are usually obtained from physics-based 
sensors. 

Social network analysis is a very important Level 2 
fusion function in counterinsurgency operations [1].  
Information for constructing social networks is generally 
obtained by interviewing people or searching open source 
records.  This is certainly a problem of soft fusion. 
However, physics-based sensors can also provide missing 
links in the network.  For example, if the tracks of two 
vehicles meet on a regular basis, one may infer that 
activities of their drivers or passengers are related. 

A very important type of soft information is 
contextual information.  Context is useful for Level 1 
fusion and crucial for Level 2 fusion.  For example, a 
traffic report such as “congestion on road C” can be used 
to adjust motion models for predicting target states and 
associating hard sensor reports in Level 1 tracking.  
Contextual information on the location and time of the 
meeting can be an indication about whether the meeting is 

innocent or suspicious. 

4 Data Collection Requirements and 
Strategy 

To be useful in algorithmic development, a data set for 
fusing information types needs to contain information 
elements from a wide variety of sources, and the 
information elements must represent coincident collects of 
the same underlying truth activities in order to be 
correlatable and fusionable.  Table 1 outlines four 
requirements for the data set and provides a short 
motivation for each.  The remaining section discusses 
considerations on how the data set should be collected to 
ensure the requirements are met. 

To generate a realistic data set in a controlled 
environment, the raw data could be collected during live 
training exercises.  Live exercises enable units to train in 
an urban environment against a role-playing opposition 
force (OPFOR).  As part of the training, the OPFOR 
conducts operations, such as launching mortar attacks and 
implanting improvised explosive devices (IEDs), 
simulating the activities of real-world insurgents.  A key 
advantage of performing the data collection at a training 
exercise is the opportunity to verify many of the activities.  
For example, training units and the OPFOR can be 
outfitted with GPS units to record their locations 
throughout the exercise.  In addition, OPFOR members or 
neutral observers can be tasked to log the steps leading to 
significant events such as implanting an IED.  For these 
reasons, the live exercises serve as a unique, 
operationally-relevant environment for the data collection.  

The hard information reports for the data set can be 
obtained by monitoring the live exercises using a suite of 
physics-based sensors.  Ground- or airborne- radars can 
collect information as the units train, providing vehicle 
detections and SAR imagery for analysis.  EO and IR 
sensors can be similarly employed, providing raw video 

High-level Requirement Motivation 

Data should be realistic The information elements should, as much as possible, represent 
data that is available in urban operations.  In addition, the data 
should contain sufficient levels of clutter, reflecting the operational 
reality. 

Entities and threads of interest 
should not be identifiable by the use 
of hard or soft information alone 

To exercise the objective fusion functionality, algorithms being 
applied to the data set should exploit both types of information 
jointly 

True threads and entities of interest 
should be verifiable 

The evaluation of how algorithms perform on the data set depends 
on knowing the underlying truth.  Ground truth is difficult to obtain in 
operational situations, so acquiring it in a controlled exercise 
enables computing valuable engineering and performance metrics. 

Volume of data should be high 
enough 

The overload of information is a significant challenge in operational 
situations, and the data set should reflect this fact.  In addition, 
different types of fusion opportunities will result in a richer data set 
for experimentation.   

Table 1: Data set requirements 
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and imagery to support the detection of OPFOR events.  If 
transmitters are scripted into the OPFOR activities, 
SIGINT sensors can also be deployed to provide signal 
location and intercepts.  MASINT sources can also be 
used, for example, to provide invisible fences for intrusion 
detection [11].  The hard information should be geo-
registered and time-tagged to allow for space-time 
coincidences between the data to be exploited.  

The complementary soft information can be 
collected from artifacts created by the training units, and 
from embedding neutral observers in the exercise to 
witness and capture significant events.  As training units 
practice normal operations in an exercise, they record day-
to-day information such as pilot and patrol debriefings, 
presentations on situational assessments, and intelligence 
analyst results.  It may also be possible to record radio 
transmissions between the troops or electronic 
communications like email.  The training units may also 
include HUMINT collection teams, and observations from 
role-played civilians can provide helpful information 
regarding people and groups of interest.   

Neutral observers with knowledge of OPFOR 
activities can also be placed in strategic locations to 
increase the amount of soft information collected, and in 
particular to engineer coincidences with known physics-
based sensor collection plans.  Although this source would 
not be present in a real-world conflict, it increases the 
quantity of soft information, providing added material for 
compiling the final data set.  These observers would be 
tasked with obtaining semi-structured data by filling out 
simple templates during the exercises.  A sample template 
may contain:  

 
who:   
what activity/event: 
the target of the activity/event: 
time: 

specific place: 
general location: 
source of the information: (e.g. the observer, a soldier's 
report, a civilian report) 
additional notes: 

 
Each of these fields can be filled in with 

unstructured text—whatever it is that the observer can 
write down.  During the data analysis phase, an 
unstructured text version incorporating all of the fields of 
each template can be constructed.  Although the semi-
structured data may be somewhat more amenable to text 
processing given the current state of the art, the 
unstructured text versions will provide more realistic and 
challenging tests. 

In addition to these templates, photographs of textual 
data that may be written on flyers, newspapers or walls 
can also be stored.  During data analysis, the images can 
be stored in a database, along with transcriptions of the 
text.  Other sources or means of collecting data may also 
be possible.  For example, placing microphones and 
recorders on neutral observers can complement the 
completed templates.  The recordings themselves can be a 
source of very unstructured soft information, and they can 
also be used in the analysis phase to confirm or 
supplement the form data.   

After collecting the raw hard and soft information, 
the data must be organized to create a product useful for 
researchers.  The individual reports should be indexed by 
time and location.  Selected artifacts may also require 
transcription, but the raw artifacts should be preserved to 
test future algorithms against varying levels of structure.  
Analysis of the data will identify threads of events that 
were captured using both hard and soft information.  
Where particularly significant truth activities are not fully 
sampled by one or the other modality, or if data are 
sparse, synthetic observations can be generated to 

Figure 3:  Potential Hard and Soft data processing chain includes translation and normalization of data and errors 
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supplement the actual collection. 

5 Conceptual Requirements for Future 
Algorithms 

Hard information fusion methods have four main 
components: (i) a semantics for information, (ii) data 
extraction and representation methods, (iii) 
characterizations of sensors using constructs of the model, 
and (iv) a set of computational tools to efficiently reason 
with the data. We expect soft fusion methods to have 
similar components, as shown on Figure 3. We discuss 
these components and suggest potential directions for 
their development in this section. The discussion will use 
a probabilistic viewpoint for the most part, but it will be 
important to explore other approaches. A brief discussion 
of other points of view is given at the end of the section.  

5.1 Semantics for Soft Information 
The model (interpretation) for hard information is a 
conditional probability distribution defined on an 
appropriate probability space.  Consider statements such 
as X = “I am 70% sure that it was a red truck and 90% 
sure that it was a car” or Y = “I am more sure that it was a 
green car than a red truck.” How should we interpret such 
statements? One way is to use subjective probability 
[12,13,14,15] which interprets each statement as defining 
an affine set of probability assessments.  A probability 
assessment is an assignment of numbers to some events. It 
needs not be a probability distribution, but a probability 
distribution is a probability assessment. A probability 
assessment that is a probability distribution is also called 
coherent.  Using this representation, statement X may be 
modeled as a set of probability assessments that are not 
probability distributions, as shown on the top part of 
Figure 4.  Statement Y may be interpreted as a 
comparative probability.  A comparative probability is a 
(partial) binary relation and defines an affine set of 
probability assessments. The bottom of Figure 4 depicts a 
model for statement Y.  There is an extension to 
conditional probability assessments [14] that is more 
suited for fusion applications.  

The example considered above is very simplistic and 
does not capture many forms of soft information, for 
example, social relationships between targets.  In general, 
the elements of the sample space may be instantiations of 
some complex schema and not just positions and 
velocities of targets.  Thus, the framework of probabilistic 
logic may be needed for a model for soft information.  

5.2 Data Extraction and Representation 
Though these issues are present in hard information 
fusion, they assume a significantly higher complexity 
level in the case of soft information fusion. Since the raw 
data is unstructured, we need to determine what parts of 
the data are relevant for fusion and represent the relevant 
data using the constructs of the model. In the simple 
example “I am more sure that it was a green car than a red 

truck”, this involves parsing the data to arrive at an 
inequality relating the probability of a green car to the 
probability of a red truck. In some cases, this translation 
from raw data to soft information model can be performed 
automatically but, in most cases, a human translator would 
be needed.  The delineation of the types of information 
that can be automatically translated from the types that 
require human translation and soft data collection 
procedures that take this delineation into account will be 
an important issue for the success of hard/soft fusion.  

5.3 Sensor Characterization 
In the case of hard information, sensors are characterized 
by probability distributions that describe sensor errors 
(noise, bias) and conditional probability distributions that 
describe data given sensor errors. Such a characterization 
is essential for two reasons. First, it normalizes different 
sensors to a common plane for fusion and comparison. 
Second, it enables prediction of expected data which is 
needed for updating information. To develop normalized 
characterizations for soft sensors, we need to identify 
different types of errors for a given soft sensor as well as 
understand the relationship (e.g. correlation) between 
different soft sensors. The fuser needs the characteristics 
of errors in normalized data or the upstream semi-
structured data, which can be modeled in the same 
information framework. However, they are tied to the 
errors in raw data further upstream. The most important 
class of raw data errors derives from the (human) sensors 
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having inherently error-prone qualitative models for the 
world they detect, and the fact that they communicate 
those observations using inherently qualitative channels 
open to interpretation (i.e. verbal, facial or written 
language).  The representation of such errors requires a 
more expressive language (which usually has higher 
descriptive computational complexity). 

5.4 System Models and Relationships 
The state variables to be estimated, their dynamics and the 
relationships among themselves and to sensed quantities 
are known in many hard fusion problems. The state 
variables for hard/soft fusion may include physical 
quantities such as target position and soft quantities such 
as social networks.  Generalizations of state variable and 
system state appropriate for hard/soft fusion are given by 
schema (e.g. database schema) and schema instantiations 
in an appropriate domain of discourse.  For instance,   

TargetInfo=(ID, Associates, location, ...)
Associates = (Associates, ID)

 
 
 
 
 

 

might be a target’s “state variable”.   The quantities 
“ID,” “Associates,” etc, are called names in database 
theory [16]. Some names like “ID” and “location” which 
appear only on the right hand side of the equality are 
called zero-order names, while those that appear on both 
sides are called higher-order names. As in database 
schema, there will be data integrity constraints (type 
constraints, functional dependencies, transition 
constraints, etc.) that the states will have to satisfy. 
Knowledge of domain experts and a variety of model 
discovery methods will be needed to define of names, 
schema syntax and integrity constraints that adequately 
represent the problem domain.   

5.5 Computational Tools for Hard/Soft 
Fusion 

Once a common interpretation for hard and soft 
information is available, the problem of hard/soft fusion 
can be posed as a computational problem that current and 
future tools will solve.  For the simple example discussed 
earlier, one idea is to perform standard Bayesian fusion of 
hard information and coherent soft information (see 
Figure 5) and then to choose a fused probability 
distribution according to some criterion. Good 
computational problem formulations and associated 
numerical solvers will be needed. 

Thus far, the described framework for soft-hard 
fusion is that of probability, which is the natural 
framework for hard information. In this case, soft 
information is interpreted as probability assessments or 
more generally in probabilistic logic [17]. But many types 
of soft information may not be amenable to probabilistic 
interpretation. Some information may be more easily 
represented and interpreted in first order logic as many 

soft sensors are databases.  Logical inference, combined 
with probabilistic models such as Markov logic networks, 
offer one possible means of capturing soft information 
[18]. There are excellent computational methods for 
fragments of deductive reasoning [19] and one could 
envision a deductive framework for hard/soft fusion. Yet 
other types of soft information are qualitative (human 
feeling or vague estimate, measurement, hunch) and, for 
these, fuzzy logic may be the appropriate framework. It is 
very likely that there is no single framework that can 
capture hard/soft fusion problems and that multiple 
frameworks and associated computational tools will be 
needed. 

6 Conclusion 
Contemporary military urban operations rely on the 
processing of both hard and soft information to achieve 
their goals.  However, automated tools for aggregating 
and fusing hard/soft information are still not available.  
The development of a hard/soft information fusion data 
set will provide researchers with a set of concrete 
examples, facilitating both problem definition and 
algorithm development.   
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