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Abstract – This paper defines and relates several 
important concepts in data fusion and natural language 
understanding: situation, relation, relationship and 
context. In data fusion – as in other problem-solving 
applications – contextual reasoning involves inferring 
desired information (“problem variables”) on the basis of 
other available information (“context variables”). 
Relevant contexts are often not self-evident, but must be 
discovered or selected as a means to problems-solving. 
Therefore, context exploitation involves an integration of 
data fusion with planning and control functions. These 
concepts can be generalized to apply in very diverse 
context exploitation applications, to include natural 
language understanding; which similarly involves data 
alignment, association and estimation of speaker/ 
authors’ intended meanings and references. Discovering 
and selecting useful context variables is an abductive 
data fusion/ management problem that can be 
characterized in a utility/ uncertainty framework.  
 
Keywords: Situation, relation, relationship, context, 
anaphora, data association, problem-solving, natural 
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1 Situations and Situation Assessment 
Level 1 data fusion is concerned with estimation of states 
of entities considered as individuals. In contrast, Levels 2 
and 3 fusion are concerned with estimation of entities 
considered as aggregates (termed “situations”) [1,2].1 

Characterizing situations is generally a matter of 
assessing the states of situation constituents and their 
relationships. Situation Assessment also can involve 
characterizing situations and their constituents on the 
basis of relational and situational context. In this paper, 
we examine these inter-related concepts: situation, 
relation, relationship and context. 

As an example, consider the problem of characterizing 
an enemy air-defense system (Figure 1). Assume that a 
                                                
1 Level 3 is distinguished from level 2 on the basis of 
relationship between the estimated states and the information 
used to estimate that state. Specifically, the distinction is between 
states that are observed and states that are projected; e.g. 
predicted future states [1]. Per the JDL model, we use ‘data 
fusion’ as a comprehensive term including sensor and 
information fusion, etc. [2] 

single radar signal has been detected. On the basis of a 
stored model of radar signatures, it is recognized that this 
is an emission from a certain type of fire control radar in a 
target acquisition mode (a level 1 inference).  

Furthermore, the recognition model indicates, with 
some confidence, that radars of this type are strongly 
associated with a particular type of mobile surface-to-air 
missile (SAM) battery, which generally includes four 
missile launchers of a certain type. On this basis, the 
presence, activity state and composition of a SAM battery 
and associated missile launchers are inferred.  

Fire Control 
Radar

SAM Battery

Missile 
Launchersx1

x2 x3
x4

x5

x6

 
Figure 1. Example of Situation Assessment inferences 

All of this information can be inferred, with various 
degrees of certainty, from the single piece of data: the 
intercept of the radar signal. This is done on the basis of a 
recognition model of entities, their relationships, the 
observable indicators of entity states and relationships and 
of expectations for related entities and of additional 
relationships. 

As defined in the next section, the SAM battery – with 
its constituent equipment and their attributes, activities 
and interrelationships – may be considered to be a 
concrete situation. As such, it can be described both 
semantically (e.g. as a situation of a particular type: SAM 
battery, military unit, cluster of equipment, etc.) and 
operationally (e.g. as an element of a parent air defense 
regiment, as a defending a particular region, as engaging 
certain hostile aircraft, etc.).  

1.1 Relations, Relationships and Situations 
Relations and relationships are essential to the 
representation, assessment and practical exploitation of 
situations. Let us consider the ontology of these items. 

We find it useful to distinguish between relations, 
construed to be abstractions (e.g. Marriage), and 
relationships, which are anchored to sets of referents 
within a situational context (e.g. Anthony’s marriage with 
Cleopatra, Othello’s marriage with Desdemona, or 
Hamlet’s marriage with Ophelia). As the latter two 
examples indicate, such contexts are not necessarily 
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factual, either in the real world or in an assumed fictional 
context. Explicitly defined: 

• A relation is an abstraction, represented by an m-
place predicate. For convenience we include relations 
where m=1; i.e. attributes; 

• A relationship is an instantiated relation, consisting 
of an m-place relation and n<m entities, which are 
arguments of the relation. Relationships are concrete 
if n=m). They are abstract if they have free or bound 
variables.2 

Relationships can be represented by means of factor 
graphs (Figure 2). Relationships (the square symbols) are 
second-order relations among a one n-place relation and 
m<n entities which are arguments of the relation. 

r

f1

x1 x2

a. Relational instantiation

r

f1

x1 x2

f2

c. Multiply instantiated relation
with the same members

b. Multiply instantiated relation

r

f1

x1 x2

f2

x2

Figure 2. Factor graph representation of relationships 

This is illustrated in Figure 2a, in which entities x1 and x2 
and relation r form a relationship f1. For example, let x1 be 
the fire control radar and x2 one of the missile launchers in 
the SAM battery of Figure 1. If r is the relation “conveys 
information to,” then relationship f1 is the relationship of 
the radar x1 providing information to the launcher x2. 

The relationship entities fi are necessary to distinguish 
among instantiations of relations. Following the same 
example, Figure 3b depicts two “conveys information to” 
relationships, such that x1 conveys information both to x2 
and x3. Finally, Figure 3c depicts the same relation 
applying both to x1 and x2. 

                                                
2 A relationship is distinct from the associated n+1-tuple 

<r(m),x1,…,xn>, n<m, comprising a relation and one or more 
entities so related. This n+1-tuple is equivalent to an infon 
(r(m),x1,…,xn,h,k,p) with free variables for place, time and 
polarity; allowing us to distinguish between a relationship and 
where, when or whether it occurs [3]. The reification of relations 
allows us to relate one relation to another. In this way attributes 
of relations can be inherited; e.g. from “…provides information 
to…” to “…communicates with….” It is useful to reify 
relationships as well, to distinguish them both from abstract 
concepts (relations) and from the spatio-temporal setting in 
which a relationship occurs (as in an infon). The mapping from 
n+1-tuples to relationships can be many-one, because the same 
entities <x1,…,xn> may be related multiply by the same relation. 
Spatial and temporal variables may distinguish some of these – 
e.g. Elizabeth Taylor’s two marriages to Richard Burton – but 
not necessary all. For example, x may simultaneously have two 
contracts with y. The type of relationship may be the same, at 
some level of abstraction – e.g. land-use contract – but the 
relationships – the individual contracts – are distinct. 

1.2 Relationships and Situations 
We define a concrete situation as a set of relationships 
(i.e. of fully anchored relations) [1].3 Sets of relations of 
which some are not fully anchored are abstract situations. 
Like relationships, situations can be conditional, 
hypothetical, fictional or otherwise counter-factual. 

As an example, Figure 3 shows a simple factor graph 
for the SAM battery tracking a target aircraft. The 
situation as represented involves seven relations (ri) and 
seven other entities (xj), organized into 17 relationships 
(fk).  

r1 …is a SAM battery 
(of type W)

r2 …is an element of…
r3 …provides target 

information to…
r4 …is a fire control 

radar (of type X)
r5 …is a missile 

launcher (of type Y)
r6 …is an aircraft (of 

type Z)
r7 …is tracking…

r3

f7 f8 f9 f10

f6

x2

f12

f2

x1

f11

r4

f1

x3

f13

r5

r2
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r1
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f14
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f4

x7 r6f16

f17

Missile   LaunchersRadar

Target Aircraft SAM Battery
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Figure 3. Factor graph representation of a situation 

This is a relatively simple example of the many situations 
that could be described concerning the SAM battery. We 
could have included in our situation description spatio-
temporal or operational relationships (e.g. missile 
launcher x2 has responsibility for defending the north 
quadrant). We could have decomposed the situation 
further, revealing structure at a finer granularity; e.g. 
distinguishing the radar hardware and software 
components, such as the target tracking algorithm. The 
particular interests of some agent determine which 
situations are under consideration.4  

Furthermore, because these interests are often not 
subject to precise definition, the set of relationships that 
comprise a given situation may be a fuzzy set [1]. 

2 Situation Assessment 
Data fusion is a process for estimation and prediction: 
including estimation and prediction of situations.  

As a working definition for ‘Situation Assessment’, we 
use that of the JDL model revision presented in [2]:  

Situation Assessment is the estimation and prediction of 
structures of parts of reality (i.e. of aggregations of 

                                                
3 Therefore the unit set of one relationship is itself a situation; it 
will be convenient to conflate the notion and say that 
relationships are situations. The membership criteria for 
relationships to be included in situations are often fuzzy [1]. 
4 This we take to be the intent of Devlin’s [3] informal definition 
for ‘situation’ as ‘a structured part of reality that is discriminated 
by some agent’ [3, p. 31, paraphrased]. However, the agent 
should not be part of the definition: much like the noise of a tree 
falling in the forest, a situation can exist without being noticed or 
cared about.  
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relationships among entities and their implications for 
the states of the related entities) [2]. 

Situation Assessment – whether implemented by people, 
automatic processes or some combination thereof – 
involves inferences of the following types: 

a) Inferring the presence and the states of entities on the 
basis of relationships in which they participate; 

b) Inferring relationships on the basis of entity states 
and/or other relationships; 

c) Recognizing and characterizing observed situations; 
d) Projecting unobserved (e.g. future) situations. 

In Situation Assessment, hypotheses concerning 
relationships and situations are built and evaluated. These 
relationship and situation hypotheses can also be 
represented as factor graphs. In Situation Assessment (as 
in all data fusion), the characteristic relationships are 
epistemic – i.e. between the information system (or 
cognitive agent) and inferred world states -- reflecting the 
beliefs of the information system. The uncertainty in these 
beliefs needs to be represented by an uncertainty metric – 
e.g. a likelihood – in the relationship function.  

3 Context 
The problem of context has a long history in such diverse 
fields as Linguistics, Epistemology, Cognitive Psychology 
and Artificial Intelligence. Challenges related to context in 
all these applications are (a) how to formally define and 
represent context and (b) how to discover and reason about 
relevant contexts for particular applications. The majority 
of existing context-related publications are concerned with 
the problem of context definition and representation, while 
the problem of context discovery rather rarely addressed.  

Following [4] we shall survey the context models most 
applicable to information fusion: (a) Key-Value Models, 
(b) Ontology-based models, and (c) Logic based models. 

Key-Value Models are the simplest way of representing 
context. They provide values of context attributes as 
environmental information and utilize exact matching 
algorithms on these attributes. These models may suffice 
for use in Level 1 fusion, but they lack capabilities for 
complex structuring required by higher level fusion. 
 Ontology-based models provide a formal and uniform 
way for specifying core concepts, sub-concepts, facts and 
their inter-relationships to enable realistic representation 
of contextual knowledge for reasoning, information 
sharing and reuse.  

Logic-based models define context as facts, expressions 
and rules. Usually contextual information is used in a 
logic-based system in terms of facts or information 
inferred from rules. McCarthy [5] defines contexts by 
axioms describing and interrelating concepts. McCarthy 
introduced a basic context related notation: ist(c,p), 
meaning that a logical sentence p holds in the context c, 
where c is meant to capture all that is not explicit in p that 
is required to make p a meaningful statement.  

Multicontext Systems [6] define context as a specific 
subset of the complete state of an individual entity that is 

used for reasoning about a given goal; it is seen as a 
(partial) theory of the world, which encodes an 
individual’s subjective perspective about it.  

Another representative of this type of approach is the 
Extended Situation Theory [7], which expands Situation 
Theory [3] to model the context with situation types 
corresponding to objects of Situation Theory. The variety 
of different contexts is addressed in the form of rules and 
beliefs related to a particular point of view.  

The Sensed Context Model proposed in [8] is similar to 
the Extended Situation Theory. It uses first-order predicate 
logic as a formal representation of contextual propositions 
and relationships.  

Ontology-based models as well as logic-based models 
can provide a high level of formality in description of 
contextual information.  

The growing interest in the problem of context in data 
fusion (see, e.g. [9]) is the result of increased attention to 
higher-level fusion, in which context is an essential factor. 
Beside the general challenges of representing and 
discovering relevant contexts, the utilization of context in 
fusion applications raises further questions concerning (a) 
the relations between situations and context and (b) the 
way that contextual reasoning is affected by the 
uncertainty inherent in fusion problems.  

Generally speaking, context is used in data fusion to 
• refine ambiguous estimates; 
• explain observations; and 
• constrain processing, whether in cueing or tipping-off 

or in managing fusion or management processes. 

Context can be assessed either from the inside-out or from 
the outside-in. These relate to the notions of “context-of” 
(CO) and “context-for” (CF) presented in [10]: 

a) CO: We can have certain expectations based on 
situations; e.g. “in the context of the present 
economic and political situation, we would expect 
an increase in property crime.”  

b) CF: Alternatively, we can assess referenced items – 
whether individual entities or situations – in context: 
“the economic and political situation provides a 
context for understanding this crime.”  

In the second use (CF), context is relative to one or more 
reference items. The reference items (RI) for which 
context is considered can be either an entity or an entity 
attribute for level 1 estimation or a set of entities and their 
relationships (i.e. a situation at some level of granularity).  

In other words, context-for is a notion that is relative to 
a problem to be solved (as in the formulations of [6] and 
[7]). One’s assessment of RIs – whether individual 
entities, relationships or situations – can be conditioned on 
larger situations in which these occur. We can call these 
larger situations problem contexts. The specific RIs of 
interest can be defined as a set of state variables that an 
agent wishes to evaluate. We call these problem variables.  

A data fusion problem may be stated in terms of a set of 
problem variables and a utility function on the accuracy of 
evaluating these variables. Let us consider how contexts 
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can be used in evaluating problem variables to meet utility 
objectives.  

3.1 Estimation and Inference 
A general functional and epistemological distinction can 
be drawn between refinement and inference of values of 
variables. In many data fusion problems, multiple 
measurements of a given variable are filtered to refine the 
estimate of that variable; exploiting independence in the 
measurement-to-measurement noise. Bayesian and 
Dempster-Shafer classifiers are examples of refinement 
(filtering) processes.5 

Often, however, the variables to be estimated are not 
themselves measured, or are not measured with sufficient 
accuracy to meet users’ needs. In such cases, the values of 
problem variables may be inferred (totally or partially) on 
the basis of other variables. Such inference assumes a 
model of the dependencies between measurement 
variables and problem variables. Inference methods 
include Bayesian Belief Networks and Neural Networks.  

We may distinguish, then, between explicit problem 
variables and ancillary variables used in inference. Let us 
call the latter context variables. A set of items and 
relations defining a CF can be called a set of context 
variables {CVi}, while a set of items and relations of 
interest (the RI) constitute the problem variables {PVi}. 

Accordingly, we can define a problem context as itself a 
situation, comprising a set of relationships involving 
context variables and problem variables. 

Because the variables to be estimated in Situation 
Assessment – relationships and relational structures – are 
generally not directly observable, Situation Assessment is 
usually concerned with variable inference, rather than 
with variable refinement. Therefore, Situation Assessment 
is largely dependent on models – ontologies – to 
recognize dependencies among observed and inferable 
variables.  

Both context variables and problem variables may be 
known a priori and both can contain static and dynamic 
variables. For example, context variables in ground target 
tracking can include the local terrain (static variables) and 
weather (dynamic variables).  

Since estimation and reasoning in fusion inherently 
involves uncertainty, we can say that the value of a 
problem variable PVi is pvi with plausibility pli in a certain 
context CFj for which this problem variable is a reference 
item: |( ) .

ji i CF ipl PV cv pl= = 6 Context variables can serve as 
problem variable when they represent reference items for a 
different CF. 

                                                
5 Most tracking filters (KF, etc.) filter not the input measurement 
variables but inferred target state variables. 
6 Plausibility here can be replaced by another uncertainty metric 
– belief, possibility, probability, etc. – depending of the 
uncertainty theory considered. 

Real World
RI2

CF(RI1)
Context variables

RI1
Problem variables 
of reference item

 
Figure 4. Hierarchical relationships between RI and CF 

Figure 4 represents hierarchical relationships between 
reference items and contexts for these items.  

Dependencies between problem variable and context 
variables can be represented by means of factor graphs 
that contain the problem situation as a subgraph. Consider, 
for example, the classic level 1 data fusion problem of 
characterizing the location, type and activity state of the 
fire control radar x1 of Figure 1. 

If measurements are directly available for some or all of 
these problem variables (perhaps target location in the 
example), then estimates may be refined by filtering. 
Additionally, measurement variables – e.g. RF signature 
parameters – may provide information by which (other) 
problem variables may be inferred (target type and 
activity state in the example).  

Additionally, information about other factors in the 
physical or geo-political environment might be exploited. 
For example, we may take knowledge about ambient 
weather, force structure relationships, tactical doctrine, 
maintenance history, crew training and morale, etc. as 
contextual variables for use in evaluating the stated 
problem variables: the location, type and activity state of 
the fire control radar x1. 

3.2 Context Exploitation in Data Fusion 
Context variables are typically chosen on the basis of their 
utility in solving a given problem. This utility, of course, 
depends on the type of problem. Data fusion includes 
problems of data alignment, data association (hypothesis 
generation, evaluation and selection) and estimation.  

3.2.1 Context-Sensitivity in Estimation and 
Understanding 

The input data variables used in solving an estimation 
problem may themselves be measurements of the problem 
variables. In such a case, the fusion problem involves 
direct estimation or filtering. On the other hand, an input 
may be a measurement or a report of a variable other than 
an explicit problem variable. Rather, it may be correlated 
in some way with one or more problem variables. That is 
to say, it may be a context variable. Inference in such 
cases may make use of the mutual information between 
problem and selected context variables, X and Y 
respectively, if such statistics are known: 
 .

)(),(
),(log),(),( ∑∑

∈ ∈
=

Xx Yy ypxp
yxpyxpYXI  
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Examples of context variables include the obvious 
extra-target attributes of the geographic, organizational or 
operational environment of a target of interest. They also 
include attributes of a target other than those explicitly 
requested for estimation in a fusion problem, as in the 
above fire-control radar example. 

In estimation, context variables are selected on the basis 
of the information their evaluation provides in evaluating 
the given problem variables to a given resolution (i.e. 
degree of accuracy) and the net utility of that resolution, 
given a (user-provided or assumed) utility function on 
such resolution and the cost of the planned action. 

Context plays an essential role in higher level fusion, in 
which variables of interest include relation- and situation-
variables. Besides being useful in evaluating specific 
object attributive and relational states (CF), context 
provides a means for understanding expectations for and 
implications of such states (CO). Generally, the larger 
context in which a problem is considered, the more fully 
will it be understood; being conditioned on a larger 
number of mutually independent context variables. 

Once again, reasoning about entities and relationships 
while considering them as reference items for CF 
corresponds to reasoning about situations. Such reasoning 
produces an answer to the question, “what is going on in 
the part of the environment corresponding to the reference 
item(s) within a specific context CF.” Various information 
needs may require assessment of RI and CF at various 
times and at different levels of granularity.  

3.2.2 Context –Sensitive Data Association 
Many data fusion approaches require data association as a 
precondition for state estimation. A familiar problem in 
data fusion is that of report-to-track association. Context 
variables may be selected on the basis of the information 
their evaluation provides in associating data to perceived 
entities (“tracks”). Familiar examples in level 1 data 
fusion include trafficability-constrained tracking, feature-
aided tracking and target recognition via scene 
understanding.  

A level 2 example is the assessment of a suspect’s prior 
convictions as a means of determining the likelihood that 
he has committed a particular crime.  

3.2.3 Context –Sensitive Data Alignment 
Data alignment directly affects, and is often taken as is a 
necessary precondition for, data association and 
estimation. Data alignment functions can include format 
normalization, spatial registration, measurement 
calibration, and confidence normalization. In [2], we 
argue that data alignment itself involves both data fusion 
processes for estimating system biases (JDL level 4) and 
resource management processes for bias compensation.  

In data alignment, context variables may be employed 
to improve the accuracy of these alignment terms. For 
example, fiducial objects or tie-points are used to register 

images beyond that achievable via the absolute navigation 
estimate derived, e.g., from GPS and inertial sensors. 

4 Context in Natural Language 
Understanding 

Much work in context exploitation originated in the field 
of Linguistics [4-7, 12-14]. We wish to point out that 
natural language understanding is a domain of Data 
Fusion, indeed of Situation Assessment. It differs from the 
more obvious Data Fusion domains in that its estimates 
are estimates of speaker’s intentions. 

Data alignment, association and estimation apply 
directly to natural language understanding. Therefore, the 
types of context exploitation that apply to these fusion 
functions apply as well in natural language understanding. 

Data alignment issues occur in phonetic, syntactic and 
semantic registration problems. These processes establish 
the assumed language conventions between speakers and 
hearers7: what language is being spoken, what systematic 
biases are present in a speaker’s dialect, etc. Semantic 
registration – a concept from Lambert [11] – involves 
inferring the meanings of words as used by a speaker.  

Data association issues occur in Conversational 
Syntactics problems: subject-verb-object associations and 
referential associations among noun phrases (e.g. 
anaphora).  

Estimation and recognition issues occur in 
Conversational Semantics problems: estimating the 
meanings that speakers intend for their product and of the 
pragmatic effects of the production; i.e. the speech acts 
and their impacts [12-14]. 

Data used in these inference processes can include the 
received acoustic or visual signal data from the specific 
utterance or text segment. They can also use contextual 
information, to include 

a) Discourse context: Information in the surrounding 
spoken or written discourse; 

b) Discourse situation context: Information concerning 
the physical and social environment in which the 
discourse occurs, including assumed linguistic 
conventions; 

c) Discourse participant context: Information about the 
backgrounds and interests of the speakers and 
intended hearers.8 

What counts as a relevant segment of discourse regarding 
a given utterance will be determined by Grice’s 
cooperative principle [14]. The cooperative principle as it 
applies to speakers is that one should contribute to a 
conversation only such utterances as further the aims and 
direction of the conversation. The cooperative principle as 

                                                
7 Or between writers and readers: our discussion throughout this 
paper is independent of the communication means. 
8 These follow the applicable types of evidence that we have 
employed in Source Characterization; i.e. in inferring and 
predicting the fidelity of information received from an 
information source [16]. 
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it applies to hearers may be read as one of tolerance: to 
assume that each speaker is himself honoring that 
principle, unless there are good grounds for thinking 
otherwise (i.e. factors (b) and (c) above) [14,15].  

Thus, the problem of natural language understanding 
can be viewed as a data fusion problem: The general data 
fusion problem is that of estimating some aspect of the 
real world. The problem of natural language understating 
is that of estimating a speaker or author’s intended 
meanings of discourse elements – words, phrases, etc. 

Many natural language expressions are wildly 
ambiguous when viewed out of context. A speaker has 
some discretion as to the meaning of his utterances: 

“When I use a word," Humpty Dumpty said, in a 
rather scornful tone, "it means just what I choose it to 
mean - neither more nor less." [17] 

Pace Humpty Dumpty, the conventions of language and 
of discourse do impose constraints on the range and 
distribution of possible values. The most general 
constraint is that imposed by Grice’s cooperative 
principle; that the meanings a speaker assigns to 
utterances should be readily inferable by hearers. A 
speaker is expected to choose his expressions such that 
their understanding is evident, given their range of 
conventional meanings and the discourse, situational and 
participant contexts. Context can guide expectations for 
meanings in amusing ways; e.g. in hearing “a forest full of 
toiletries”. 

Indeed, many linguistic expressions are intrinsically 
undetermined in the absence of context. Context 
exploitation is essential to resolve polysemy and 
referential ambiguity in utterances [13]. For example, in 
interpreting a statement, “Malacoda is near Calcabrina,” it 
would help if we know whether Malacoda and Calcabrina 
are mitochondrial structures, towns, or galaxies; or 
whether the statement occurs within a conversation 
concerning microbiology, geography or astronomy, etc.9 

The hearer uses contextual clues to hypothesize the 
speaker’s intended meaning. Specifically, the hearer is 
required to estimate a three-place relationship as depicted 
in Figure 2a, involving a text string x1, its speaker x2, and 
the latter’s intended meaning r. Note that we treat 
meaning as a random variable, with various possible 
instantiated values. As Humpty Dumpty demonstrates, it 
is a relational variable involving symbols and their users. 

As in the general data fusion problem, this can be 
formulated in terms of the discovery of contextual 
variables (e.g. in estimating the value of the variable scale 
in interpreting the use of the word ‘near’).  

If the estimation of semantic meaning is an estimation 
problem akin to the classic problems of data fusion – 

                                                
9 They are demons in the eighth circle, fifth bolge, of Dante’s 
Inferno. Of course, besides being intrinsically context-sensitive, 
the meaning of ‘near’ is also (like many concepts) inherently 
fuzzy. Compare the situation of inferring a map’s scale (viz. that 
intended by the map’s creator), assuming it is not printed on the 
map, with the problem of inferring the scale implicit in a 
statement,” “Malacoda is near Calcabrina.” 

target location, classification, etc. – the estimation of data 
associations in natural language is akin to the classical 
data association problems of data fusion – report-to-track, 
track-to-track association, etc.  

Consider the problem of understanding anaphoric 
reference (or cross reference) in the discourse fragment 

(1) A man met a woman with nine children. She told 
them to introduce themselves to him. 

Without knowing anything of the textual or discourse 
context, we can use gender and number to associate the 
pronouns and noun phrases with some confidence. 

If, however, the fragment is 
(2) A woman met another woman with a child. She told 

her to introduce herself to her; 
then the anaphoric-referential ambiguity is such that we 
are pressed to grasp for contextual clues; perhaps social 
expectations as who would be more likely to make such a 
request of a child given the vaguely defined relationships 
among the characters [15].  

Figure 5 is a representation of one possible meaning 
interpretation hypothesis for utterance (2). Here, in 
relationship f2, the speaker x1 is taken to describe a 
situation f3 (by means of the utterance x2) involving the 
relationships f4,…, f10, among three postulated entities.10 
As in physical target tracking, referential association is 
based on the hypothesis of common referents. Just as in 
tracking, three types of evidence are used to associate 
pronouns and noun phrases: (a) expected spatio-temporal 
proximity (distance within a discourse, based on a 
discourse dynamic model, analogous to a kinematic 
dynamic model), (b) feature similarity (to include 
syntactic features: gender and number as well as semantic 
features (e.g. descriptive information in a noun phrase)) 
and (c) situationally-derived expectations as to relevant 
topics and attitudes of the interlocutors [16]. 

Correspondence measures may be used as well: in ID-
aided target tracking this is correspondence with the 
observable features of an assumed referenced target; in 
anaphoric analysis this is correspondence with the 
characteristics of an assumed referent. For example, if we 
overhear someone saying “... his support in the Afro-
American community is holding, but she’s losing support 
among woman,” a reasonable hypothesis is that Senators 
Obama and Clinton are being discussed in the context of 
the 2008 U.S. presidential election. An utterance of this 
expression either five years before or after 2008 would 
likely be massively ambiguous. 

                                                
10 Note that relationships are themselves shown as elements of 
other relationships; e.g. for propositional attitudes describe and 
request. Also note the two links between the child x5 and the 
introduction relationship f10 to indicate reflexivity. Because f3 is a 
situational hypothesis, it involves a confidence (or uncertainty) 
relationship, r2. Not shown are such details as the phonetic and 
syntactic relationships from parts of the utterance to individual 
words and phrases, or the semantic relationships that relate 
meanings to these items. That would be to present a different 
situation: one of finer granularity. 
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Figure 5. Inference in natural language understanding 

5 Methodology and System Design  
Context-sensitivity can be built into a system design (as is 
done with feature-aided trackers or trafficability-
constrained trackers). Alternatively, it may be useful for a 
system to exploit context opportunistically in mission, as 
dictated by the current information needs and perceived 
opportunities for satisfying these needs. The process can 
be recursive: some context variables can themselves be 
evaluated by inference from yet other context variables.  

Figure 6 presents a technical architecture as a 
framework for implementing adaptive context-sensitive 
data fusion. A “context-free” data fusion architecture is 
one in which the selection of context variables is pre-
defined. Context-sensitive data fusion adds resource 
management and fusion functions (dashed orange boxes in 
the figure) that adaptively select, acquire and evaluate 
context variables. 
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Figure 6. Technical architecture for context-sensitive fusion 

5.1 Selection of Context Variables 
One of the major challenges of modeling and exploiting 
problem contexts (CF) is determining the selection of 
context variables. In general, such selection should be 
based on a constraining ontology of context variables and 
their relations with problem variables. A constraining 
ontology can be based on the relevancy of contextual 
variables to problem variables and their consistency. 

A context variable can be called relevant to a set of 
problem variables defining the reference items and 

relations between them if the values of these problem 
variables change with the value of the context variable 
under consideration. If the problem variables are objects, 
object attributes, or relations, this relevance can be 
defined in terms of mutual information between problem 
and candidate context variables. If the problem variables 
are situational items, we can call a contextual variable 
relevant if a change of its value affects the uncertainty of 
hypotheses about these situational items.  

Another criterion for selecting a particular context 
variable is the increase in information as the result of 
utilizing that context variable for estimation and/or 
inferencing. Estimation of the change of the information is 
not a trivial matter and requires more research. 

The system can select context variables for evaluation 
as a means to evaluating the problem variables. This is 
done on the basis of three factors:  

a) the utility assigned to the given degree of problem 
variable accuracy;  

b) the likelihood of achieving that accuracy by some 
course of action (e.g. by selection, acquisition and 
processing of context variables); and 

c) the cost of the course of action, which may involve 
costs of data collection, communications and 
processing, as well as lost opportunity costs. 

The problem of selecting context variables is complicated 
by the fact that all of these three factors are often time-
variable. The mission-driven information needs and fusion 
processes are often dynamic; making the utility of 
information (e.g. of refining a problem variable) time-
variable. Situations of interest are often dynamic, such 
that the availability of any sought data may also be time-
variable. Furthermore, the cost of data acquisition and 
processing varies with resource and situation state. The 
method of modeling these utility, likelihood and cost 
factors is one of the challenges of contextual reasoning. 

5.2 Context Discovery 
Selection of contextual variable assumes that we know the 
ambient “context of” reference items. In some cases this 
context is defined. For example, reasoning about 
situations in a post disaster environment is conducted in 
the context of the disaster that caused this environment 
[18]. 

Sometimes, however, this context is unknown or 
implicitly changed and needs to be discovered. This often 
happens in highly dynamic environments, in which 
situational items and relationships constantly change. At a 
certain time while considering the initial context as a 
“context of” certain situational items and relationships, we 
might discover that behavior of reference situational items 
is inconsistent with the characteristics and behavior of the 
initial set of reference items under consideration. 
Therefore we need to discover the cause of this 
inconsistency, which can be either a new CO or the result 
of uncertainty in characteristics and behavior of 
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situational items comprising the reference items under 
consideration. 

Thus, , in reasoning about an environment following a 
wide-area fire, while considering wide-area-fire as the 
“context of” the spatial distributions of casualties, we may 
discover that possible inconsistencies of the behavior of 
this distributions can be explained and eliminated by 
replacing the fire context with a different one, e.g. a 
context of HAZMAT event.  

Discovery of a new CF explaining observed behavior 
and characteristics is a very difficult problem. One 
possible way of solving this problem is by use of 
abductive reasoning or “inference for best explanations”. 
This abductive process of reasoning from effect to cause 
requires (a) constructing or postulating hypotheses about 
possible CF; (b) computing plausibility of these 
hypotheses; and (c) selecting the most plausible 
hypothesis. This may be implemented by a process such 
as that described in Figure 6 and Section 5.1 [18].  

A very important consideration here is the quality 
(credibility, reliability, etc) of the reference items. 
Abductive reasoning for context discovery in fusion 
applications has to take into account the lack of complete 
knowledge about contextual and problem variables at all 
required levels of granularity. Indeed, the context (CO) 
may be practically unknown. This requirement imposes 
certain constraints on a possible framework for 
uncertainty representation, which has to deal with the lack 
of statistical data and must allow for reasoning and fusion 
under the open world assumption. 

The process of context discovery may also serve as a 
means for problem variable evaluation. Thus a process of 
context discovery can be triggered by the characteristics 
and behavior of a problem variable inconsistent with the 
current context. However, the result of the context 
discovery process may return the same current context, 
which will point out to a poor quality of the estimation or 
assessment of the problem variable under consideration.  

6 Conclusions 
We have discussed the problems of context exploitation 
and natural language understanding in relation to the 
theory of situations and situation assessment developed in 
[1]. Situations are represented as complexes of 
relationships, which are instantiations of relations. In data 
fusion, contexts are situations that are used either (a) to 
establish expectations for items and relationships in a 
situation or (b) to provide information for inferencing 
about reference items of interest. Natural language 
understanding is seen as a Situation Assessment problem. 
The representational and algorithmic machinery 
developed for Situation Assessment applies directly to 
problems of inferring speakers’ intended meanings and 
references. As context plays a key role in natural language 
understanding, the present formulation should be useful in 
modeling and automating that process. Discovery of 
context poses a significant challenge in linguistic 

pragmatics, as in data fusion in general, and is a topic for 
future research. 
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