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Abstract—In this paper, we employ the recent on-line boosting
framework to fuse heterogeneous features for object detection
and tracking in a video surveillance application. Detection and
tracking are treated as a classification problem by an ensemble
of weak classifiers built on heterogeneous feature types and
updated on-line. We extend the on-line boosting framework
by proposing an algorithm that builds a cascade of classifiers
dynamically. The procedure takes into account both the error
and the computational requirements of the available features and
populates the levels of the cascade accordingly to optimize the
detection rate while retaining real-time performance. We show
the effectiveness of employing different features on real-world
video sequences.
Keywords: On-line boosting, Detection, Classification,
Tracking.

I. INTRODUCTION

For years, the majority of algorithms for object detection
and tracking in video sequences has relied on single cues
such as shape, motion, or color. For each cue, many different
descriptors have been devised, but inevitably no one has
emerged as the most effective as each of them cannot guar-
antee superiority over the others in every condition. This has
highlighted the need for a means to combine the descriptive
power of different features to represent an object. Recently,
particle filters have been employed as a principled framework
to fuse heterogeneous features in a visual tracking context as
shown in [1].

However, in most of the work conducted so far the set
of features to be used remains constant, possibly weighting
the contribution of each descriptor according to a likelihood
function in the fusion process as in [1]. In real world scenarios
the appearance of a moving object, as it is captured by a video
sensor, is very likely to vary due to changes in perspective,
shape, illumination, and the possible occurrence of occlusions.
Combining multiple features is a winning strategy in terms
of achieved robustness and accuracy [2], however it can
prohibitively increase the computational burden to the point
of preventing real-time performance. Therefore, it would be
more attractive to dynamically select a reduced set of the most
expressive features to describe the object of interest for each
time instant.

This problem is called feature selection and has recently at-
tracted the attention of the researchers in the field of computer
vision. As clearly stated in [3], the problem of subset feature

selection is to find m features that best complement each
other for the current classification task. In particular, the tasks
of detecting and tracking an object largely depend on how
distinguishable it is from the background. Therefore, among
the multitude of features that could be employed to describe
an object, the subset including those that best discriminate
between object and background should be chosen as the most
representative and robust.

The seminal work of Viola and Jones [4] proposed the
Boosting algorithm as a means for feature selection for object
detection. In Boosting, each feature corresponds to a base
(weak) classifier and the algorithm proceeds in a greedy
fashion by picking the best feature in a pool F and adding
it to a subset of selected ones Fsub ⊆ F . The training of
each classifier is performed off-line and the boosting process
iteratively builds the feature subset Fsub that best describes a
given object. The entire procedure is particularly demanding in
terms of computational resources and is dedicated to systems
that can afford a time-consuming training phase. Among other
enhancements, they proposed the idea of building a cascaded
classifier to speed-up the application of the classifier. They
exploit the fact described in [5] that more accurate detectors
produce the narrowing of the focus of attention on specific
regions of the image where the object is likely to be present.
In the case of Viola and Jones and in [6][7], the cascade was
trained on a bulky amount of previously collected data, with
a so called “off-line” learning procedure.

On-line boosting is a recent innovation that has emerged
as an interesting framework for the feature selection process
as shown by Grabner and Bischof in [8] by applying it
to real-time computer vision tasks such as target detection,
background updating, and tracking. Their work generalizes
the intuition of Oza [9] that conceived on-line versions of
the bagging and boosting algorithms, and demonstrated their
equivalence to the off-line counterparts under particular con-
ditions.

In this paper, we propose an algorithm to dynamically
build a cascade of heterogeneous classifiers. However, since
different features can have different computational costs, the
procedure takes into account both the error and the computa-
tional requirements of the available features and populates the
levels of the cascade accordingly to optimize the detection rate
while retaining real-time performance. We therefore propose
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Figure 1. Architecture of the cascade algorithm. In the training phase, the
hypotheses in the pool are updated with the boosting algorithm and then sorted
by error. The levels of the cascade are built considering the error threshold for
the level and the cost limit. During the application of the cascaded classifier,
the output of a level is based on the response of its hypotheses and those of
the previous levels, as per Eq. (3).

a feature selection mechanism that exploits the advantages
given by the on-line boosting algorithm and also guarantees
the sought after property of real-time performance as it is the
case in most computer vision tasks.

II. COST CASCADE OF BOOSTED CLASSIFIERS

The first idea presented in this paper is to construct a fast
cascade similar to [4] using on-line boosted classifiers. In the
work of Viola and Jones, at time t of the learning procedure, a
hypothesis ht : X → {−1,+1} is added to the ensemble with
respect to the probability distribution Dt on all the learning
samples x ∈ X and their correspondent labels y ∈ Y =
{−1,+1}, so that the weak classifier error εt is calculated as
follows:

εt = Pri∼Dt
[ht(xi) 6= yi] =

∑
i:ht(xi) 6=yi

Dt(i) (1)

The cascade of classifiers is built level after level following
a coarse-to-fine strategy: the first levels are small and quite
inaccurate ensembles but they can reject a large portion of the
image saving considerable amount of computational time. The
deeper the level, the more populated is the ensemble of the
level, the more confident the classifier, and the more operations
are required.

In our case, the pool of samples is not predefined a priori
but changes at each round, and for this reason no distribution
can be maintained on the data. Therefore, to determine where
the object may occur (focus of attention) we can exploit
the distribution associated to each hypothesis (see Eq. 9).
Presuming that the object we are searching maintains a similar
appearance in subsequent frames, we can suppose that a
classifier that correctly classified a high number of samples
until the current frame will perform well also on the next
one. On the contrary, the classifiers with high error have a
high probability of misclassification on a sample x belonging
to the class y. Following this reasoning, at the first levels of
our cascade are placed the hypotheses whose correspondent

Algorithm 1: Cost Cascaded on-line boosting
Require: Cascaded classifier Hout initialized
Require: Cost value for each hypothesis type in Hout

for t = 1, 2, . . . , T do
// Train Ht with the target (positive sample)
x+
t ← arg maxx(Hout(x)),x ∈ Framet
λ← 1
OnlineBoosting(Ht, (x+, 1), λ) [9]
// Train Ht with the negative sample(s)
for each negative training sample x−t do
λ← 1
OnlineBoosting(Ht, (x−t , 0), λ) [9]

end for
Sort the weak classifiers with respect to their error
// Build the cascade with the features in Ht
cost← 0
for l = 1, 2, . . . , L do

for hm ∈ Ht,m = 1, 2, . . . ,M do
if cost ≥ γl then
cost← 0
l← l + 1

else
if εm ≤ θl then
Hl ← Hl ∪ {hm}
cost← cost+ cm

end if
end if

end for
end for
Hout ←

⋃L
l=1Hl

end for

classifiers have a low error, to reject the highest number of
regions not containing the object while preserving a low False
Negatives rate.

The second main idea involves a cost factor that preserves
the real-time execution constraint. When the ensemble is
composed of heterogeneous classifiers, every one of them
can take a different amount of operations to be applied. For
this reason, if there are high time consuming classifiers, the
cascade framework should include a cost factor to limit the
number of operations per level. In particular, the classifiers
belonging to each level have to provide a maximum number
of operations per frame, so that the total cost of the level is
known. We can bound this value with a predefined threshold
γ, to save computational time.

The cost weight ci related to the hypothesis hi can consid-
erably vary depending on the kind of classifiers involved in
the boosting process: the simple Haar features will be com-
putationally less expensive, for example, than Local Binary
Patterns [10], or than color histograms [11].

The belonging of a weak learner hi to a level l is given by
its error εi, the cost of the classifier ci, the level maximum
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Figure 2. LBP and colour histograms are calculated following the grids that
split the regions of the image (clockwise). The presence of the classifiers in
the ensemble is specified by an array of booleans to prevent duplicate copies.

error θl and the level cost threshold γl, so that∑
i:εi<θl

ci < γl (2)

Algorithm 1 and Fig.1 summarize the steps to be taken.
First of all, sorting the hypotheses by their error, we obtain
a ordered list with which to build the cascade. Then, low
error classifiers are put in the first levels until the cost limit is
reached.

The confidence of level l on a subwindow x is the sum of
the confidence of the previous level and the response of the
features in l, as given by the following formula:

conf l(x) = conf l−1(x) +
Kl∑
k=1

βlkh
l
k(x) (3)

where the output of the features of the first level is

conf0(x) =
K0∑
k=1

β0
kh

0
k(x) (4)

and the weights βlk for a generic hypothesis hlk are

βlk = log

(
1− εlk
εlk

)
(5)

The smaller the error that hlk gives on the training samples,
the larger the coefficient βlk assigned to it. For each level, the
weights are then normalized so that

∑
k β

l
k = 1.

If level l of the ensemble validates the subwindow x,
establishing that sign(conf l(x)) = +1, than the sample is
sent to level l + 1. The output of the final classifier Hout on
the input x is thus given by

Hout(x) = sign (conf(x)) (6)

where

conf(x) =
L∑
l=1

Kl∑
k=1

βlkh
l
k(x) (7)

Not all the classifiers in the pool are necessarily applied at
the same time on the region of interest, but only a small subset
whose cardinality depends on their error. The probing time for
the strong classifier is, thus, O(

∑L
l=1Kl) = O(|Hout|) (where

the operator |.| provides the cardinality of a set), since in the
worst case all the hypotheses are tested. This process allows
to save time that can be used in new evaluations at multiple
scales in multiple locations for an exhaustive search.

III. EXPERIMENTS

In this section, experiments performed on real-world video
sequences are presented to validate the proposed approach.
We extracted three different types of descriptors to describe
a moving object: Haar features [12], Local Binary Patterns
(LBP) [10], and color histograms [11]. As simple weak learn-
ers, we employed Bayesian classifiers for what concerns the
Haar features. For each hypothesis hk two normal distributions
N (µ+

k , σ
2+
k ) and N (µ−k , σ

2−
k ) are maintained over observed

positive and negative samples respectively [8]. For the other
features, the region of interest is divided in several rectangles
as in Fig. 2 and the histograms are calculated separately
on each part. An array of booleans is maintained in order
to prevent duplicated features to take part of the ensemble.
For each histogram, the Bhattacharyya distance from the
correspondent histogram of the blob is calculated. Similarly
as above, a Bayesian classifier is maintained for each feature,
by considering the Gaussian distribution of the Bhattacharyya
distance for positive and negative samples.

We acquired videos at a resolution of 360 × 288 pixels
with a Pan-Tilt-Zoom (PTZ) camera placed on the top of
the University building for a total of about 5400 frames. We
manually controlled the camera to follow a pedestrian and
run our software on the acquired sequences. This process was
done to be able, in this way, to repeat the experiments with
different cascade configurations on the same sequences. We
have chosen to use sequences where both the camera and
the target were moving, in order to show how detection via
classification can be performed where a simple background
subtraction technique could not be employed.

Our first objective is to compare the cascade framework
with the monolithic classifier in terms of False Positives,
Detection rate and speed. In this experiment, we only used
Haar-like features (the cost was the same for all the classifiers).
We compared the fixed size (monolithic) classifier with three
cascades built with different error thresholds. For the first type
of cascade the thresholds were set as θ1 = 0.05, θ2 = 0.15,
θ3 = 0.3 (cascade of type 1), while the remaining two types
had θ1 = 0.1, θ2 = 0.3, θ3 = 0.6 (cascade of type 2)
and θ1 = 0.15, θ2 = 0.45, θ3 = 0.9 (cascade of type
3) respectively. The detectors were randomly initialized and
updated with about 50 positive samples of pedestrians and
negative samples of random objects, scaled at 30× 45 pixels.

In Table I is described the computational cost (in millisec-
onds) for each detector. The hardware is an AMD Athlon64
3500+ with 1GB of RAM. While the evaluation time of the

Type of ensemble 100 feat. 200 feat. 400 feat.
Fixed size 52.02 69.05 99.69
Cascade Type 1 42.00 46.87 52.11
Cascade Type 2 43.2 43.87 43.04
Cascade Type 3 44.39 44.79 47.88

Table I
AVERAGE APPLICATION TIME (IN MILLISECONDS) per frame ON THE
SEQUENCE OF FIG.6 FOR MONOLITHIC AND CASCADED ENSEMBLES.
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Figure 3. ROC curves comparison between a fixed size detector and cascade-
based ones. All the ensembles are composed of 400 features.

monolithic classifier increases as the number of features grows,
all the cascades have a minimum increment when using more
features.

In Figure 3 are shown the ROC curves for the detections
obtained by the application of the fixed size ensemble and
the cascades. All the classifiers are composed of 400 features.
Considering both the accuracy and the speed, we can notice
that the detectors that are more accurate are those that require
more computational time. In particular, the cascade of type
2 is slightly less accurate than the static detector, but it
dramatically reduces the application time as the number of
features grows, saving 50% computational time when using
400 features in our experiments (see Table I).

For the second experiment, we used the cascade framework
(type 2) and we introduced the cost strategy explained in
Section II. The cost threshold variation generates three types
of cascade: the first one with γ1 = 10, γ2 = 20, γ3 = 30,
the second one γ1 = 20, γ2 = 40, γ3 = 60 and the third one
γ1 = 40, γ2 = 80, γ3 = 120. We tested a priori the behaviour
of the features to establish their cost, so we assigned cost 1
to Haar classifiers, 8 to LBP and 5 to color histograms. That
is, the second and third types of features are more costly than
Haar ones by a factor of 8 and 5 respectively.

Type of ensemble Evaluation time (msec) Frames per second
Cascade Cost 1 22.54 44
Cascade Cost 2 37.27 27
Cascade Cost 3 62.48 16

Table II
AVERAGE EVALUATION TIME (IN MILLISECONDS) per frame ON THE

SEQUENCE OF FIG.6 FOR CASCADED ENSEMBLES WITH COST VARIATION.

In Fig.4 are shown the performances of the cost-based
cascades. These results must be compared with those in Table
II, where the evaluation time is presented. As we can see
from these graphs, the most accurate cascade matches the

Figure 4. ROC curves comparison between cascade-based detectors when
varying the cost threshold. All the enembles are composed of 200 features.

most expensive and computationally heavy one. This can be
explained with the fact that the most expensive features (LBP
and color histograms) are also the more robust and accurate,
and they better classify the sample. In Fig.5 the subdivision
and the distribution of the features for the three different
cascades is shown. As we can see, heavy features are not
included in low cost levels.

In Fig. 6 the comparison of the accuracy of the cost cascades
are visualized. The final output is the highest confidence
value between all the possible responses on the search area.
Presuming the object maintains quite a constant dimension
and position, the region of interest is limited to the area
surrounding the former maximum. The best accuracy was
achieved by the cascade of type 3, while the cascade of type
1 is more sensitive to drifting, and, thus, proner to False

Figure 5. The figure shows how the features are partitioned through levels
for each cost system. When there are strict cost constraints, no heavy features
are included in the first levels, but lightweight features are preferred.
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Figure 6. Comparison of accuracy results from different cost cascade systems on real sequences grabbed with a PTZ camera. From top to bottom: cascade
with cost of type 1, cost of type 2, cost of type 3. As we can see, the difference between the detector output and the center of the object comprises few pixels.
The cascade of type 3 obtained the best performance. Contrariwise, the cascade of type 1 was more sensitive to drifting, and, thus, proner to False Negatives.

Negatives.
In Fig. 7 the cascade detectors are shown to accurately

distinguish the target from other similar objects, remarking
the fact that the use of features that work with color and
texture improves the performances of the detectors. In this
case, we can consider also to exploit the technique of tracking
via classification presented in [13]. While evaluating tracking
performance was not the main objective of this paper, nonethe-
less the sequence is shown in order to illustrate the ability of
a cost cascaded classifier to track a walking person through
an occlusion with other pedestrians.

IV. CONCLUSIONS

In this paper, we employed the novel on-line boosting ap-
proach to combine multiple heterogeneous features for object
detection in a video surveillance context. We improved the tra-
ditional on-line boosting technique by proposing an algorithm
that builds a cascade of classifiers dynamically. Moreover, the
different nature of the features brought to consider different
computational cost functions, that have been exploited to
generate a robust system that combines the advantages of
both heterogeneity and speed to optimize the detection rate
while retaining real-time performance. We demonstrated the
effectiveness of employing different features on real-world
video sequences.

APPENDIX

The on-line boosting technique, firstly introduced by Oza
[9], is used to model a new strong classifier or to update a
previously built one, in order to adapt the ensemble to better
recognize the target. The strong classifier is given by:

Hout(x) = sign

(
M∑
m=1

log

(
1− εm
εm

)
hm(x)

)
(8)

where M is the number of weak classifiers fixed a priori. In
this case, the training samples are processed one-by-one and,
since no distribution on the samples is available, a distribution
on the weak classifiers is maintained at each step.

A learning parameter λ is used to estimate the importance of
the sample that is propagated through the set of hypotheses. It
modifies the correctly recognized samples weight λscm and the
misunderstood samples weight λswm , determining the accuracy
of each hypotheses hm in terms of its error

εm =
λswm

λscm + λswm
(9)

Notice that, while in the off-line method a distribution of
the samples is always available to all classifiers, in on-line
boosting it is approximated by the learning weights for each
selected classifier.
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Figure 7. Tracking results from different cost cascaded classifiers. From top to bottom: cascade with cost of type 1, cost of type 2, cost of type 3. As we
can see, the detectors correctly distinguished between the target and the similar surrounding objects. The best accuracy was reached by the cascade of type
3, while the cascade of type 1 has resulted more sensitive to drifting.

It is proved that for a number of training samples growing
to infinity (or for M →∞) the on-line and the batch boosting
algorithms converge to the same classifier [9].
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