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Abstract—We present local Bayesian fusion approaches for the
reduction of storage and computational costs of Bayesian fusion
which is detached from fixed modelling assumptions. Using local
approaches, Bayesian fusion is not performed in detail on the
whole space that is spanned by the quantities of interest but
only locally – at least in regions that are task relevant with a
high probability. These regions are determined using common
bounds for the probability of misleading evidence. Coarsening
and restriction techniques are then used to create local Bayesian
setups in a top-down or a more general bottom-up manner.
Distributed local Bayesian fusion is realizable via an agent based
fusion architecture.
Keywords: Bayesian fusion; local approach; setup; coars-
ening; granularity; restriction; small world; Likelihood
ratio; misleading evidence; agent based fusion architecture

I. INTRODUCTION

In information retrieval, it is often impossible to extract the
desired information precisely, completely, and robustly from a
single information source. The contributions of several sources
have to be fused. The combination of heterogenous sources
that possess different strengths and weaknesses is especially
promising. The Bayesian fusion methodology constitutes a
powerful mathematical framework for the description and re-
alization of homogenous as well as heterogenous fusion tasks
that distinguishes itself by the simply traceable probabilistic
description of uncertain information [3].
The first step in realizing a Bayesian fusion task is building
a setup, i. e. a model, that ideally incorporates all aspects
of reality which influence the fusion result. The quantities
of interest, prior knowledge, sensory information, and the
mechanisms between them have to be described and modelled
probabilistically. Based on the setup, Bayesian fusion is carried
out. Usually, exact probability statements for each realization
of the quantities of interest are processed via the Bayesian
theorem. We clarify this in Section II.
In most real world tasks, the complexity of Bayesian fusion
is not manageable [3]. For complexity reduction, the authors
work out the theoretical foundations of local Bayesian fusion
approaches [2], [3], [21], [22]. We perform Bayesian fusion
not detailed for the whole space Z that is spanned by the
quantities of interest but only locally – at least in regions
that are task relevant with a high probability. This is done

by coarsening or restricting Z. Additional simplifying as-
sumptions like constraining the set of admissible modelling
distributions, e. g. by the use of the concept of conjugate
priors, or imposing conditional independence are evaluated in
connection with the local fusion approaches in actual research.
A fundamental difference to the “standard” approach is that
we detach Bayesian fusion from fixed modelling assumptions
for making its complexity tractable according to the available
computational and storage resources.
Task specific prior knowledge and sensory information can
be used to build in a top-down manner a local setup as a
sufficiently meaningful coarsened version of a more global
setup [21], [22]. We show this in Section III. In the context of
Bayesian networks, coarsening has been pioneered by Chang
and Fung [4] and further evaluated by Liu and Wellman [16],
[17]. Except for the basic techniques, these approaches are not
closely linked to ours. We introduce a more general measure-
theoretic coarsening scheme which is structurally similar to the
generalized Bayesian fusion scheme proposed by Florens et
al. [7]. Our approach is more flexible and problem specific by
creating a setup for an actual fusion task under consideration of
all available information. The coarsened setup can be divided
in several context-based coarsened setups to realize local
Bayesian fusion in a distributed manner.
We demonstrate the general validity of the modality by which
we create local setups – which may be coarsened or restricted
versions of a more global setup – in Section IV using the
concept of misleading statistical evidence of Royall [19], [20].
As motivated in [2], [3] and shown in Section VI, local
Bayesian fusion is also realizable in a bottom-up manner start-
ing with the construction of context-based restricted setups.
These must be unifiable to a local setup which is appropriate
with respect to a more global setup. Basically, an underlying
more global setup has to be assumed to exist, whereat it has
not to be known explicitly, and its comprehensiveness and
granularity can be adapted in a flexible manner. We analyze
how the context-based restricted setups can be joined together
such that meaningful fusion results are delivered. By this, the
connection between the top-down and the bottom-up courses
of action becomes clear: the bottom-up approach is more
general. On the one hand, the context-based restricted setups
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can be enlarged to context-based coarsened setups. These can
be unified e. g. to the coarsened setup which results directly
from the top-down approach. On the other hand, they can
be implicitly assumed to be unified if they contain a kind
of common reference.
Local Bayesian fusion can be realized in a distributed manner
using a multi-agent system [2], [3], [21], [22]. While the
context-based restricted setups model the restricted views of
fusion agents (see Section VI), the context-based coarsened
setups model their granular views on Z (see Section V).

II. BAYESIAN FUSION

We introduce Bayesian fusion using a generalized setup
specification that is also valid for coarsened setups.

A. Setup specification

The structure of the desired information has to be specified
by determining the quantities of interest z := (z1, . . . , zN ),
N ∈ N. The information contributions of the S ∈ N

sources that have to be fused are formalized by the vector
d := (d1, ...., dS). Here, ds denotes the information from
source number s, s ∈ {1, . . . , S}.
Prior knowledge and sensory information have to be included
in a common probabilistic description. This is done by the
introduction of a product probability space [7], [21]

(Z × D,σ(Z,D), p(ζ, d)). (1)

Thereby, Z := Z1 × . . . ZN and D := D1 × . . . DS denote
the range of values of z and d. Z and D denote appropriate
σ-fields1 over Z and D. They constitute the subsets of Z
and D for which probability statements are to be formalized,
i. e. the universe of knowledge-states with respect to Z and
D. We discussed this extensively in [21]. Note that it is
essential for the understanding of the following exposition.
Analog to the appellation of the elements z of Z as quantities
of interest, we call the atomic elements ζ of Z events of
interest. σ(Z,D) denotes the smallest σ-field that includes
both σ-fields Z and D. p(ζ, d) is the corresponding product
probability distribution, i. e. a function

p(ζ, d) : σ(Z,D) → [0, 1] (2)

that satisfies Kolmogorovs axioms of probability [8].
The product probability distribution p(ζ, d) is factorizable into
the product of prior probability and transition probability, i. e.
p(ζ, d) = p(ζ) p(d|ζ). Usually, prior knowledge and sensory
information are implicitly assumed2 to be conditionally inde-
pendent given ζ. In this case, an equivalent transformation
to that which delivers p(ζ, d) can be realized by transforming
prior knowledge into p(ζ) and sensory information into p(d|ζ).
p(ζ, d) will be objective with respect to the Degree-of-Belief
interpretation of probability if the transformation is lossless
and artefact free. This is ensured by the use of the Maximum
Entropy Principle, see [3], [10], [12].

1A set A of subsets of a set A is a σ-field over A if (1) ∅ ∈ A (2)
B ∈ A ⇒ Ā := A \ B ∈ A (3) B1, B2, . . . ∈ A ⇒ ⋃

n∈N
Bn ∈ A.

2We analyze this assumption in Section III-D.

In “standard” Bayesian fusion, Z and D are assumed to
be the most finest possible σ-fields over Z and D, i. e. the
respective power sets in the discrete case and the respective
Borel-σ-fields in the case of continuous quantities. The setup is
then uniquely specified by determining Z, D, and a common
product probability measure p(z, d) over the product space
Z×D, i. e. p(ζ, d) is precisely p(z, d). When coarsening such
a “standard” setup, we substitute the σ-field that corresponds
to the quantities of interest by a smaller one that possesses a
more granular atomic structure. Hence, the difference between
p(z, d) (in the “standard” setup) and p(ζ, d) (in the coarsened
setup) lies in the granularity with respect to the quantities of
interest, i. e. in the granularity of the corresponding σ-fields
over Z.

B. Incomplete setup specification using Likelihood functions

In a given fusion task, ζ plays the role of a random quantity
in contrast to d that adopts a deterministic value – although
it is also modelled more generally as a random quantity
when the setup is built. An incomplete setup specification is
possible which may be advantageous when the data structure
is complex: the setup (1) with p(ζ, d) = p(ζ) p(d|ζ) is indeed
assumed, however D and D are not specified explicitly, the
value of d is directly inserted in p(d|ζ) which is determined
only up to a proportionality constant cd ∈ (0,∞). This
leads to the concept of the Likelihood function l(d|ζ). l(d|ζ)
constitutes a family of functions that generalize the Likelihood
probability distribution p(d|ζ):

l(d|ζ) := cd · p(d|ζ) (3)

with the constant cd arbitrary but fixed for all ζ. As p(d|ζ),
l(d|ζ) introduces a preference ordering based on the sensory
information d: l(d|ζ∗) > l(d|ζ∗∗) means that d makes ζ∗

more plausible than ζ∗∗. In contrast to p(d|ζ), absolute values
of l(d|ζ) are not meaningful: for quantitative statements,
Likelihood ratios have to be considered [18], [20], [24].

C. Fusion scheme

After the setup has been specified (at least incompletely),
the actual fusion of the transformed information contributions
is realized. By the multiplication of Likelihood and prior
distribution, the posterior distribution p(ζ|d) is determined up
to a normalizing constant, i. e.

p(ζ|d) ∝ l(d|ζ) p(ζ). (4)

This is essentially the Bayesian theorem. The posterior dis-
tribution p(ζ|d) incorporates all information that is contained
in the prior distribution and the Likelihood in a lossless and
artefact free manner [25], [26]. Until this point, the Bayesian
fusion methodology performs optimal information processing
if and only if the setup building does it.

D. Final fusion result is task dependent

From a purely Bayesian point of view, the final result of
a fusion problem is the posterior distribution. However, if
a decision based on the desired information encoded in the
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posterior distribution succeeds the Bayesian inference process
of Section II-C, the final fusion result can be declared to be
the subsequent decision. E. g. in classification, the final fusion
result is usually the posterior most probable class, i. e. the
Maximum-A-Posteriori Estimate zMAP which corresponds to
the optimal decision how to perform the classification in the
case of zero-one loss [1]. In the case of high dimensional
quantities for which conclusions can not be drawn straight-
forward from p(ζ|d), it is also common to deliver as final
fusion result a summary of the most important aspects of the
desired information using appropriate estimators from decision
theory. Aside from the scale of the quantities and utility/loss
considerations, the admissibility of the estimation depends
also of the degree of completeness and precision which the
fusion has to satisfy. E. g. a common estimator for continuous
quantities is the posterior expectation zPE which minimizes
the mean squared error. zPE corresponds to the best estimate
of z. Depending on the fusion task, it may be necessary to
communicate additionally the uncertainty that is associated
with the best estimate, which is the second order moment of
the posterior distribution, as well as higher order moments.

III. LOCAL BAYESIAN FUSION: TOP-DOWN

A. Coarsening of the “standard” setup

High complexity is circumvented by avoiding probability
statements for all of Z , which is standardly the finest possible
σ-field over Z. For this, prior knowledge and sensory informa-
tion are pre-evaluated to detect suspicious elements of Z, i. e.
values of the quantities of interest that have a high potential to
be the “true” one. We denote by U the set of these suspicious
elements and by Ū := Z\U its complement in Z. The definite
structure of U is given in Section IV. A sub-σ-field3 ZU of
Z is then inserted in (1), see [21], [22]. ZU is the smallest
σ-field that contains both, the trace-σ-field Z|U of Z on U ,
that is Z|U := Z∩U , and the set Ū of not suspicious elements
of Z (as an atomic element):

ZU := σ(Z|U , Ū). (5)

Hence, the “standard” setup

(Z × D,σ(Z,D), p(z, d)) (6)

is modified to a task specific setup which is given by

(Z × D,σ(ZU ,D), p(ζ, d)). (7)

The set of the events of interest with respect to (7) is given
by {z|z ∈ U} ∪ Ū . This implies that it is reasonable to
have a closer look on U than on Ū . Using (7), probability
statements are made in an exact and detailed manner for the
suspicious elements of Z, but only in a cumulated manner
for the elements of Ū . The local Bayesian fusion scheme that
corresponds to (7) is as follows (compare it with (4)):

p(z|d) ∝ l(d|z)p(z) for all z ∈ U, (8)

p(Ū |d) ∝ l(d|Ū)p(Ū). (9)

3A σ-field A2 is a sub-σ-field of a σ-field A1 if B ∈ A2 ⇒ B ∈ A1.

The fusion process (8) for the elements of U is identical with
the “standard” case that bases on the setup (6). Concerning Ū ,
fusion is performed only in a cumulated manner: from the prior
p(Ū) =

∑
z∈Ū p(z), the posterior p(Ū |d) =

∑
z∈Ū p(z|d) is

obtained (up to the normalizing constant) by a multiplication
with the Likelihood function

l(d|Ū) :=

∫
z∈Ū

l(d|z)p(z)dz

p(Ū)
. (10)

Here, an integral notation is used for all kind of quantities4.

B. Interpretation of probability statements for Ū

Using (7), only approximations for probability statements
concerning the elements of Ū are obtainable. We implicitly
have to assume that the prior probability mass p(Ū) is uni-
formly distributed on Ū . That is an immediate consequence
of the Maximum Entropy Principle. From this assumption,
it follows that the posterior probability mass p(Ū |d) is also
uniformly distributed on Ū . To see this, assume that pŪ (z)
denotes the fictive prior of an element z ∈ Ū with respect
to (7). This prior is fictive because, strictly speaking, no
probability statements concerning single elements of Ū are
defined when we use the setup (7). Because of the Maximum
Entropy Principle, pŪ (z) must have the same value for all
z ∈ Ū . Using Jeffreys rule, we obtain the fictive posterior by

pŪ (z|d) = pŪ (z)
p(Ū |d)
p(Ū)

(11)

(9)∝ pŪ (z)
l(d|Ū)p(Ū)

p(Ū)
(12)

∝ pŪ (z)l(d|Ū), (13)

which has also the same value for all z ∈ Ū . This is also
consistent with the Maximum Entropy Principle.

C. The coarsened Likelihood function

The formula (10) is obtained using the Bayesian theorem
[16], [22]. l(d|Ū) is basically a weighted sum of the single
Likelihood functions of the elements of Ū , whereby the
weighting factors are given by the priors p(z) (with respect to
(6)) of the quantities of interest which lie in Ū . Additionally, a
kind of “normalization” is performed by dividing by the prior
mass p(Ū) of Ū to make l(d|Ū) comparable5 with l(d|z) for
z ∈ U . Combining p(Ū) and l(d|Ū) by (9) delivers p(Ū |d) =∑

z∈Ū p(z|d) for the posterior (after normalization), i. e. the
fusion scheme is consistent with the laws of probability.
However, (10) may become logically inconsistent: assume that
we add an additional element z∗ of U to Ū . Then, depending
on p(z∗), we may have l(d|Ū ∪ {z∗}) ≤ l(d|Ū) which is
logically contradictory to the interpretation that is z∗ another
possible cause of d.
The inconsistency is not possible if p(z) (with respect to (6)) is
non-informative. Additionally, l(d|Ū) becomes easier calcula-
ble from a given setup of the form (6) in this case. In Section

4This is also mathematically correct for discrete quantities: we can integrate
with respect to the counting measure which results in a summation.

5The constant cd in (3) has to be identical for all events of interest.
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III-D, we describe how prior knowledge can be remodelled
within (6) such that working with a non-informative prior
distribution is possible. This proceeding is also more realistic
because doing so, prior knowledge concerning Ū influences
the fusion task only in the cumulated form p(Ū).

D. Remodelling the prior knowledge

Prior knowledge is now explicitly denoted by d0. Account-
ing for the influence of d0 in the fusion scheme for (6) delivers

p(z|d, d0) ∝ l(d|z, d0)p(z|d0), (14)

i. e. the prior knowledge d0 influences both, the prior distribu-
tion p(z|d0) and the Likelihood function l(d|z, d0). However
in most cases, it is realistic to assume that prior knowledge
d0 and sensory information d are conditionally independent
given z. Then, (14) becomes

p(z|d, d0) ∝ l(d|z)p(z|d0) (15)

∝ l(d|z)l(d0|z)pNI(z) (16)

∝ l(d, d0|z)pNI(z) (17)

with a non-informative prior distribution pNI(z) on Z. Using
(17), we can remodel d0 as additional information contribution
and work with the prior distribution pNI(z) – provided that d0

and d are conditionally independent given z.

E. Influence of coarsening on conditional independence

The conditional independence of d and (d, d0), respectively,
given each realization z ∈ Z, does not imply the conditional
independence of the respective quantities given Ū . Coarsening
(6) to (7) reduces conditional independence to context-specific
independence [22]. However, it has no influence on the pos-
sibility to remodel the prior knowledge that has been shown
in Section III-D. We demonstrate this in the following.
If we do not remodel the prior knowledge, (9) has the form

p(Ū |d, d0) ∝ l(d|Ū , d0)p(Ū |d0) (18)

with

l(d|Ū , d0)
(10)
=

∫
z∈Ū

l(d|z, d0)p(z|d0)dz

p(Ū |d0)
(19)

(CI)
=

∫
z∈Ū

l(d|z)p(z|d0)dz

p(Ū |d0)
(20)

whereby the last identity (CI) holds because of the conditional
independence of d and d0 given each z ∈ Z.
If we remodel the prior knowledge as an additional informa-
tion contribution, (9) has the form

p(Ū |d, d0) ∝ l(d, d0|Ū)pNI(Ū) (21)

with

l(d, d0|Ū)
(10)
=

∫
z∈Ū

l(d, d0|z)pNI(z)dz

pNI(Ū)
(22)

(CI)
=

∫
z∈Ū

l(d|z)l(d0|z)pNI(z)dz

pNI(Ū)
(23)

∝
∫

z∈Ū
l(d|z)p(z|d0)dz

pNI(Ū)
. (24)

Hence in both situations, we obtain for the posterior

p(Ū |d, d0) ∝
∫

z∈Ū

l(d|z)p(z|d0)dz. (25)

IV. HOW TO DEFINE SUSPICIOUS ELEMENTS

We assume that d0 and d are conditionally independent
given z. In the Sections IV-A – IV-C, we recall the concept
of statistical evidence. Especially the concept of misleading
evidence and corresponding probabilistic bounds are essential
for the understanding of the structure of U which is defined by
giving a definition for Ū in Section IV-D. Roughly speaking,
we define Ū to consist of the elements of Z compared with
those all data d0, d1, . . . , dS drastically favor the respective
most preferred elements of Z.

A. Odds form of the Bayesian theorem

The posteriors of two elements z∗, z∗∗ ∈ Z can be com-
pared using the odds form of the Bayesian theorem:

p(z∗|d, d0)
p(z∗∗|d, d0)︸ ︷︷ ︸
Posterior Odds

=
l(d|z∗)
l(d|z∗∗)︸ ︷︷ ︸

Likelihood ratio

· p(z∗|d0)
p(z∗∗|d0)︸ ︷︷ ︸

Prior Odds

(26)

=
l(d|z∗)
l(d|z∗∗) · l(d0|z∗)

l(d0|z∗∗) . (27)

From (26), we see that the mechanism, by which the prior
odds are transformed to the posterior odds, is a multiplication
with the Likelihood ratio. According to [20], the Likelihood
ratio measures the strength of evidence that is provided by the
respective information contribution d in support of z∗ vis-a-
vis z∗∗. The same or a similar declaration has been made by
various authors (see e. g. [6], [9], [11], [18], [24]) whereby
different terms and scales are used. Bayesian fusion can be
interpreted as an evidence accumulation scheme, see (27). If
d1, . . . , ds are also conditionally independent given z, (27)
becomes

p(z∗|d, d0)
p(z∗∗|d, d0)

=
S∏

i=0

l(di|z∗)
l(di|z∗∗) , (28)

i. e. the evidence which is provided by the single information
contributions d0, d1, . . . , ds (in terms of Likelihood ratios) is
multiplicatively combined in the posterior odds.

B. The relative Likelihood function

We denote by d∗ an arbitrary information contribution
(which may be e. g. d0, d or di for an i ∈ {1, . . . , S}). As
noted in Section II-B, Likelihood ratios have to be considered
to obtain quantitative statements from a Likelihood function
because l(d∗|z) is unique only up to a constant cd∗ . We
can eliminate cd∗ by dividing l(d∗|z) by l(d∗|ẑ) whereby
ẑ is a fixed element of Z (z ∈ Z). If ẑ is a Maximum
Likelihood estimate zML, the (unique) relative Likelihood
function lmax(d∗|·) : Z → [0, 1] is obtained6:

lmax(d∗|z) :=
l(d∗|z)

maxz∗∈Z l(d∗|z∗) . (29)

6If zML is not unique, choose one Maximum Likelihood estimate arbitrarily.
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The relative Likelihood function lmax(d∗|·) measures the
strength of evidence that is provided by d∗ in support of each
z ∈ Z vis-a-vis zML, i. e. it communicates how much less
plausible each z ∈ Z is compared with the (most plausible)
Maximum Likelihood estimate.

C. Misleading evidence

If lmax(d∗|z∗) << 1 for a z∗ ∈ Z, the information
contribution d∗ provides noticeable evidence in support of zML

vis-a-vis z∗. Such a situation is possible also if z∗ is actually
the “true” value. In that case, d∗ delivers misleading evidence
of the strength lmax(d∗|z∗)−1 by favoring zML over z∗. Royall
[19], [20] discussed the reliability of data in connection with
the concept of misleading evidence and showed that

p

(
l(d∗|z∗)
l(d∗|z∗∗) ≥ k

∣∣∣z∗∗) ≤ 1
k

(30)

holds for all k ∈ N and for all z∗, z∗∗ ∈ Z. Hence, the
probability of misleading evidence of at least the strength k
– i. e. of a Likelihood ratio l(d∗|z∗)/l(d∗|z∗∗) of at least k
although z∗∗ is “true” – is bounded by 1/k. The bound (30)
has independently been shown also by other researchers in
different contexts, e. g. by Laskey [13], Dempster [5] and by
authors to which Royall himself refers to in [19]. From (30),
we obtain for all z ∈ Z:

p

(
lmax(d∗|z) ≤ 1

k

∣∣∣z)
≤ 1

k
. (31)

D. Structure of U

If d1, . . . , dS are conditionally independent given z, we
define U := Z \ Ū whereby

Ū :=
{

z ∈ Z
∣∣∣lmax(di|z) ≤ 1

k
for all i ∈ {0, . . . , S}

}
. (32)

We obtain for the probability π that the “true” value is not
contained in U

π = p

(
lmax(di|z) ≤ 1

k
for all i ∈ {0, . . . , S}

∣∣∣z)
(33)

(31)

≤
(

1
k

)S+1

. (34)

Each of the information contributions d0, . . . , dS is equally
treated, see (32). We can trust the combination of the infor-
mation contributions substantially more than we trust one of
them alone, see (31) and (34).
If d1, . . . , dS are not necessarily conditionally independent
given z, we modify (32) – in parts heuristically – as follows

Ū :=
{

z ∈ Z
∣∣∣lmax(d0|z) ≤ 1

k
and lmax(di|z) ≤

(
1
k

)f(S)

for all i ∈ {1, . . . , S}
}

. (35)

The choice of f(S) ∈ [1, ..., S] depends on the degree
of conditional dependence of the information contributions
d1, . . . , dS given z. If they are conditionally independent, we
choose f(S) = 1 and obtain (32). For the other extreme,

complete conditional dependence, we set f(S) = S because
in that case we can not trust d1, . . . , dS together more than we
trust one of the information contributions alone. To understand
this, consider e. g. the case of two information contributions
d∗ and d∗∗ whereby d∗∗ is a deterministic function f(d∗) of
d∗. Then, d∗ and d∗∗ are completely conditionally dependent
and p(d∗|z) = p(d∗, d∗∗|z) = p(d∗∗|z). Hence,

p

(
lmax(d∗|z) ≤ 1

k∗ , lmax(d∗∗|z) ≤ 1
k∗

∣∣∣z)
(36)

= p

(
lmax(d∗|z) ≤ 1

k∗

∣∣∣z)
(37)

(31)

≤ 1
k∗ . (38)

For making the bound in (38) as sharp as in the case of the
conditional independence of d∗ and d∗∗ given z (see (34)),
one has to set k∗ = k2.

V. AGENT BASED FUSION ARCHITECTURE

Our idea for the local Bayesian fusion approaches bases
essentially on observations in the field of criminal investiga-
tions, an effective real world process. These observations also
motivated the concept of an agent based fusion architecture for
practical realization of local Bayesian fusion offering extra
flexibility. In analogy to detectives who investigate crimes,
fusion agents shall pursue clues within surrounding local
contexts. Here, we give only a short and abstract description
of parts of the architecture that assumes the knowledge of
the coarsened setup (7). For a more detailed and complete
exposition, see the respective literature [2], [3], [21], [22].
Within the agent based fusion architecture, local Bayesian
fusion is realized in a distributed manner. The set U of
suspicious elements of Z corresponds to a set of clues c and
corresponding local contexts U(c), i. e. U =

⋃
c: clue U(c).

For quantitative properties, a local context is of the form
U(c) = {z|m(z, c) ≤ ε(c)} whereby m denotes an appropriate
distance measure and ε(c) a suitable threshold. For qualitative
properties, a local context is given by the set of elements
of Z whose relative Likelihood with respect to at least one
information contribution exceeds a suitable threshold.
Each fusion agent possesses a context-based coarsened setup
of the form

(Z × D,σ(ZU(c),D), pU(c)(ζ, d)) (39)

which is basically a more coarsened version of the global setup
(6) than the coarsened setup (7) is. Thereby, we have

ZU = σ(
⋃

c: clue

ZU(c)). (40)

VI. LOCAL BAYESIAN FUSION: BOTTOM-UP

We denote by A1, . . . , Ar fusion agents with local contexts
U(c1), . . . , U(cr), r ∈ N. Here, we assume that each agent Ai

knows only his local context U(ci) and does not oversee all of
Z. In particular, he does not know Ū and Ū(ci) := Z \U(ci).
To distinguish this from Section V where the knowledge-state
Ū(ci) was included in the setup (39) of Ai, we denote the
local distribution of Ai by qU(ci)(·), i ∈ {1, . . . , r}, here.
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A. Restricted setups

It seems to be self-evident to define the setup of Ai by

(U(ci) × D,σ(Z|U(ci),D), qU(ci)(z, d)). (41)

This context-based restricted setup results from the global
setup (6) by restricting Z to U(ci) and differs from the context-
based coarsened setup (39) by the absence of the knowledge-
state Ū(ci). In Section VI-C, we exemplify for Maximum-
A-Posteriori estimation that (41) is usually insufficient. In the
Sections VI-D – VI-G, solutions for this problem are proposed.
The local prior distribution qU(ci)(z) has to be complete, i. e.
qU(ci)(U(ci)) = 1 must hold. For the consistency of qU(ci)(z)
and the global prior distribution p(z), we must even have

qU(ci)(z) =
p(z)

p(U(ci))
, z ∈ U(ci). (42)

Analogously for the local posterior distribution qU(ci)(z|d), it
must hold that

qU(ci)(z|d) =
p(z|d)

p(U(ci)|d)
. (43)

By the knowledge of the global setup (6) and the local context
U(ci), the restricted setup (41) is completely determined. Con-
versely by the knowledge of (41) and Z, (6) is generally not
uniquely identified. Especially by the knowledge of the local
prior distribution qU(ci)(z), the global prior distribution p(z)
is determined for z ∈ U(ci) only up to the probability mass
p(U(ci)), and the atomic structure of p(z) for z ∈ Ū(ci) is
completely undetermined. The same holds for the relationship
between the posterior distributions qU(ci)(z|d) and p(z|d).

B. Restricted fusion schemes

For all z ∈ U(ci), we have

qU(ci)(z|d) =
p(d|z)qU(ci)(z)

p(d|U(ci))
. (44)

Consequently, it holds that

qU(ci)(z|d) ∝ l(d|z)qU(ci)(z), z ∈ U(ci). (45)

We see that the local Likelihood of the context-based restricted
setup (41) is an extract of the Likelihood of the global
setup (6). However, it is not necessary to know all of Z for
computing l(d|z) for the elements z of a local context U(ci).

C. Maximum-A-Posteriori estimation

In the following, zMAPi
denotes the Maximum-A-Posteriori

estimate with respect to the context-based restricted setup
(41). The global posterior distribution p(z|d) introduces a
preference ordering � on Z by

z∗ � z∗∗ :⇔ p(z∗|d) ≥ p(z∗∗|d), (46)

and qU(ci)(z|d) introduces a preference ordering �i on U(ci):

z∗ �i z∗∗ :⇔ qU(ci)(z
∗|d) ≥ qU(ci)(z

∗∗|d). (47)

The local preference ordering �i is consistent with the global
preference ordering � in the sense that

z∗ �i z∗∗ ⇔ z∗ � z∗∗ for all z∗, z∗∗ ∈ U(ci). (48)

Thus, we have zMAP ∈ ⋃r
i=1{zMAPi} ∪ Ū , i. e.

zMAP1 , . . . , zMAPr
are the only possible candidates for

zMAP in U . Consequently, the agents A1, . . . , Ar can take
parts of the search for zMAP.
Because U constitutes the set of suspicious elements of
Z, it may be – depending on the kind of the fusion task
– justifiable to disregard Ū completely. If this is not the
case, it may be sufficient to determine the most probable
element zMAPU

of the set
⋃r

i=1{zMAPi
} and to calculate the

significance of zMAPU
with respect to Z. However, we can

not trust quantitative statements of the agents: if agent Ai

appraises that the posterior of z ∈ U(ci) is ρ, he overestimates
– globally seen – ρ by the factor p(U(ci)|d)−1. The lesser the
posterior probability p(U(ci)|d) of the local context of agent
Ai is, all the more Ai overestimates significance with respect
to Z, see Figure 1. Hence, additional effort is necessary
even for the identification of zMAPU

. The identification and a
significance statement with respect to Z are possible if the
global posterior probabilities p(U(ci)|d) of the local contexts
are known. That holds if each setup (41) is enlarged by the
knowledge-state Ū(ci) which leads to the setups (39).

D. Flexibility of the global setup

Enlarging each setup (41) by the knowledge-state Ū(ci)
is only possible if the agents know Z and are capable of
determining p(Ū(ci)) and l(d|Ū(ci)). This may be unrealistic
and in a sense also unnecessary as discussed in Section VI-C.
However, the local distributions of the agents A1, . . . , Ar

become also comparable if each setup (41) is enlarged by a
knowledge-state ŪM (ci) := M \ U(ci) with a suitable set M
such that U ⊆ M . The resulting setups are then coarsened
versions of the “new” global setup

(M × D,σ(M,D), qM (z, d)). (49)

This is a restriction of the setup (6) if M ⊂ Z (then:
M = Z|M ) and an extension of (6) if Z ⊂ M (then:
Z = M|Z). If M = Z, (49) is identical with (6).
Generally if M �= Z, p(z) and p(z|d) are not accurately recon-
structible and consequently, global significance statements of
the agents are not correct with respect to Z. They are distorted
by the factors p(M)−1 and p(M |d)−1 if M ⊂ Z and by
the factors qM (Z) and qM (Z|d) if Z ⊂ M . If p(M) ≈ 1,
p(M |d) ≈ 1 and qM (Z) ≈ 1, qM (Z|d) ≈ 1, respectively, the
respective significance statements are approximatively correct.
In the case M = U , no knowledge concerning Ū is necessary,
see Figure 1. The enlarged setups are then coarsened versions

(U × D,σ(UU(ci),D), qU (ζ, d)) (50)

of the setup
(U × D,σ(U ,D), qU (z, d)) (51)

which is the restriction of the setup (6) to the set U of
suspicious elements (i. e. U = Z|U ). The setups (50) are
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Z = {z1, . . . , z4}Z = {z1, . . . , z4}

U(c1) = {z1, z2}

U(c2) = {z3, z4}

Z|U(c1) = σ({z1}, {z2})

Z|U(c2) = σ({z3}, {z4})

Z = σ({z1}, . . . , {z4})Z = σ({z1}, . . . , {z4})

z1

z1

z1

z1 z2

z2

z2

z2 z3

z3

z3

z3 z4

z4

z4

z4

p(z1|d) = 0.5
p(z2|d) = 0.3
p(z3|d) = 0.15
p(z4|d) = 0.05

qU(c1)(z1|d) = 0.625
qU(c1)(z2|d) = 0.375

qU(c2)(z3|d) = 0.75
qU(c2)(z4|d) = 0.25

p̃(z1|d) = 0.125
p̃(z2|d) = 0.075
p̃(z3|d) = 0.6
p̃(z4|d) = 0.2

p(U(c1)|d) = 0.8

p(U(c2)|d) = 0.2

p̃(U(c1)|d) = 0.2

p̃(U(c2)|d) = 0.8

(I)

(II)

(III)

(IV)

Figure 1. This simple example shows effects of restricting setups which appear also in more complicated situations (discrete or continuous quantities). Setup
(I) is restricted in two different ways which leads to the setups (II) and (III) of A1 and A2. Both agents overestimate (black) the global significance of the
quantities that they know. Thereby, the error made by A2 is considerably larger because his local context is globally much more improbable than the local
context of A1. Per se, the setups of A1 and A2 are not compatible because A1 excludes exactly the quantities that are possible for A2 and vice versa. Hence,
the existence of a more global setup has to be assumed. The latter is not unique and the admissible more global setups are not all compatible as shown by
(I) and (IV). With respect to all four setups, the posterior odds of the quantities are identical.

obtained from the context-based restricted setups (41) if the
agents compare the importance of their local contexts. By the
knowledge of all setups (50), the “new” global setup (51) is
uniquely determined. The “new” global distributions qU (z)
and qU (z|d) are reconstructible by linear opinion pools (see
[1]) with weights qU (U(ci)) and qU (U(ci)|d), respectively:

qU (z) =
r∑

i=1

qU (U(ci)) · qU(ci)(z), (52)

qU (z|d) =
r∑

i=1

qU (U(ci)|d) · qU(ci)(z|d) (53)

for z ∈ U . For this, qU(ci)(z) and qU(ci)(z|d) are assumed to
be embedded within U by defining qU(ci)(z) = qU(ci)(z|d) =
0 for z /∈ U(ci).

E. Small world formalism

The substitution of the unknown Z by M as “new” space
of the quantities of interest to achieve the “new” global setup
(49) is not as absurd as it may sound at first. Regarding the
small world formalism of Savage (see [23] and [13]–[15] for
extensions and discussions), strictly speaking, Bayesian fusion
is always local because it possesses no universal validity. Each
setup is local with respect to a set of more global setups.
Bayesian fusion performs well if and only if the corresponding
(always local!) setup is sufficient with respect to the fusion
task, i. e. if there exists no other (e. g. a more global) setup by
which the fusion task can be realized in an essentially better
manner. From this, the reasonability of the substitution of Z
by M is clear.

F. Extension of restricted setups by a common reference

Prior and posterior odds are invariant under restriction and
extension, see (26), (42) and (43). Hence, if two local contexts
U(ci), U(cj) contain at least one common element z(i,j),
the significance of each z∗ ∈ U(ci) ∪ U(cj) with respect
to U(ci) ∪ U(cj) can be determined, i, j ∈ {1, . . . , r}. We

demonstrate this for prior significance. The proceeding for
posterior distributions is analogous. For z∗ ∈ U(ci), we have

qU(ci)(z
∗) · qU(cj)(z(i, j))

qU(ci)(z(i, j))
=

p(z∗)
p(U(cj))

=: q̂U(cj)(z
∗). (54)

If z∗ ∈ U(cj), the right side q̂U(cj)(z
∗) is exactly qU(cj)(z

∗).
If z∗ /∈ U(cj), qU(cj)(z

∗) is not defined or zero (if it
is embedded within U ). However in both cases, q̂U(cj)(z

∗)
represents “a kind of locality” with respect to U(cj): agent
Aj can quantitatively relate z∗ and each z∗∗ ∈ U(cj), in
a manner of speaking, under retention of his restricted view
on U(cj). In this case, we assume the setups of Ai and Aj

to be implicitly unified. Of course, we can unify them also
explicitly by the renormalization of {qU(cj)(z)|z ∈ U(cj)} ∪
{q̂U(cj)(z

∗)|z∗ ∈ U(ci) \ U(cj)} which leads to a restricted
setup on U(ci)∪U(cj). Hence if a common element is added
to all local contexts U(c1), . . . , U(cr) in the setups (41),
significance statements with respect to each U(ci) and with
respect to U are possible for all z ∈ U .
In fusion tasks for which it is known (e. g. by experience) that
the global posterior distribution p(z|d) is highly concentrated,
it may be also sufficient to extend each of the local contexts
U(ci) by at least one element z∗i ∈ Ū which needs not to
be identical for each context: it is highly supposable that
p(z∗i |d) ≈ p(z∗j |d) for all i, j ∈ {1, . . . , r} such that

qU(ci)(z
∗) · qU(cj)(z

∗
j )

qU(ci)(z
∗
i )

≈ q̂U(cj)(z
∗). (55)

G. Partial knowledge of the global prior distribution

In some real world tasks, prior knowledge with respect
to Z can be described probabilistically in a compact form
while the Likelihood is extremely complex. Such a situation
is e. g. described in [3] in connection with the experimental
validation of local Bayesian fusion: the task is the detection
and classification of vehicles in a scene by the fusion of
prior knowledge in form of a street map, image information,
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and human expertise. In such a case, local Bayesian fusion
realized in a bottom-up manner makes sense. However, if p(z)
is known, we can abstain from renormalizing it with respect
to the local contexts of the agents and realize local Bayesian
fusion as follows: agent Ai performs local Bayesian fusion for
U(ci) by computing the product l(d|z)p(z), z ∈ U(ci). This
fusion scheme differs from (45) in the missing normalization
of the prior distribution. None of the agents should normalize
his posterior distribution here. From the unnormalized poste-
riors, the agents can compute posterior odds for the whole
set U because all unnormalized posteriors are distorted in the
same manner. They can be merged directly to an unnormalized
posterior on U which is also normalizable in an uncomplicated
manner. By this, significance with respect to U is calculable.

VII. CONCLUSIONS AND FURTHER WORK

The authors propose local Bayesian fusion approaches for a
noticeable complexity reduction of Bayesian fusion. Thereby,
Bayesian fusion is detached from fixed modelling assump-
tions: task specific prior knowledge and sensory information
are used to build local Bayesian setups in a flexible and
problem specific manner. More precisely, using the concept of
misleading evidence, the most suspicious elements of the space
of the quantities of interest are identified. Then, coarsening and
restriction techniques are used to create local Bayesian setups
in a top-down or a bottom-up manner.
Local Bayesian fusion can be realized in a distributed manner
via an agent based fusion architecture. The architecture is
inspired also by observations in the field of criminal inves-
tigations like local Bayesian fusion itself is. Within the ar-
chitecture, context-based restricted setups model the restricted
views of fusion agents, while context-based coarsened setups
model their granular views.
We analyze coarsened Bayesian fusion in detail: we address
and solve problems concerning the building of coarsened
setups as well as their interpretation and give remodelling
possibilities for further complexity reduction.
We identify problems that arise if several restricted setups must
be joined together and present different solutions. We show
that in the bottom-up approach, a more global setup has to be
assumed to exist. However, its definitive structure has not to be
known in detail and offers additional flexibility. This becomes
clear from a detailed analysis and the consideration of Savages
small world formalism. Several restricted Bayesian setups can
be unified by the use of the global setup and by the adding or
identification of common references. If a global description of
prior knowledge is available, it is usable directly in the bottom-
up approach. In this case, the results of distributed realizations
of local Bayesian fusion are directly comparable.
Actual research concerns the possibilities to make additional
simplifying assumptions e. g. the approximation of local dis-
tributions using suitable distribution classes or the assumption
of conditional independence. The influence of locality on such
assumptions has to be evaluated, too.
It is an open question how a possible overweighting of a source
can be avoided if its degree of dependency to other sources

is unknown. This question is important with respect to the
definition of the set of suspicious elements and, of course, with
respect to the practical realization of local Bayesian fusion.
We think that especially the concept of the agent based fusion
architecture may be helpful to answer this question.
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