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Abstract— This article presents four different approaches for
identifying persons during tracking. The ability to keep track
of people is essential for mobile robots which provide services
to humans. The tracking task is usually carried out using
range measuring devices like laser range sensors, which provide
spatial information only. They allow to estimate the trajectories
of objects quite accurately, but they do not allow to directly
distinguish between the objects being observed. The tracking
algorithms, therefore, tend to confuse tracks in difficult situations,
like persons walking in close proximity to each other. The tech-
niques presented in this article mitigate this problem by fusing
the spatial measurements with different types of complimentary
sensor data. The first technique uses colour information extracted
from camera images to distinguish between persons, based on
the colour of the clothes they wear. The second technique uses
reflectance intensities, which can directly be provided by the
laser range sensors for this purpose. The third method is again
based on camera information, but it employs a probabilistic
shape and motion model for each person it tracks, in order to
distinguish between them. Finally, we present an approach that
uses a network of dedicated sensors, which directly transmit
identification information for each person.

The aim of this paper is to give a comparative overview of these
four methods, and to discuss their drawbacks and advantages.
Keywords: People tracking, data fusion, registration, per-
son identification.

I. I NTRODUCTION AND RELATED WORK

Over the last decade an increasing number of mobile robots
have been deployed as service robots in populated environ-
ments like office buildings [1]–[4], supermarkets [5], hospi-
tals [6], and museums [7], [8]. For many intended applications
for such robots, especially for robots providing services to
individual persons, like robotic assistants for the elderly or
robotic mules, it is essential that they are able to keep track
of their current client. They therefore need to be able to
distinguish between different people in their surrounding. Most
of today’s systems use people tracking algorithms for this
purpose which rely on laser range data [9]–[12]. While these
approaches allow to track the trajectories of people in the
vicinity of a robot quite accurately, they tend to interchange
persons after difficult situations have occurred, like people
walking close to each other or in groups. The reason is that
these approaches assign trajectories to persons solely based
on differences of their motion vectors, which can become
very similar. There are several reasons, why tracking multiple
interacting persons is difficult:

• in most cases there are several laser measurements from
the same person.

• An interaction between persons can last over extended
time periods.

• Occlusion can occur.
• People can accomplish very abrupt manoeuvres, espe-

cially when a group of persons splits up.

These difficulties are well known in the mobile robotics
community:

• Tracking moving objects whose trajectories cross each
other is a very general problem ... Problems of this type
cannot be eliminated even by more sophisticated methods
... [9].

• Tracks are lost when people walk too closely together ...
[18].

In this article we present four different techniques which
aim at solving this problem by fusing the spatial information
of a person’s track with identity information provided by
complimentary sensors, like cameras, active ID-badge systems
or laser remission values. The overall idea is to learn statistics
of a person’s appearance while they can be reliably tracked
using laser range sensors, and to disambiguate between per-
sons based on the learnt statistics as soon as the situation gets
difficult for the range sensor. The sensor fusion and model
learning is, therefore, integrated into the tracking approach.
In the following we will briefly introduce four techniques, we
have developed over the last years, which mainly differ in the
kind of sensors and appearance statistics they learn and utilise:

1) The first approach combines the laser range data with
camera images, in order to employ colour information
for distinguishing between persons [23].

2) The second approach uses laser remission values, i.e. the
intensities of the lasers response, to distinguish between
surface materials of the clothes people wear. So this
method does not actually use an extra sensor, but utilises
a single sensor in two different ways.

3) The third approach tries to utilise different models of
the shape and the motion patterns observed in camera
images, in order to distinguish between persons.

4) Finally, the fourth technique relies on active badge
systems which emit infrared or ultrasound signals and
can be used to identify persons [24].
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Fig. 1. A typical 180 degree laser scan recorded by a robot. The small dots
represent beam end points of distance measurements. The circles highlight
measurements which hit the legs of two persons.

The aim of this work is to introduce these techniques from
robotics to the information fusion community and to compare
them from an information fusion perspective. The remainderof
this paper is organised as follows. In Section II we will briefly
introduce the specifics of laser-based tracking as it is applied
on mobile robots. In Section III we will then describe the four
methods for distinguishing persons during tracking. Section IV
will discuss drawbacks and benefits of the individual methods
and compare them from a data fusion point of view. We
conclude in Section VI.

II. L ASER-BASED OBJECT TRACKING

In this section we want to explain the specifics of laser-
based object tracking as it is commonly used on mobile robots
like the B21 robot presented in Figure 3. This robot navigates
based on information provided by a SICK LMS200 laser range
finder. The way the device is mounted on the robot, it generates
distance measurements in a horizontal plane over the ground
at a height of about 40 cm. It provides 180 degree field of view
with an angular resolution of up to 0.5 degrees and generates
up to 75 complete scans per second. This way, it provides
an outline of the robot’s current surrounding. One example is
presented in Figure 1. In Figure 1 some of the measurements
are highlighted by two circles. They correspond to laser
beams which have hit the legs of two persons. Based on this
information, the trajectories of these persons can be tracked.
The most widely used approach for tracking is to first extract
the distance measurements which are likely to originate from a
single person. The mean of these measured points is then used
as a single point measurement of one target in a multiple target
tracking algorithm; both Kalman filter and particle filter-based
approaches have been proposed for this purpose [15]–[17].
However, feature extraction destroys information. The fact,
that laser range finders return multiple measurements from a
single target can be employed to increase the robustness of the
tracking. This can for example be achieved by tracking all the
measurements using a variant of the Viterbi algorithm [19],
[20].

All these methods have in common, that they are prone to
track confusion, because objects can be occluded for longer
periods of time, or become inseparable in the laser data. This
occurs, for example, if two persons walk directly next to each

TABLE I

THE VALUES OF THE HUE IN THEHSV COLOUR SPACE.

Hue red yellow green cyan blue magenta
Degrees 0 60 120 180 240 300

other. In order to cope with this problem, additional comple-
mentary sensor data is required, which allows to distinguish
between objects and to resolve track confusion.

III. D ISTINGUISHING OBJECTS DURING TRACKING

A. Using colour information

The first approach we introduce employs colour information
provided by a camera system in addition to the laser range
sensor, in order to discriminate between different persons.
Because a person usually covers many pixels within a camera
image, characteristic colour histograms can be extracted from
images. To obtain information about the colour of a person’s
clothes, a CCD camera in combination with an infrared camera
is used. Both cameras are mounted on a stereo rig and
calibrated in such a way that the infrared remissions allow
to directly determine those pixels of the CCD camera, which
originate from the person. This setup is shown in Figure 3.

The persons which are detected by the camera system also
have to be registered with the person tracks discovered in
the laser data. Therefore, we exploit the fact that the camera
system indexes the persons from left to right. Hence, we index
the laser tracks in the same fashion, and only consider laser
tracks that correspond to persons which are also visible within
the camera images.

After the relevant pixels are extracted, we compute a colour
histogram for each observed person. For this purpose, the
RGB values of each pixel are converted into the HSV (Hue,
Saturation, Value) colour space. This colour space has the ad-
vantage, that the primary colour information, which is mainly
relevant for classification, is contained in the hue channel;
illumination dependent effects like brightness are normalised
out. This allows us to compute histograms over hue values
only and increases the robustness against illumination changes.
The hue values range from0 to 360. The mapping between the
values of hue and the well known primary colours is depicted
in table I.

To distinguish between persons during tracking, we learn
colour histograms with six bins. These histograms are acquired
during tracking, while the persons are well separated. For each
bin, we compute mean and covariance values. Let1 ≤ i ≤

M denote the different persons being followed using laser
distance measurements, then we calculate histogramsµi =
(µ1, . . . , µ6)i with covarianceΣi = (Σ1, . . . , Σ6)i for each
person,

µi,k =

∑k
l=1 yi,l

k
, (1)

Σi,k =

∑k
l=1 (yi,l − µi,k) (yi,l − µi,k)⊤

k − 1
(2)

and
∆k+1 = µi,k+1 − µi,k, (3)
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whereyi,l is the observed colour histogram of personi in the
picture taken at time stepl. These histograms can be computed
recursively according to

µi,k+1 =
k

k + 1
µi,k +

yi,k+1

k + 1
(4)

and

Σi,k+1 =
(yi,k+1 − µi,k+1) (yi,k+1 − µi,k+1)

⊤

k
+

+
k − 1

k
Σi,k + ∆k+1∆

⊤

k+1, (5)

wherek is the time index.
When the tracking algorithm detects an interaction between

tracks, i.e. persons get close, so that the tracking algorithm is
likely to confuse the tracks, our algorithm stops to learn the
colour statistics. The histogramsµi,k,Σi,k are then stored as
the characteristic colour distribution of each track. As soon
as the algorithm recognises, that the individual tracks arewell
separated again, this information is used to reassign the correct
person identities to the individual laser tracks. For this purpose,
we assume that the colour histogram means are approximately
normal distributed1. If yj,k is the measurement of the person
that is assigned to trackj at time stepk, then the probability
pi,j,k, that the trackj at time stepk belongs to the personi,
is

pi,j,k =
1

(det (2πΣi))
1/2

·

· exp

{

−
1

2
(yj,k − µi)

⊤
Σ−1

i (yj,k − µi)

}

(6)

under these assumptions. Because the colour measurements
of different points in time are conditionally independent given
the personi being observed, the probabilitypi,j,k1:k2

, that the
trackj originates from personi during the time intervalk1 : k2

is

pi,j,k1:k2
=

k2
∏

k=k1

pi,j,k. (7)

The tracksj, which are calculated by the tracking algorithm,
are occasionally interchanged during an interaction. LetM

be the total number of persons being tracked, and letΘ
be a permutation of the track indices1, . . . , M . Then, the
probability, that the tracks have been permuted according to
Θ during an interaction phase, which lasted from time stepk1

to time stepk2, is

Πσ =

m
∏

l=1

pl,σ(l),k1:k2
. (8)

Now the best reassignment̂Θ of the tracksj to the learnt
personsi is the one, which maximises the probabilityΠΘ.
To compute Θ̂ we interpret the negative log-likelihoods
log (pi,j,k1:k2

) as the marginal assignment costs of assigning

1They are actually Dirichlet distributed, but Dirichlet probabilities are more
expensive to compute.
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Fig. 2. Colour distributions of the three subjects.

track j to personi after an interaction. The negative log-
likelihoods log (ΠΘ) then constitute the assignment cost of
a complete assignment (permutation)Θ. The minimum cost
assignment̂Θ is then calculated using the well known Hun-
garian algorithm [21].

We conducted experiments with three persons in a real
world scenario in our laboratory. The first person was wearing
a blue cardigan and a blue pair of trousers. The second person
was wearing a yellow cardigan and blue pair of trousers. The
third person was wearing a red shirt and a red pair of trousers.
Figure 2 shows the corresponding colour distributions. The
first subject has his maximum in the blue domain, the second
has it in the yellow domain and the third in the red one.
The experiments were carried out with the B21 robot platform
shown in Figure 3. On the top the camera system is mounted.
The left camera is the infrared camera and the right camera is
the CCD camera. There are two laser range scanners armed
back to back at the robot, so that there is a360 degree
field of view. We conducted several experiments, even with
consecutively crossing paths. Thereby, repeatedly reassigning
identities as necessary. The method always found the correct
assignment immediately.

B. Using reflectance rates

In a sense, the second approach is a simplified version of
the first. Here, we utilise the reflectance values our laser range
scanners provide in addition to the distance measurements.
The reflectance values indicate the intensity of the reflected
light, which provides some information about the material of
the surface, a laser beam hits. On our robots, the laser range
sensors are mounted at height of about 40 cm, therefore, they
measure the distance to the legs of persons and the reflectance
values provide information about the material of the trousers
a person wears. According to experiments we conducted, the
reflectance rates depend on the following three factors:

1) The distance of the person from the laser scanner,
because the reflectance rates decrease with distance.
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Fig. 3. The B21 robot used for experiments. It is equipped with two SICK
LMS200 laser scanners and a stereo rig with a single VGA camera and a
single infrared camera.

2) The reflectance properties of the surface being hit by the
laser; colour as well as material are important.

3) The calibration of the laser range scanner.

Taking these three factors into account, we can learn a
mapping from different materials and distances to expected
reflectance values, and based on this mapping, we can try
to distinguish persons being tracked using the laser scanners.
For this purpose, we currently compute a look-up table for
each material class being considered from training data. The
distance values are discretised into 10 centimetre intervals and
for each interval we store the average observed reflectance
intensity and its variance. Learning and assignment estimation
proceeds in the same way as with colour histograms, but now
we only have to deal with univariate normal distributions.

According to our experiments, materials can be robustly
distinguished, if their mean reflectance values differ by atleast
5 percent. In our experiments we were able to discriminate
between at least four different commonly used materials. For
instance, using the four materials mentioned in Figure 4, the
approach always computed the correct assignment of laser
tracks to persons. For other materials with smaller differences
in their reflectance rates the results are less promising. How-
ever, the approach has the huge advantage that no additional
sensor and, therefore, no calibration of different sensorsis
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Fig. 4. Reflectance rates of four different materials.

required.

C. Using shapes and motion behaviour

The first two methods have the slight disadvantage that,
depending on the pertinent fashion, people often wear equally
coloured clothes. In such situations, colour-based approaches
will obviously fail. To mitigate this problem, we additionally
looked at ways to directly use shape and motion characteristics
of different persons, for distinguishing them during tracking.
For this purpose, we developed a simultaneous laser and
contour tracker (LCTRACKER). The overall idea is that people
can be distinguished within camera images based on their
silhouettes and the changes of these silhouettes over time.
So in contrast to the first two methods, where only positions
are being tracked using laser range data and colour statistics
are used to compute maximum likelihood track assignments,
the LCTRACKER tracks positions as well as shapes. Track
assignments are then computed based on differences in the
tracking performance of different shape models. The technical
details of the method are explained in detail in [25]. Here, we
will only give a brief outline.

The overall method is based on the so called probabilistic
exemplar approach for contour tracking [22]. This approach
uses contour matching, i.e. the matching of line drawings of
shapes of humans against images, as the basis for contour
tracking. Instead of estimating the exact shape of a person
in each image, the exemplar approach matches a finite set
of example contours against the image. Figure 7 shows a few
examples of such contours. Determining the quality of a match
of a contour within an image is based on Chamfer scores.
The Chamfer score is the sum of squared distances of each
point of a contour to the closest edge pixel within the image.
To compute this score efficiently, one first filters the edges
within the image (for example using a Canny edge detector)
and computes the fast distance transform of this edge image
afterwards. The distance transform calculates for each image
pixel the distance to the closest edge pixel. Figure 5 shows
an example of an distance transformed image. The grey scale
indicates the distance from edges, the darker the more distant.
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Fig. 5. A distance transformed edge image used for Chamfer matching during
contour tracking. To obtain this image, a canny edge detector is applied to
the original image and a distance transform is applied.

This approach has the advantage that the match scores can be
computed very efficiently.

This method requires a training phase, in which typical mo-
tion patterns of a person are recorded and the contours of the
person within the individual video images are extracted. These
contours are then clustered into groups based on pairwise
similarity (using Chamfer distance). A typical representative is
chosen for each cluster. These exemplars form a small discrete
basis for the space of all possible contours, we can observe for
a person. Finally, a first order Markov chain is derived from
the training images, which describes the transition between
shape exemplars in typical motion patterns of a person.

The set of exemplars in combination with the transition
model forms the exemplar model. Toyama and Blake have
shown in [22], that the quadratic Chamfer scores of a contour
to its exemplar (cluster centre) areχ-square distributed. This
way, consistent observation likelihoods can be computed from
these values. The LCTRACKER now maintains an approxima-
tion of the joint posterior distribution over a person’s spatial
position and its current exemplar state over time using a
particle filter. A Rao-Blackwellized particle filter is usedfor
this purpose which samples exemplar states and updates the
position of the person using a Kalman filter.

The implementation of the LCTRACKER relies on the
position estimate to guide the contour matching process.
During person tracking with a moving robot, the background
of the images is no longer static, and background clutter can
not be suppressed using simple techniques like background
subtraction. However, because there is a fixed spatial relation
between the laser scanner and the camera on the robot, we can
compute expected locations and dimensions of the contours in
the images from the position estimates provided by the laser.
We compute a mapping of distance and bearing of a person’s
position in the laser scan to expected pixel coordinates forthis
purpose. Figure 6 gives an example.

The approach has been evaluated using a B21 robot
equipped with a VGA camera mounted at a height of approxi-
mately1.5 m. The camera captures30 frames per second with
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Fig. 6. Left: y–coordinates of the topmost and bottommost point of the
person in the training image as a function of the distance in the laser scan
at the same point in time.Right: x-coordinates of the topmost point of the
person in the training image as a function of the direction inthe laser scan
at the same point in time. In the relevant range, the functionis linear.

Fig. 7. Examples of silhouettes of a person recorded during training.

an image resolution of320×240 pixel. The experiment had the
goal to prove that it is possible to distinguish between the two
persons. In the first step exemplar models for the two persons
have been learnt. For this purpose, two sequences of4000
camera images and laser scans were recorded for each person.
From the extracted sets of contours two exemplar models using
80 contour examples for each model have been computed. In
the second step, after the learning phase, the models were
used to discriminate between the two persons. Therefore, in
the proper experiment the same two persons walked in front of
the robot, occasionally crossing their paths. Figure 8 presents
snap shots of this experiment. In this experiment both persons
are being tracked using two different particle filters using
the two exemplar models for both persons. For each particle
filter after each time step the sum of the sample weights has
been calculated, which is a measure for how well the filter
explains the data. Based on this information, we compute
the probabilities of the two possible joint assignments of
models to tracks, i.e. of tracks to persons. Figure 9 shows
the result of this process obtained on five non-overlapping
time segments of the tracking sequence. In all five cases the
approach identifies the correct hypothesis after a few seconds
with a probability of almost one, which means that the method
is able to differentiate between the two subjects.

D. Using ID–sensors

The last approach, we want to present, is methodically a
combination of the colour-based and the shape and motion-
based approaches. The idea here is to simultaneously esti-
mate the joint state of object positions and track-to-person
assignments using particle filters. This is similar to the shape
and motion-based approach, but we also want to learn identity
information about the objects during tracking, like it is carried
out by the colour-based and the reflectance-based approaches.

The difference to the before mentioned techniques is, that
we are now using so called identity sensor systems. These
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Fig. 8. Outtake of the first experiment. The two persons are crossing their paths. The time gap between two images is one second. The matched contour
based on the particle with the maximum a posterior weight areoverlaid in pink and purple.The robot was moving at a speed of60 cm/s during this experiment
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Fig. 9. Learning the correct ID assignment during the tracking of two
persons. Within 11 seconds the approach was able to figure outthe correct ID
assignment to the persons being tracked in Figure 8 based in their different
exemplar models; see text for details.

systems rely on active badges which are carried by people,
and receivers which are mounted on the walls and the ceiling
of the environment, in order to detect the presence of par-
ticular persons in the environment. These systems have the
advantage, that they provide exact identity information, i.e.
there is no need for disambiguation between different identity
measurements, like it is the case with colour histograms, for
example. However, these sensor systems only provide very
coarse position information, i.e. they signal if a person has
been detected in 4 meters radius around a particular receiver.

In order to obtain precise tracking information, we com-
bined such a system with laser-based people tracking [24].
The laser-based tracking algorithm estimates position tracks,
while the id-sensor information is employed to determine the
correct assignment of position tracks to persons. The main
problem is that ID assignments become uncertain, if persons
interact. We again use a Rao-Blackwellized particle filter to
solve this problem. The particle filter uses Kalman filters for
estimating the laser tracks, while id measurements are treated
in two different ways:

1) Multi-Hypothesis-Tracking mode (MHT mode). Here,
we know the correct initial assignment. In this case
the algorithm samples possible id-to-track assignments
when persons interact and maintains several assignment
hypotheses.

2) Learning the ID assignments during tracking. In this
case, the algorithm collects sufficient statistics from the
ID receiver returns. This allows to maintain a posterior
distribution over hard ID assignments over time. The
mathematical details are presented in [24].

Laser range−finder
Ultra sound receiver
IR receiver

Fig. 10. Outline of the Intel Research Lab Seattle. The environment
is equipped with ceiling mounted ultrasound and infrared receivers.
Cubical partitions are half-height (about 1.3 meters high). The two
laser range-finders scan at chest height just above the partitions. Also
shown are the paths of the six people as estimated by our system.

We have tested the approach on data recorded in the Intel
research Lab in Seattle, an office floor of approximately
30 by 30 meters. This office is equipped with two wall-
mounted SICK laser range scanners, and about 30 infrared
ID receivers. An outline of this environment is shown in
Figure 10. Within this environment, experiments have been
carried out with six persons, which walked through the office
for about 10 minutes. The persons occasionally interacted with
each other, i.e. corssed their paths, or chatted on the hallway.
The experiments show that the approach is able to reliably
learn the correct assignment of laser tracks to persons, even
when no a priori knowledge is given. In the MHT mode there
is a slight chance that the algorithm will loose track of the
correct assignment, due to track loss of one of the Kalman
filters.

IV. COMPARISON OF THE METHODS

We now want to briefly discuss the similarities and differ-
ence of the four approaches for object identification during
tracking, we have presented in the last section. All of the
four approaches have in common, that they rely on laser
range sensors for estimating the tracks of objects within an
environment. The first three methods have been specially
designed for the use on mobile robots. Here, the key problem is
the long lasting occlusions of individual objects, which make
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reliable confusion-free tracking of multiple objects based on
position information only extremely difficult.

The colour-based and the reflectance-based approach are
actually two variants of the same method. They tackle the
problem by applying a Bayesian learning technique to acquire
a model of some aspect of the object being tracked. Learning
takes place, while the objects are well separated. The learnt
models are then used to recover the correct track assignments
after track crossings or long term interactions. It is important to
note, that these approaches do not try to keep track of correct
assignments during interaction phases, because this is very
unreliable anyway.

The other two approaches, i.e. the shape and motion-based
as well as the id-sensor-based approach, are more traditional
in this respect. They apply a Rao-Blackwellized particle filter
to carry out multi hypotheses tracking of possible assignments
– either ID assignments or shape exemplar assignment – all
the time. However, they do not learn models during tracking,
but rely on a priori specified models, i.e. reliable ID badges
or probabilistic shape and motion models. In contrast to the
first two methods, the particle filters are able to provide
ID information all the time, even during interaction phases.
However, only in form of approximate posterior distributions
over assignments, and these methods are also computationally
more demanding.

The most expensive approach is the LCTRACKER. On a
Pentium IV 2.4 GHz CPU, a single filter using 80 exemplars
is able to process 15 frames per second. The ID-sensor based
approach runs in real-time on such a CPU, while the other
two methods require only a few microseconds per update.
Nevertheless, the LCTRACKER has its merits. It provides a
probabilistically clean way to integrate different sensors and
heterogeneous time series data, like cameras and laser.

From an engineering point of view the most efficient ap-
proach is, of course, the reflectance-based technique. It does
not require any additional sensor and, therefore, no registration
of different sensor systems. Although the combination of
camera images with laser range information is not particularly
difficult, one has to deal with the different horizontal field
of views of these two sensors, i.e. the camera images do
not cover the whole surveillance area of the laser scanner.
The LCTRACKER uses a training phase to actually learn
the registration of laser scanner and camera for individual
persons. The relative location of a person’s shape in the camera
image and of the person’s legs in the laser data, can be used
to identify the person, i.e. based on size, etc. Our current
implementation of the colour-based approach neglects this
information, so far, and uses a more ad-hoc combination of
the two sensors.

The ID sensor-based approach has so far not been used on
mobile robots. It is mainly intended for intelligent environ-
ments. It has the obvious advantage, that it directly provides
reliable identification information. If a robot operates insuch
an environment, it is probably the most reliable identification
technique available. Especially, if the robot itself is also
equipped with ID-receivers.

V. A PPLICATIONS

All of the before mentioned tracking and identification tech-
niques can be used for continuously estimating the positions
of the humans in a group and identifying them. This task can
be fulfilled in real-time, so that it is even possible for the
robot to follow a certain person, i.e. its client. As an example
we sketch in Figure 11 an experiment, where two persons
are walking in our laboratory and they are crossing their
path. The identification of the persons is determined using the
reflectance-based method. One of the persons is wearing a pair
of orange trousers, while the other one is wearing blue jeans.
The robot has been instructed to follow the person wearing
the blue jeans, where the intention for the robot is to deliver
some documents to its client. In this laboratory example, the
documents are represented by a book. In the left image of
Figure 11 the two persons get close to each other, while they
are crossing their paths. In the middle image of Figure 11 the
robot’s client has started to move away from the other person,
which has left the field of view of the video camera. In the
right image of Figure 11 the robot has finally reached the
person.

The actual motion control is under the command of a
reactive collision avoidance algorithm [26]. The main task
of the tracking algorithm in this application is to provide
the robot’s motion controller with an estimate of the client’s
position relative to the robot. These positions are provided in
the coordinate frame of the robot’s odometry, i.e. the robot’s
own estimate of its position based on wheel encoder data. The
B21 robot used actually has a very good odometry, the position
errors lie in the range of a few centimetres per 100m travel
distance. Because of this accuracy, the tracking algorithms can
reliably distinguish between static and moving objects in the
laser data.

VI. CONCLUSIONS

In this article we presented four different approaches to
distinguish between objects while tracking multiple moving
objects using laser range data. The main problem here is that
laser-based approaches tend to confuse tracks, if interactions
between objects occur, like people crossing their paths or
meeting to chat. Our solution to this problem is to augment
the position states of the tracks with additional information
that allows to distinguish the tracks. We used different types
of information and different sensors for this purpose. We pre-
sented reflectance-based and a colour-based approaches which
are able to learn intensity/colour models of the appearanceof
moving objects during tracking. These two approaches learn
models in easy conditions and use these models to fix the
track assignment after track interactions have occurred. They
do not maintain assignment hypotheses for interacting tracks.
The other two methods are MHT type approaches, which
maintain hypotheses about assignments all the time, but rely on
prespecified models. They use either reliable ID information
provided by special ID sensors, or a priori learnt probabilistic
shape and motion models which allow to distinguish persons.
All these methods are well suited for the application on mobile
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Fig. 11. Tracking interacting persons, images form left to right: (1) The robot is in the vicinity of two person which interact. (2) The selected person leaves.
(3) The robot follows and reaches the selected person.

robots that navigate using laser range information and we
discussed their pros and cons.

An interesting direction for future work is the integration
of the colour-based approach with shape and motion models.
This would allow to drop the additional infrared camera and
could also be facilitated to make the colour models more
robust against illumination changes as they occur in outdoor
environments.
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