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Abstract - This paper considers the notion of the 
immune system as an information processing system for 
the purpose of data fusion.  As the study of the brain 
inspired the development of neural networks, the 
immune system has inspired the development of a wide 
variety of algorithms. In this position paper, we argue 
how the various processes of molecular interaction and 
fusion in the biological immune system can produce 
analogous behavior for the fusing of data in an artificial 
context.  We provide a mapping between several 
analogous immunological and artificial immune 
processes to illustrate this point, and discuss what an 
immune inspired data fusion system might look like.  
 
Keywords: Artificial immune systems (AIS), biologically 
inspired fusion.  Data fusion processes. 
 

1 Introduction 
Researchers have long been interested in using biology to 
find new approaches to data fusion [1].  However, in 
practice this has usually meant a focus on neural networks 
[2], to the general exclusion of other biologically inspired 
techniques.  Some recent work has emerged citing the use 
of 'evolutionary algorithms' for data fusion.  However, 
unlike neural networks, no data fusion is actually 
performed by most of these algorithms.  They are instead 
used to optimize the parameters [3-4] of more 
conventional data fusion algorithms during the design 
phase of the system.    
 
The brain, which inspired research in neural networks, is 
not the only system in biology capable of fusing 
information.  While the brain processes 'neural' signals, 
the immune system processes complex 'molecular' signals 
during its operation of detecting and removing pathogens 
from the host organism.  It is this analogy between the 
processing of molecular information in the immune 

system and data fusion in a human-engineered system we 
intend to exploit. 
 
In this paper we introduce the application of Artificial 
Immune Systems (AIS) [5] to data fusion. Rather than 
apply AIS techniques to data fusion problems in an ad-hoc 
manner, we believe that the greater potential of AIS can 
be realised by a more structured approach.  This should be 
done by following one of the existing data fusion models 
that define the key components of a data fusion process.  
There are several models of data fusion in the literature, 
however we have adopted the model by [6], as it provides 
a more intuitive notion of process input and output than 
other models and we find this helpful when considering 
mappings between natural and artificial systems.   
 
The paper is structured as follows.  Section 2 discusses 
data fusion processes outlined in [6].  In section 3, we 
discuss some basic immunology and show how analogous 
processes occur.  Based on these analogies, we suggest 
some 'mappings' between the immunological and data 
fusion domains.  In section 4, we given an example of 
what an data fusion AIS may look like.  Finally, in section 
5 we present our conclusions.   
 

2 Data Fusion Processes 
In this section, we provide a brief introduction to data 
fusion processes.  The purpose of data fusion can be seen 
as combining data from two or more sources, in order to 
reduce the total volume of data while still retaining the 
maximum amount of useful information.  Thus a data 
fusion process involves finding and removing data which 
is erroneous, redundant, noisy or irrelevant for the task at 
hand.  The data for these processes are commonly taken 
from three sources: sensors which monitor the 
environment, other data fusion processes and a priori 
information.  The first two sources of information are 
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gathered in real-time, while the latter is stored within a 
database or data structure to which the data fusion process 
has access, and this data is recalled when needed.  
Feedback can also occur between data fusion processes, in 
order to optimize performance by updating the a priori 
data or modifying parameters of the data fusion process.   
 
Data fusion processes can be classified as falling into one 
of three categories: competitive, complementary and 
cooperative [6]. 

2.1 Competitive Fusion 
Competitive fusion reduces uncertainty or erroneous 
readings in measurements.  Input to competitive fusion 
processes are independent measurements of the same 
environmental property.  These measurements are 
presumed to be uncertain, inaccurate or erroneous to some 
degree.  The purpose of competitive fusion is to exploit 
the redundancy inherent in the inputs in order to produce a 
measurement of the same environmental property which 
in some way produces improved accuracy or reduced 
uncertainty than any of the input measurements has 
individually.  The a priori data in a competitive process 
may include information about the accuracy of the various 
inputs.  It might also include models of the environment 
and the probabilities of the environment being in certain 
states, independent of sensor readings.   

2.2 Complementary Fusion 
In complementary fusion, inputs are measurements of 
different proprieties of the environment, although there 
maybe some degree of overlap or redundancy between 
them.  The purpose of complementary fusion is to provide 
an output which is a more complete image of the 
environment than any individual input could produce, 
while at the same time reducing the dimensionality of the 
combined size of the inputs.  Complementary fusion can 
be sub-classified into two categories: synthesis and 
inference.   
 
Synthesis (more commonly known as feature extraction) is 
simply a transformation of the data from a higher-
dimensional representation to a lower dimensional 
representation.  This transformation can be based either on 
removing the redundancies between inputs, or finding and 
extracting the most relevant data for the data fusion 
system.  Reducing the dimensionality of data often 
improves the performance of any subsequent processes 
using the data, both in terms of computational complexity 
(less data to process) and in terms of detection / 
classification accuracy (less complex feature-space).   
 
Inference involves using the inputs to estimate the value 
of some environmental property that cannot be directly 
observed.  It may be the case that it is either too expensive 
(in terms of money, energy or computational power) to 
observe some properties, or there are no means for 
observing them.  In order to do this, the correlations 

between the inputs and the output (unobserved property) 
need to be stored in the a priori data.  The a priori data 
will be some form of database, rule-base or set of 
coefficients (depending on the specific inference 
technique used) that matches the values of the inputs with 
the value of the unobserved property.  This process is 
often called detection when a binary value is the output, 
classification when the output can take on more than two 
nominal values, and approximation when the output is 
continuous.  In the first two instances, the output may also 
have an associated certainty value and in the latter case an 
accuracy value.   
 

2.3 Cooperative Fusion 
Cooperative fusion consists of a data source being 
interpreted differently in the context of the values of 
another data source (or sources).  Such activity might 
include filtering (extracting data from certain 
frequencies), modulating (adaptively normalizing data to a 
standard format), or validating (increasing or reducing the 
certainty / accuracy of the data).  Thus one data source is 
dependent upon other data sources for its interpretation. 
 
Few general algorithms and techniques exist for 
cooperative fusion compared with those used in the other 
two fusion processes.  Many of those found in the 
literature are problem specific and associated with the 
field of sensor management and control [7].  In many 
cases, feedback exists from the data fusion process to the 
sensors themselves, with the sensors being dynamically 
adjusted (spatially or spectrally) in accordance with the 
data requirements at a specific time.  If there exists 
feedback from the fusion process to the sensors, then the a 
priori information may  include a sensing strategy, which 
determines how sensors are to be adjusted under different 
considerations, in order to maximize the useful 
information collected [7].  
 

3 Immunological Perspective  of Data 
Fusion 

This section introduces some immune processes which are 
broadly analogous to the data fusion processes discussed 
in the previous section.  

3.1 Relevent Immunology 
This sub-section is not intended to be a detailed overview 
of how the immune system works, for this, the reader is 
referred to [8].  The principle actors in the immune system 
are: 
 

 Antibodies.  The immune system's detectors.  
They are sequences of molecules which 
physically bind with antigens.  Antibodies are 
specific to certain antigens, that is, they only 
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recognize antigens or antigens which have a very 
similar molecular configuration.   

 Antigen.  The interface between the immune 
system and another organism. Antibodies and 
antigens are bound with a degree of affinity. 
Antibodies which more closely complement the 
antigen are said to bind with a higher degree of 
affinity.   

 B-Cells.  Cells which produce antibodies.  A 
single B-cell produces many antibodies of the 
same molecular configuration.   

 Phagocytes.  Cells which remove pathogenic 
antigens (and associated organism) from the host, 
after they have been detected by antibodies.   

 Antigen Presenting Cells (APC). Specific 
phagocytes which break down the antigen into 
pieces called antigenic peptides.   

 Major Histocompatilibity Complex (MHC).  
Major Histocompatilibity Complex bind with 
antigenic peptides.   

 T-Cells.  Cells which recognise antigenic 
peptides that have bound with MHC.   

 
In the following sub-sections, we present a mapping 
between the biological immunology and algorithmic data 
fusion processes. 

3.2 Competitive Process 
B-cells which produce antibodies that match pathogenic 
antigens with a high degree of affinity reproduce clones of 
themselves in a process known as clonal expansion.  
These clones undergo a process called somatic hyper-
mutation, which causes them to produce mutated variants 
of the antibodies of the original B-cell.  This serves the 
purpose of producing a greater number of antibodies 
which will be available to detect the pathogen.  B-cells 
whose antibodies do not match the antigen (or do so with 
a lower level of affinity) die.   
 
In this way, immune detection is 'fine-tuned' to deal with 
the pathogens to which the host organism is exposed.  The 
concentrations of different B-cells change in response to 
antigens.  Those B-cells which produce antibodies that 
represent more 'accurately' the antigens increase in 
concentration, while those B-cells which produce 
antibodies that less accurately represent the antigens are 
diminished.   
 
An analogy can be drawn here, between different data 
sources competing on the accuracy of their measurements, 
with B-cells competing on how well they match the 
antigen to which the host is exposed.  Just as more 
accurate data sources are more heavily weighted in the 
competitive fusion process, the more successful B-cells 
are likely to have higher levels of concentration, and thus 
have a greater influence on the immune response.   
 

A suggested mapping between the different agents / 
processes in immunology and competitive data fusion is 
given in Table 1.  The input to the data fusion process is 
represented by the antigen and the output represented by 
the response of the immune system.  The B-cells act as 
'detectors' which match the input data.  Those detectors, 
which match the data with the greater degree of certainty 
or accuracy, have a greater concentration, and thus a 
greater influence on the output.  Adaptation (machine 
learning) can occur by altering the concentrations of 
detectors to increase the influence of the better performing 
ones (clonal expansion), and decrease the influence of 
poorer performing ones (cell death).  When dealing with 
discrete or discontinuous data, adaptation could also 
include dynamically learning the certainty or accuracy of 
previously unseen data (hyper-mutation).   
 
Table 1: Possible mapping of immunology to competitive 

data fusion 
Data Fusion Immunology 

Input Antigen 

Output Immune Responce 

Detectors B-Cells 

Degree of Match Between 
Input and Detectors 

Affinity 

Degree of Input Accuracy / 
Certainty 

B-Cell Concentrations 

Adaptation Clonal Expansion / Hyper-
Mutation / B-Cell Death 

 

3.3 Complementary Processes 
The process described in section 3.1 can also be viewed as 
a complementary process since the immune system needs 
to find the correct response to a set of antigens.  To do so 
it needs to remember correlations between antigens to 
which it has previously been exposed, and the correct (or 
approximately correct) response which removes the 
pathogen.  This is analogous to a complementary 
inference type data fusion immune response process 
where input from multiple sources needs to be correlated 
with the correct class or value from the unobserved 
environmental property.  In this sense, the B-cells action 
has a type of a priori data, as they 'remember' the antigen 
from the last encounter.   
 
T-cells cannot detect antigens directly, instead they 
recognize antigenic peptides which have been processed 
by APCs.  APCs break down the antigen into antigenic 
peptides which are then bound with MHC proteins.  It is 
these MHC proteins bound with antigenic peptides that 
are recognized by the T-cells.  Many different 
configurations of MHC proteins exist, which ones are 
present in a given individual is determined by that 
individual's DNA.  Thus MHCs evolve over generations 
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to identify the antigens present in the local environment.  
Individuals who possess MHCs that are more suited for 
detecting the pathogens in their environment are more 
likely to survive and pro-create, thus passing on their 
DNA.   
 
Comparing this immunological principle with a 
complementary data fusion process, it can be seen that 
MHC protein acts as a type of feature extraction or feature 
selection process because it binds to those parts of the 
antigen that are more useful to the T-cells detecting the 
pathogen.  This is analogous to a  complementary 
synthesis type data fusion process where various 
transformation are performed on the inputs for extracting 
the most useful information.   
 
A suggested mapping between the different agents / 
processes in immunology and complementary data fusion 
is given in Table 2.  Again the input to the data fusion 
process is represented by the antigen and the output 
represented by the response of the immune system.   The 
B-cells and T-cells represent stored a priori knowledge of 
interested targets or anomalies.  If the input to the process 
is a feature vector, then B-cells are 'instances' of feature 
vectors representing a target or state of interest. Thus, 
when a B-cell matches an input vector with a given level 
of affinity, then we can say that something has been 
detected or classified.  The notion of MHCs could be used 
to extract or select a subset of features from the input 
feature vector, thus reducing the dimensionality of the 
input space.  T-cells could then be used to detect objects / 
states of interest from these reduced sets of features, just 
as T-cells in biology recognise antigenic peptides rather 
then the whole antigen.  Adaptation can occur when new 
objects / states of interest are discovered (hyper-mutation) 
or data is redundant or out of date (cell-death).  The 
MHCs could also be adapted (via some evolutionary 
process, possibly with feedback from the process just 
described) for extracting / selecting new features from the 
input data, which are more useful for detection.   
 

Table 2: Possible mapping of immunology to 
complementary data fusion. 

Data Fusion Immunology 
Input Antigen 

Output Immune Response 

A Priori Data B-Cells / T-Cells 

Degree of Match Between 
Input and A Priori Data 

Affinity 

Feature Extractors MHC 

Adapation (Inference) Clonal Expansion / Hyper-
Mutation (B-cells only) / 
Cell Death 

Adapation (Feature 
Extractors) 

Evolution 

 

3.4 Cooperative Processes 
In the immune system, many different types of cells need 
to work together in order to produce coordinated detection 
and responses to dangerous pathogens.  From the point of 
view of an individual cell, molecular information arrives 
in two forms: antigen, and a set of ancillary signals.  
These ancillary signals are molecules 'emitted' by other 
near-by cells which may influence the reaction of the cell 
in the presence of the antigen.  These signals are known as 
cytokines.  The individual cell may itself in response emit 
molecular information which is used by other immune 
cells.  In this way, immune cells communicate and control 
each other, to reach a collective response to the pathogen.   
 
Three particular instances of this type of behavior can be 
found in the immune system. Antigen sampling is the 
process where antigens are collected by APCs.  These 
cells alter their state depending on the amount of antigen 
consumed, and the context signals found in the same local 
environment as the antigen.  These context signals come 
from other immune cells emitting cytokines, and from 
damaged tissues which may indicate the host is being 
harmed by the pathogen.   
 
Antigen presentation is the process where  antigenic 
peptides are presented by the APCs to the T-cells.  These 
peptides are bound to MHC molecules. Along with the 
antigenic peptides, the APCs also present co-stimulation 
signals to the T-cell.  If the T-cell recognizes (physically 
binds) with the bound antigenic peptide / MHC, then the 
T-cell is activated.  If the T-cell recognizes the antigenic 
peptide in the absence of any co-stimulation signal, then 
the T-cell dies.  Thus the co-stimulation signal acts as a 
form of validation, so the immune cells do not react 
against the host's own tissue.   
 
B-cell activation is the process of B-cells creating 
antibodies.  B-cells carry antigen receptors on their 
surface which are know as B-Cell Receptors (BCRs).  
When the antigen needs to be recognized by the B-cell, in 
the context of a co-stimulation signal (this time given by 
activated T-cells), the B-cells produce large volumes of 
antibodies.  If a B-cell binds with an antigen in the 
absence of any co-stimulation, then the B-cell dies, again 
a form of validation behavior.   
 
An analogy can be drawn here between cooperative fusion 
and immune system behavior:  the co-stimulation and 
context ancillary signals determine how various immune 
cells respond to the antigen that is presented to them at the 
same (or similar) time.  Thus the immune response is 
dictated not only by the antigen, but also by the 'state' of 
the other cells which provide the ancillary / co-stimulation 
signals.  It is common in a data fusion system for a set of 
sensors to make local decisions based on the information 
available to them, and then collaborate as a team in order 
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to reach a global decision about the phenomena under 
observation [6].  In order to do so, the sensors need to be 
able to respond to 'cues' from one another, gathering or 
extracting different information depending upon the 
decision reached by other sensors.   
 
A suggested mapping between the different agents / 
processes in immunology and cooperative data fusion is 
given in Table 3.  Various sensors and fusion nodes are 
represented by immune cells.  These nodes collect sensor 
data (antigen) and produce an output response, 
transmitting this response to other nearby cells 
(cyotokines).  This data may be decisions or features 
extracted from the original sensor data.  This extra 
information may change the cell's original response to the 
sensor data.  This might mean that the node reaches a 
different decision by  extracting a different set of features 
from the sensor data. In the case where there is physical 
control over the sensor, the sensor can be repositioned or 
recalibrated so that it collects more useful information. 
This allows the nodes to communicate to produce a 
collaborative response to the phenomenon under 
observation.  Nodes could have a cell concentration value, 
which reflects the importance or reliability of the 
information which that node disseminates.  Adaptation 
could come from adjusting these concentration values, but 
also from addition and removal of the nodes themselves.  
The sensor nodes will need to dynamically create an ad 
hoc network, deciding which information needs to be 
transmitted to which nodes.  This is complicated by the 
fact the new sensors maybe added periodically while other 
sensors fail or are removed.  
 
Table 3: Possible mapping of immunology to cooperative 

data fusion. 
Data Fusion Immunology 
Sensor / Fusion Node B-Cells / T-Cells  

Input (Sensor Data) Antigen 

Input (Inter-Sensor 
Communication) 

Co-Stimulation /  Ancillary 
Signals 

Output Immune Response / Co-
Stimulation /  Ancillary 
Signals 

Importance or Reliability of 
Sensor Node 

Cell Concentrations 

Adaptation Changes in the Cell 
Concentrations 

Removal or Failure of 
Sensor 

Cell Death 

 
In the following we present (based on our experience?) 
what a data fusion AIS would look like.  
 

4 Artificial Immune System  Data Fusion 
A layered framework was proposed for the purpose of 
engineering artificial immune systems to provide solutions 
to specific application domains [5]. This framework has 
three layers:  
 
Representation: How the various components in the 
system are represented. Common representations for these 
components include: binary strings, vectors of floating-
point number and vectors of nominal values. 
Affinity Measures:    The affinity is a value which 
represents the degree of match between two components, 
either between an antigen and a B-cell or between two B-
cells. Affinity measures can be defined and used 
according to the representation and the problem domain.  
Immune Algorithms:        Immune algorithms manipulate 
the population of B-cells. This is necessary so that B-cells 
which are more useful are retained, cloned and mutated, 
while those B-cells which are useless are killed off.  
 
To demonstrate what a data fusion AIS might look like, 
we discuss an example data fusion problem and instantiate 
this framework in order to develop a solution.   

4.1 Example Framework Instantiation for 
Data Fusion 

Our example problem is in the domain of condition-based 
maintenance, where an electro-mechanical device (such 
as, a car engine) is monitored in order to determine its 
operational state (normal, faulty, etc.) [9].   Various 
sensors are located on the device such as, vibration and 
temperature sensors.  Vectors of features are then 
extracted from the sensor data.  Associated with each 
sensor is a local decision maker for determining the status 
of the device from the features of that sensor - single-
source data fusion.  These local decisions are then 
combined in order to give a global estimate of the the state 
of the device - multi-source data fusion.  An example of 
this is presented in figure 1.   
 
In the example above, since the local and global  decision 
makers infer the state of the device from sensors' features, 
the process supporting the AIS solution should be of the 
complementary type.  Using table 2 (from section 3.3), we 
can map immunological components and processes into 
data structures and algorithms for data fusion.   
 
For the local decision maker, the AIS solution should 
follow the layered framework presented above in which 
the first layer  establishes the representation of the 
immunological components  [10]. There are two sets of 
immunological components in this problem:  inputs and a 
priori data. Following table 2, the inputs are analogous to  
antigens, and the a priori data are analogous to  B-cells.  
We take an example of a vibration sensor monitoring the 
car engine.  Periodically, a set of features are extracted 
from this signal.  These features could be related to, for 
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example,  statistical properties of the signal, frequency 
content or wavelet coefficients.   In any of these cases, the 
features associated with the vibration sensor will be a 
vectors of floating-point numbers.   Both the inputs and a 
priori data to the local decision maker are feature vectors. 
For the inputs, the feature vector changes continuously 
because  sensors are continuously being re-sampled, while 
for a priori data the feature vector may change because 
instances of faulty data evolve with time.  In the context 
of the engine, while antigens represent features extracted 
from the vibration sensor, such as, frequency and wavelet 
coefficients. The B-cells represent engine faults as 
observed by the features extracted by the vibration sensor. 
 

 

Figure 1: Parallel data fusion architecture 
 
After the representation of antigens and B-cells has been 
specified, the next layer identifies the degree of match 
between an antigen and the B-cells, the process also 
known as the affinity measure.  An antigen and B-cell 
which match containing exactly the same values will 
match with an affinity of 1, while antigens and B-cells 
with greater differences will tend towards an affinity of 0.  
Assuming the features are floating-point numbers, a real-
number distance metric, such as, Euclidean or Manhattan 
distance should be used.  Using our example, when a 
feature vector extracted from the vibration sensor 
(antigen) enters the system, it is compared with all B-
cells.  If an antigen and B-cell produce an affinity level 
above a predefined threshold, then the input matches a 
priori data recording a fault, thus identifying the presence 
of a fault.  The output from this process is a binary value 
(immune response), indicating either a fault was detected 
('1') or no fault was detected ('0').   
 
The final layer of the framework is the selection or 
development of immune algorithms for generating and 
maintaining a population of B-cells.  The a priori data has 
to be representative of faults for generating an initial 
population of B-cells.  Once this initial population is 
established, it can be dynamically adapted and maintained 
in-situ during the operation of the system.  Table 2 notes 
the types of adaptation which could be used in a 
complementary process.  If a B-cell matches with an 
antigen from a non-faulty operation, then it is said to have 
caused a false positive (false alarm).  Such a B-cell can be 
removed from the system, analogous to the 

immunological process of cell death.  Also, B-cells could 
be removed if they are found to be duplicates or 
containing very high levels of redundant information.  B-
cells which successfully detect faults in the car engine 
could produce mutated clones, which are then added to the 
population, analogous to the immunological processes of 
clonal selection and hyper-mutation.  This helps detect 
new variants of faults (which maybe previously 
unknown), and causes the system to adjust to changes in 
its environment [11].    
 
We could generalise this process for all the local decision 
makers associated with other sensors, e.g., temperature.  A 
number of AIS solutions could operate in parallel, each 
maintaining its own local population of B-cells (possibly 
with different representations), tailored to data from a 
specific sensor. A single source data fusion technique 
could be  implemented using these AIS based  local 
decision makers. 
 
Following the layered framework described above, an AIS 
solution could also be used for generating global level 
decision makers. It is at the global level that information 
from the various local decision makers, related to specific 
sensors, is fused to obtain the global state of the system.  
The global decision maker would take as input a vector of 
values  representing the output of the local decision 
makers. In this case, the representation of both the 
antigens and the B-cells would be binary, and a binary 
distance metric, such as, Hamming distance, would  be 
used as an affinity measure.  The B-cells at this level 
represent emergent patterns of the local decision makers 
output, which correspond to faults.  However, if this fault 
is considered in the context of another fault identified by 
another local decision maker, which is connected to a 
different sensor, such as, a temperature sensor, then this 
may be considered a fault at the global level.  This type of 
decision maker would implement a multi-source data 
fusion system.   
 

5 Concluding Remarks 
In this paper, we have sought to demonstrate several 
analogies between immunological and data fusion 
processes.  We have also instantiated an example data 
fusion system with an AIS to demonstrate what an 
immunologically-inspired data fusion process would look 
like.  It is believed that algorithms and techniques 
developed from immunological principles can retain 
properties that would be useful in a data fusion system.   
These properties include real-time adaptation to changing 
environments and cooperation between multiple agents, 
although much research remains to be done in these areas.  
A prototype data fusion system has been developed by the 
authors for detecting faults on electro-mechanical devices.  
This system utilises AIS inspired algorithms and the early 
results are very promising.   
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