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Abstract – A production system is presented that can 
help coding knowledge about recognizing structured 
objects in a declarative way. Together with a respective 
interpreter it forms the GESTALT-system. This system 
is particularly suited for the fusion of evidence from 
different sensors giving data from the same scene, for 
the inclusion of prior knowledge – such as GIS or 
digital maps – and for the treatment of large numbers of 
primitive and non-primitive objects. In the last two 
decades the underlying system structure has been used 
for diverse applications. There have been several re-
implementation endeavors. Three quite different 
examples of applications are presented.    
 
Keywords: Artificial intelligence, production system, 
evidence fusion, object recognition and localization. 
 

1 Introduction 
With the rising diversity of various measurement devices 
giving evidence of objects and events in a scenario the 
need for a systematic approach to automatic, efficient, and 
consistent fusion of evidence is also growing. Next to the 
classical military and civil sensors – such as airborne 
imaging systems (TV), FLIR-sensors and RADAR - the 
use of SAR and LIDAR is becoming more popular. Often 
there are experts available who can provide knowledge 
about the particularities of these evidence sources. But 
usually there is not enough staff and time to interpret and 
fuse all the information manually. 
For many tasks there are a limited number of fusion and 
interpretation procedures which interact and form a 
hierarchy. A convenient way to code and communicate 
such knowledge is by using formal productions – much 
like with a generative grammar. However, their usual 
relation of concatenation does not suffice. More general 
constraints have to be considered. Chapter 2 of this 
contribution is about this issue. 
 The interpretation system acting on such production 
system has to be capable of handling large amounts of 
data. This requirement prohibits the use of a classical 
standard interpreter. Our approach to this end is sketched 
in Section 2.3. The rest of Chapter 1 is dedicated to 
related other approaches and gives a history of our own 
system. Chapter 3 recalls some examples for possible 
applications. We conclude in Chapter 4 with a discussion. 

1.1 Related Work  
Classical contributions to the field of knowledge based 
structural recognition systems are SCHEMA [3] and 
SIGMA [8]. From SCHEMA there resulted a commercial 
product named KBV (knowledge based vision). This was 
widely used. It was distributed with a nice graphical user 
interface – however the control was not very elaborate. 
SIGMA was particularly designed for aerial image 
analysis. It was far ahead of its time and a very ambitious 
endeavor. Although it had very sophisticated control 
structures it was not further maintained and used.  
Most work in the field is older than ten years [2]. 
However, in the past decade there has been a considerable 
renewal of such ideas and systems using the term 
“cognitive vision systems” [1]. The focus of attention is 
currently shifting towards learning – i.e. systems that are 
capable of adapting not only certain parameters within the 
productions to distributions found in the domain (as was 
undertaken in [11]) but also the structure of the 
knowledge [13]. This is a very ambitious challenge 
indeed.  
Among the syntactic approaches Marriott and Meyer 
introduced the context-free constraint multi-set grammar 
which is in many aspects closely related to our work [7]. 
Most syntactic work today is on document analysis 
applications (e.g. [14]). There are some recent general 
generic methods for general image understanding [17]. 
Capturing statistical recognition in a structural 
representation can also be done by perceptual inference 
networks (PINs) [15] which is also a work very closely 
related to our GESATLT system.   

1.2 The History of the GESTALT-system  
GESTALT is an acronym standing for “Grouping 
Evidence System for Treatment of Alternatives in a 
Layered Task-solver”. The roots of this system go back 
more than twenty years [5]. Originally it was designed as 
BPI “Blackboard-based Production-system for Image-
analysis” for use under VMS operating system on VAX-
computers. The variant used since 2002 is machine-
independently implemented in MATLAB-code. Currently, 
there is a re-implementation in an object-oriented C# 
environment under way. The principles and some 
implementations are described e.g. in [4][12][16]. It 
becomes evident that there is a considerable shift in the 
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focus of attention of this work – however, there is also a 
continuous set of topics which remain as important as 
they were twenty years ago. Among these are the 
foundations in syntactic pattern recognition [9] and the 
parallelization issue [6]. 
 

2 Fusion and Recognition with 
Production Systems 

Production Systems are an object oriented approach to 
automatic understanding and description of sensor data. 
They do not handle images or videos directly. Instead they 
work on objects extracted – i.e. segmented – from such 
data and produce a hierarchy of more and more abstract 
higher level objects. Objects o are of the form 
 

 o
d
σ⎛ ⎞

= ⎜ ⎟
⎝ ⎠

 (1) 

where σ∈S which is a finite set of symbolic names and 
d∈Dσ which is a metric attribute domain. In practice 
attributes are e.g. coordinates in images or scenes and 
properties – such as orientations – derived from them. For 
every such symbolic name a class is defined in an object-
oriented way. 

2.1 Extraction of Primitives 
What kind of primitives is suitable for a given sensor or 
sensor combination is task dependent. Often some 
preprocessing is advantageous. Then a segmentation is 
done – in the simplest setting just a threshold. For all 
examples presented in Section 3 short contour line 
primitives were used. These can either be acquired by 
binarizing the image at multiple thresholds, chain-coding 
the resulting contours, and approximating them by 
polygons, or by applying gradient filters and thresholds. 
Thus the image is transformed into a set of primitives 
which are attributed with a location, an orientation, and a 
quality. The quality assessment is obtained from the 
desired object properties. E.g. for a threshold on gradient 
magnitude images a contour primitive just trespassing 
would have a quality close to zero, whereas a primitive 
with maximal possible gradient magnitude would gain a 
quality value of one. The whole approach can only permit 
primitive extraction methods that provide such 
meaningful measures. 

2.2 Declarative Knowledge Representation 
The knowledge representation is defined as formal 
generative grammar which defines a language [9]. A set 
of primitive objects is either element (sentence) of the 
language or not. Thus clear mathematical semantics are 
given. Conditions are set that must hold so that such 
production systems can be reduced to a context-free 
system using only two normal forms: 
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and 
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In (2) the symbols on the right hand side are all the same 
and the number of elements in the right hand side is not 
fixed. This form is used whenever a clustering task is 
required – i.e. multiple cues for the same object are 
present in the same domain Dσ and the predicate π 
demands that they form a cluster. If so the function φ will 
determine the attributes dτ of the element to be reduced on 
the left hand side. 
In (3) the symbols on the right hand side may or may not 
be the same. The right hand side is always a pair of 
objects. This form is applicable whenever fusion of 
information is required – i.e. relevance for the same object 
is present in different domains Dσ and Dζ . The predicate 
π demands that the objects on the right hand side are 
mutually consistent. If so the function φ will determine the 
attributes dτ of the element to be reduced on the left hand 
side. Form (3) is also applicable whenever a part-of 
hierarchy is intended – i.e. relevance for a more complex 
object τ is given by simpler parts σ and ζ of it that occur 
in a configuration given by the constraint π. 
A convenient way of understanding the structure of 
declarative knowledge given by a system of such 
productions is presenting the system as a bipartite graph. 
One type of nodes are the symbols (primitives and non-
primitives) used in the system. The other type of nodes is 
given by the productions. An arc goes from a symbol to a 
production whenever the symbol appears in the right-hand 
side of the production. An Example for such a 
“production-net” is shown in Figure 1. 
They resemble the well known Petri-nets. One can 
perceive easily what is pre-requisite to what and which 
methods are available to infer what kind of objects. 
Productions of the form (2) are indicated by placing three 
dots between the ingoing arcs. In section 3 we give three 
examples of such production nets. 
In principle the fusion of the information can take place 
on any level of abstraction in the production net. The only 
prerequisite is that the objects must be attributed with 
common coordinates either fixed in the scene or with 
respect to the sensor. In the latter case – or if the objects 
are mobile – each measurement must also be attributed 
with a precise common time code. 
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2.3 Separate Control 
The knowledge representation – i.e. the semantics of the 
particular system – should be completely separated from 
the control that is necessary for efficiently operating it on 
large amounts of data as they necessarily occur in our 
examples.  
The following control flow is due to Lütjen [5]. It requires 
that each object should be assessed by a quality-measure 
ao∈[0,1]. The flow handles hypotheses h of the following 
form: 
 
 ( , , , )p o ph a i iσ=  (4) 

Here io allows access to an object of class σ. ip either 
allows access to a production in which σ appears in the 
right hand side or ip=nil.  
The priority measure ap∈[0,1] stands for the importance. 
It is a function of the quality assessment. However, the 
priority assessment can be altered depending on the whole 
state of analysis - while the quality of an object is constant 
and only depends on itself and its predecessors. Currently 
the priorities are heuristically chosen.   
The meaning of such a hypothesis h is that computational 
resources should be spend on the production p with object 
o as triggering element and with priority ap. With these 
hypotheses the following steps are performed: 
0) For all primitive objects hypotheses are constructed 
with ip=nil and ap=ao. 
1) The hypotheses are ordered according to the priority ap 
in a queue. The best n hypotheses are chosen. For each of 
these 2) is performed (parallel execution possible). 

2a) If ip=nil then all those productions are chosen which 
contain an object o on their right-hand side. h is then 
replaced by clones of it with the corresponding indices ip, 
where the assessment of those newly introduced 
hypotheses may be altered according to different 
importance of different productions. 
2b) Else there is a production to which ip points and there 
is a triggering object instance to which io points. A 
construction method is called which takes the triggering 
object as fixed and queries the database for the missing 
parts of the right-hand side of the production which fulfill 
the constraint π. Thus, the construction method may result 
in none, one, or several new object instances of the left-
hand side. These are added to the data-base (if they are 
not already present) and for these objects, new initial 
hypotheses are added to the queue with ip=nil and ap=ao. 
Thus – while the number of objects in the database is 
always rising – the number of hypotheses in the queue 
may rise or fall. 
3) While the queue is not empty, one may continue with 
step 1) or stop and return the current configuration as 
result. This result will be identical to the final unique 
solution, if the queue is empty. Otherwise, the current 
configuration will only resemble an approximate solution.   

3 Examples 
The first application for which our production system 
approach was proposed was part of a navigation task for 
what today would be called an unmanned aerial vehicle 
(UAV) [5]. In a low-resolution aerial picture taken in 
nadir direction in a particular time instance a salient man-
made structure – such as a bridge – was to be localized. 
Figure 1 depicts a production net for such a task. Such 
nets can be modified by parameterizations to either look 

 
Figure 1) Production net for recognizing bridges
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for any such bridges or for a particular instance 
characterized by specific orientations and stripe widths.  
In the following decades a variety of applications have 
been investigated with it. In the sub-sections of this 
Chapter we list three particular published systems which 
highlight different fusion aspects.    

3.1 Fusing FLIR and RADAR for ATR 
Large parts of the system indicated in Figure 1 were re-
used for a system designed for fusion in an automatic 
target recognition task (ATR) [4]. The data have been 
recorded with an experimental forward-looking dual-
mode sensor (thermal IR and mm wavelength) mounted to 
a helicopter while approaching the scenario. The 
individual IR-images are quite small. In Figure 2 they are 
fused into a mosaic. 
 

 
Figure 2) Successful fusion of cues for a bridge: IR 

stripe objects blue, cues for road crossings yellow, radar 
cues green, best bridges red stripe with yellow reticle 

(Published in [4]) 
 
This is only for visualization. Using the production 
system and in particular a variant of production P1 (from 
the net in Figure 1) the line prolongation can accept short 

contour line objects from different frames. The mutual 
transformation between the images can be obtained from 
the navigation system of the device. Long straight 
contours stretching over several images can be inferred 
without constructing the mosaic in an iconic way.   
 

 
Figure 3) Fusion possibilities between IR and RADAR 
 
Production P1 is the prototype for productions of normal 
form (2). Short primitive line segments are grouped into a 
single long line segment as long as they are collinear and 
overlapping. The underlying rationale is the Gestalt 
principle of good continuation. Often for such tasks 
accumulator techniques are proposed – such as the well 
known Hough-transform. Here such fusion of a whole set 
of similar cues into one much more evident object is 
achieved by a production. Thus it is applicable within the 
system and subject to the interpretation control. 
Productions P3 and P4 in the net are of similar form. 
However, here the constraint includes tests of external 
properties which are not attributes of the predecessors – 
such as grey-value and grey-value distribution inside a 
stripe object.  
The other productions are of the form (3). Grouping of 
parallel contours is also a common Gestalt principle. The 
production P5 in Figure 1 is an explicit modelling of a 
part of hierarchy. A bridge object consists of a road stripe 
crossing over a river stripe. 
Figure 3 shows a net that opens possibilities for fusion of 
knowledge on a particular level of abstraction. Using 
productions Pi…Pl a bridge object can be inferred from 
all possible occurrences in dual-sensor data. It will still be 
reduced even if its parts should not be completely present 
in all channels – as long as any required part appears in 
any of the channels. Such multiple connectivity makes a 
fusion net much more robust and reliable.   
FLIR and RADAR systems are a combination particularly 
suited for the demonstration of benefits from evidence 
fusion. There exist devices that record both channels from 
the same carrier mapping the same scene at the same time 
instance. Moreover, the information is orthogonal in the 
sense that FLIR gives a high angular accuracy but no 
depth while RADAR gives high depth accuracy but low 
angular resolution. The depth of the FLIR cues has to be 
guessed by projecting them on a ground plane using the 
navigation data of the carrier. The FLIR signal is mainly 
determined by surface temperatures while RADAR 
signals depend on material properties (such as metallic 
constructions). Combined by a logical “and” this fits quite 
good to interesting man-made targets – such as bridges.  
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The result displayed in Figure 2 was obtained with an 
even more elaborate production system. It connects road 
stripe objects (depicted in blue color) into a settlement 
structure by constructing the crossing objects (indicated in 
yellow color). The evidence for such a connected stripe to 
be a road is much higher than the evidence for an isolated 
stripe (such as the false road stripes in the upper left 
image area).  
Green spots in Figure 2 indicate RADAR measurements. 
They are grouped into stripe structures as well. Finally, 
the red stripes with yellow reticles give the best target 
estimations obtained by fusion productions as they are 
given in Figure 3. 
 

3.2 CAD-model-based Object Localization 
3D-object- and in particular vehicle-localization systems 
often use learned views of the objects to match them with 
the data found in the picture. In particular in military 
applications extensive acquisition of training samples on 
test-grounds are needed. They should cover all possible 
view directions – and in case of thermal imaging – also all 
operational modes of the vehicle and weather conditions 
around it. It causes less effort to provide a – possibly 
articulated – CAD-model render it – or its parts - in all 
possible appearances and compare this data-base to the 
actual image. However, the comparison of the rendered 
data with the measured grey-values is a non-trivial fusion 
task.  
Figure 4) shows a production system designed to this end. 
In particular the production P6 implements a 4D 
accumulator for the fusion of cues from different 
positions in the image. Understood in its own it acts like a 
generalized Hough-transform [10][11]. Two dimensions 
are for the image location, one is for the azimuth and on 
for the distance.   
Productions P4 and P5 fuse non-primitive objects from a 
graphic database with non-primitive objects reduced from 
image measurements. 
Note that in this net we have also indicated the input from 
other systems – namely the primitive extraction from the 
image by use of a line-segmentation process, a computer 
graphic system that can do hidden-line rendering of model 
parts, and the productions Pk which are parameterized 
using the articulated model structure. The number of these 
productions depends on the complexity of the model. Its 
part-of structure must be given in a binary tree normal 
form.    
 

  
 Figure 4) Production net for the localization of 
objects: The blue parts are working on computer graphic 
objects; this part can be performed offline in advance. 
  
 

a)  
  

b)  
 

c)  d)  
Figure 5) Localization of a car&trailer in a grey-level 

image using the GESTALT-system: 
a) Original image, b) primitive objects line, 

c) rendered CAD-view, d) result as overlay on image 
 

3.3 Understanding of Aerial Stereo Image 
Pairs 

Often aerial cameras – whether operating analogly or 
digitally – take overlapping sequences of images in order 
to enable stereo analysis. Stereo analysis can be viewed as 
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rather simple form of fusing the information of two 
images. The classical approach rests on two assumptions 
– the same scene element appears with similar grey value 
in both images (e.g. due to Lambertian characteristics of 
the elements surface) and continuous scene depth. In 
urban terrain both assumptions are frequently violated.  
 

    
 Figure 6) Production net for automatic understanding 
of 3D-sub-urban structure (published in [16]) 
 
 

 

 Figure 7) Structure of a sub-urban scene obtained 
from a stereo aerial image pair: Above back-projected 
over one of the images; below depicted in the form of 
parameterized 3D-symbols    

The system presented in Figure 6) therefore postpones the 
stereo-fusion step to a higher level of abstraction. It looks 
for hints for parallelograms in the individual images and 
than it fuses these into three dimensional hints for roof 
parts. It turned out that as many possibilities of 
appearance as possible were needed to be modeled in 
order to feed the 3D perceptual Gestalt grouping process 
further upwards in the reasoning scheme. Otherwise, there 
would often be something missing and the grouping 
would fail to detect the present structural organization of a 
sub-urban scene. 
Figure 7 shows a result which was obtained by use of this 
system (published in [16]). It presents the resulting high-
level objects as abstract 3D-model and also as overlay to 
one of the original images. It can be seen that the 
individual houses may differ quite considerable. Also the 
appearance of a house can be quite weak – with only a 
few contours appearing and the rest disappearing for lack 
of contrast to the background. Still, the system can come 
up with a reasonable description of the settlements 
structure. 
 

4 Discussion and Conclusions 
We presented a fairly general approach for information 
fusion. Three examples show that such knowledge based 
schemes are an auspicious approach towards automatic 
recognition of structure and in particular to automatic 
fusion of evidence. More examples are in the references – 
such as machine Gestalt perception in high-resolution 
SAR data [12]. We admit that the presented fusion-
examples have only been evaluated on the basis of a small 
number of data-sets (sometimes even only one). We have 
also conducted comparative tests with training and 
previously unseen test data [10]. But that was on object 
recognition – not on fusion. For fusion there are hardly 
any useful large combined data sources (with ground 
truth).   
It is important to gather as many production nets as 
possible in order to accumulate experience on as diverse 
data as possible. Then the underlying principles of fusion 
and perception can be seen more clearly. An ambitious 
goal could be a future general theory of evidence fusion 
based on this experience. 
When the common reference coordinates are in question, 
or when one source is much weaker than the other, a 
fusion production may well be harmful. It acts like a 
logical “and” and thus the better source may be spoiled by 
the worse. However, the most important conclusion from 
our work up to now is the following: Provided that the 
different evidence sources can be referenced with 
common spatio-temporal attributes, and provided that the 
different sources give comparable amounts of evidence or 
mutual orthogonal information (section 3.1) a fusion 
production can reduce false alarm rates and increase 
recognition rates.  
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