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Abstract - Tele-immersive systems are designed to 
facilitate communication and collaboration between 
people.  Therefore, the central objects of interest in a 
tele-immersive system are these people, the things they 
jointly manipulate, and the tools they need to perform 
this manipulation. This paper presents a multi-modal 
image fusion framework to detect these objects of 
interest. Experimental results with a prototype tele-
immersive system show that fusion of visible and 
thermal imagery enables robust foreground detection in 
unstructured environments.  The contribution of this 
work lies in designing the integration framework, 
prototyping hardware and software components, and 
evaluating quantitatively the multi-modal foreground 
detection for a set of standard scenarios. 
 
Keywords: Tele-immersion, image fusion, foreground 
detection. 
 

1 Introduction 
The invention of the telephone in 1876 suddenly allowed 
two people, even separated by a vast distance, to talk with 
each other as if they were in the same room. Video 
conferencing systems in the twentieth century further 
allowed two people to see each other as if through a 
looking glass. Today, tele-immersive systems promise to 
let us step into that looking glass, and feel as if we share 
physical space. In contrast to traditional virtual reality, 
these systems create virtual environments by rendering 
real objects captured from images of the real world. 
 Emerging techologies in computer vision and 
interactive multimedia applications are placing our society 
on the verge of being able to experience realistic, life-like, 
virtual environments on a day to day basis.  Following the 
telephone, internet and video conferencing, tele-
immersive systems are the next evolution of individual 
and group remote communication and interaction. 
 Tele-immmersive environments for everybody 
(TEEVE) integrate networked virtual reality (VR), real-
time video, and significant computing and processsing 
resources.  Together, these create an immersive virtual 
environment that provides a foundation for 
communication, interaction, and analysis [1], [2], [3],[4], 
[5]. In contrast to traditional VR, tele-immersion places an 
emphasis on communication between people.  Currently, 
a typical setup involves human subjects in geographically 

separated locations interacting in a common virtual 
environment. 
 Tele-immersive systems provide two general 
capabilities. First, tele-immersive systems perform the 
task of absorbing, or cloning, parts of the real world, 
making them available in the virtual environment. 
Second, tele-immersive systems provide the opportunity 
to create a rich virtual environment, free from the laws 
and bounds of reality, which enables users to interact with 
each other, or complex data sets, in ways that are not 
possible using traditional physical and computer 
interfaces. 
 To enable both of these aspects of tele-immersive 
systems, there is a need to integrate the minimum 
hardware and software technologies including: (1) 
imaging, (2) camera calibration, (3) real-time 3D 
reconstruction, (4) networking, (5) 3D content fusion and 
(6) distributed 3D content delivery. So far, there have 
been two approaches to building such tele-immersive 
systems. One approach is using high-performance 
computing (HPC) and dedicated network connections to 
meet the computational and networking requirement. The 
other approach is based on using commercial-off-the-
shelves (COTS) components to make sure that the 
environments would be accessible to a broad market of 
customers. In our work, we took the latter approach in a 
joint effort among the National Center for 
Supercomputing Applications (NCSA), the University of 
Illinois at Urbana-Champaign, and the University of 
California – Berkeley. The components of systems  have 
their roots in earlier work of stereo-based 3D 
reconstruction [2], [3], [6].   
 In general, there are multiple requirements on the 
TEEVE systems, for instance, robustness to unstructured 
environments, portability, cost, 360 degree coverage, high 
spatial resolution, real-time 3D reconstruction, minimum 
transmission delay, scalability the number of cameras, 
non-intrusiveness to users, user friendly interactions in 
VR, and so on. This paper focuses on making a tele-
immersive system robust to complex and dynamic 
environments through the fusion of visible and thermal 
infrared (IR) information for foreground detection and 
further scene analyses and understanding. 
 The rest of this paper will outline the need for 
improved foreground detection in tele-immersive systems 
(Section 2), introduce a visible and thermal IR fusion 
approach for improving foreground detection (Section 3), 
and present experimental results (Section 4). 
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2 Foreground Detection in Tele-
immersive Spaces 

Portable and robust tele-immersive systems will be 
required to handle diverse and loosely controlled 
(unstructured) environments, such as homes, offices, and 
conference rooms.  One problem such environments pose 
is a difficulty in extracting the useful, or interesting, 
portion of the real environment to be reconstructed in the 
virtual space.  This problem of foreground detection is 
common in many computer vision tasks.  However, in 
immersive environments, a user's perception of the 
environment is a critical part of their experience.  Thus, 
the performance of a foreground detection algorithm 
contributes significantly to the overall performance of a 
tele-immersive system.  Further, successful foreground 
extraction not only acts as a pre-processing filter for more 
complicated computations but also allows one to control 
what elements of a scene are visualized and incorporated 
into a tele-immersive environment, as well as to decrease 
computation requirements by constraining the 3D 
reconstruction to pixels of interest. 
 The motivation for our work comes from particular 
five characteristics of real scenes that cause problems in 
the current TEEVE system: changing illumination (row 
one of Figure 1), moving foreground objects causing 
shadows (row two of Figure 1), moving background 
objects (row three of Figure 1), lack of contrast between 
foreground and background objects (row four of Figure 
1), and lack of contrast between different foreground 
objects (row five of  Figure 1). 
 Many times, the problem of robust foreground 
detection in tele-immersive systems is neglected because 
other infrastructure problems are more critical and hence 
directly tackled, see for example, [1], [7], [5]. Many 
previous solutions to the foreground/background 
segmentation problem make use of multi-modal data (vs 
grayscale intensities).  Some utilize grayscale intensity 
and color to maintain/update background models [8], [9], 
[10]. Others have used motion, or more specifically, optic 
flow [11]. Depth information has also been used to aid in 
foreground segmentation [12], [13]. 
 Our approach makes use of yet another modality: 
thermal infrared (IR) imagery.  Recently,  thermal IR 
imagery has been studied extensively for use in face 
recognition [14], [15], [16], [17], [18]. Work has also 
been done on detecting pedestrians using thermal IR 
imagery [19], [20]. We developed a framework in which 
features could be extracted from grayscale intensity, 
color, depth, and thermal IR images, and used to classify 
regions as foreground objects of interest. In the next 
section, we present a method of fusing information from 
visible and thermal infrared cameras that can solve the 
above five problems. 

 
Figure 1: This figure shows five scenarios which 

demonstrate current problems in tele-immersive systems.   
Each scenario is shown row by row,  with the left image 
showing a typical background frame, the middle images 
show a typical image during system operation, and the 

right images show the current TEEVE foreground 
extraction performance. 

3 Fusion-Based Foreground Detection 
Multi-modal image fusion was chosen as a framework for 
this work because each sensing modality on its own has 
benefits and drawbacks.  In other words, neither modality 
alone can completely solve the problem of robust 
foreground detection for the objects of interest in tele-
immersive systems.  The goal of our fusion process is to 
maximize the benefits of each modality by intelligently 
fusing their information, and by overcoming the 
limitations of each modality alone. 
 The fusion algorithm for foreground detection 
presented here consists of the following high level 
components : (1) preliminary feature detection in visible 
and thermal images, (2) alignment, or registration, of 
visible and thermal information, and (3) foreground object 
detection utilizing aligned information as shown in Figure 
2. A key element of our algorithm is that it utilizes 
calibration information (intrinsic and extrinsic 
parameters) and depth information from past images to 
speed up computations on current images.  The following 
sections describe our framework. 
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Figure 2 : Diagram showing fusion framework. 

3.1 Initial Feature Extraction 
Upon acquisition of current frames in visible and thermal 
IR cameras, a simple and fast procedure is performed to 
extract initial regions for  further processing.  This 
procedure is composed of background subtraction and 
connected component analysis. 
 A static background model is built by capturing a 
series of N background images, ( )B j , which are used to 
compute statistics such as average pixel value Bave  and 
average pixel difference Dave : 

1 ( )ave
j

B B j
N

= ∑                                   (1) 

1 ( ( ) )ave ave
j

D B j B
N

= −∑                          (2) 

These statistics model the background scene, as well as 
encode an approximation of the amount of variability in 
this background scene at short time scales.  Given such a 
background model, potential foreground regions are 
extracted by thresholding the difference of the current 
frame ( , )I x k  at time k during online operation and the 
average background image: 
 

1 if   ( , ) ( )
( , )

0 otherwise
ave aveI x k B D x

M x k
α− >⎧

= ⎨
⎩

      (3) 

where k is the temporal frame index, x represents a pixel 
location, and the threshold ( )aveD xα  is a α multiple of 
the average pixel difference, as shown above. The 
resulting initial region mask M now gives us an estimate 
of which pixels have changed with respect to the 
background.  As mentioned earlier, in ideal environments, 
we would have enough confidence at this point to call 
these regions foreground regions.  However, in real 
scenes, these regions are corrupted by the processes 
mentioned earlier. 
 To complete initial region extraction, we perform 
connected component analysis on the binary mask M. Our 
system utilizes a contour detection method.  Here, contour 
detection is performed on a binary image, with each 
region defined by a contour labeled as a particular 
connected component.  This region partitioning and 
labeling allows us to keep track of properties for separate 
regions in subsequent stages of our algorithm. 
  

3.2 Information Alignment 
Information alignment is one of the most critical stages of 
our foreground detection algorithm. The ability to 
correlate multi-modal observations of an object lets us 
move on to modeling and recognition tasks in a richer 
feature space. In this stage, we take preliminary regions  
Svis  and Sir  in the visible and thermal IR images, 
extrapolate depth values for each pixel in the regions, and 
use this depth to project these regions into the color 
camera reference frame. 
 Our depth estimation method utilizes depth maps 
from previous time steps to predict/extrapolate the current 
depth of our preliminary foreground regions.  There are 
two sources of error here : (1) between time k-1 and the 
current time k, objects of interest will generally have 
changed position in the scene, (2) the depth map from 
time k-1 is often noisy due to lack of successful stereo 
correlation.  There are several steps to achieve 
information alignment 
Reprojection of depth from visible to thermal IR 
coordinate space and to world coordinate space : First, 
transform visible image plus depth to 3D point in the 
world frame.  For a typical depth value λvis , we invert the 
intrinsic calibration matrix K to recover the 3D 
coordinates X in the world frame: 
 

λvis(K vis)−1 xvis =
1 0 0 0
0 1 0 0
0 0 1 0

⎡ 

⎣ 

⎢ 
⎢ 
⎢ 

⎤ 

⎦ 

⎥ 
⎥ 
⎥ 
X            (4) 

where xvis= u,v,1[ ]T
, and X = [X, Y, Z, 1]T .  Then, 

re-project the 3D point into the thermal IR image: 
x ir = Pir X                                 (5) 
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where Pir  is the projection matrix obtained from camera 
calibration (extrinsic parameters).  Then, use coordinate 
transformation to get world 3D point in thermal IR frame: 

X ir = Rir X + t ir                            (6) 

From this 3D point in the thermal IR coordinate frame, we 
take the Z-component of X ir  to get the depth of the point 
with respect to the thermal IR camera. At this point, we 
have depth maps in the visible and thermal IR frames, but 
they still represent objects from the previous time step. 
Depth estimation : First, blob association has to be 
addressed in order to know which blobs in the current 
image correspond to blobs in the previous image.  Second, 
depth values for each pixel of the new blob have to be 
estimated. How this is done depends on how the blobs are 
modeled. If blobs are simply lists of pixels belonging to 
one foreground object (i.e. there is no higher level 
modeling of sub-components of a blob), then one method 
of performing this mapping is to simply take an average 
of nearby depths.  For each pixel x in blob/region S we 
can compute a depth (see Figure 3): 

1( ) ( )      ( )
m

new old i i
i

x x x nbhd x
m

λ λ= ∀ ∈∑       (7) 

 
Figure 3 : Depth estimation : Depth from time k-1 can be 

noisy and incomplete.  We estimate depths for preliminary 
areas of interest in both visible and IR images. 

Reprojection of depth to color coordinate space : We now 
have regions in the visible and thermal IR frames which 
represent potential foreground objects, and we have depth 
for every pixel in these regions.  We can now use the 
intrinsic and extrinsic matrices obtained during camera 
calibration to project both of these regions into the color 
camera frame.  First, for a pixel in a given region (either 
in thermal IR or vis frame), we find the corresponding 3D 
coordinate in the camera frame : 

λc (K c )−1 xc =
1 0 0 0
0 1 0 0
0 0 1 0

⎡ 

⎣ 

⎢ 
⎢ 
⎢ 

⎤ 

⎦ 

⎥ 
⎥ 
⎥ 
X c                     (8) 

Next, we use the rigid body transformation to find the 3D 
coordinate in the world coordinate system: 

X 0 = (Rc )T X c − t c                              (9) 

Finally, we find the projection of this point in the color 
camera frame: 

λrgb x rgb = Prgb X 0                             (10) 

We could use the same method above to compute the 
depth in the color frame, by transforming the 3D 
coordinates from the world frame to the color frame. 

3.3 Object Detection with Aligned 
Information 

Now that the information from grayscale, thermal, and 
color images are aligned (in the color camera reference 
frame), we can proceed to extract feature vectors for the 
regions Svis and Sir .  We will use these feature vectors to 
classify these regions as foreground or background.  
Finally, the union of all detected foreground regions will 
define the final foreground. 
 One approach would be to look at the pixel level.  At 
this level, we have six pieces of information:  grayscale 
difference from static visible background model, red 
value, green value, blue value, temperature difference 
from static thermal background, and approximate depth.  
One could use these components to build a feature vector 
in this six-dimensional (6D) space. 
 However, looking at typical objects of interest in our 
tele-immersive system, we can make the following three 
observations:  (a) thermal information is typically a more 
reliable feature for discriminating humans from the 
background, (b) visible and color information is typically 
a more reliable feature for detecting inanimate objects at 
room temperature, and (c) using pixel-level information is 
more difficult than using higher level features for 
classifying objects of interest.  For example, in the 
computer display scenario presented in Figure 4, it would 
be extremely difficult to classify the pixels of the display 
correctly without having more context.  Thus, instead of 
focusing on the pixel level, we will continue analyzing 
higher level features. 
Human Region Detection 
In our prototype system, we assume that thermal 
information is the primary component necessary for 
human object detection.  Thus, we will first analyze 
regions derived from the thermal image, and determine 
which regions Si

ir  represent human objects. For each of 
these regions, we define a feature vector vi

ir  in R2 
composed of:  region size and average temperature 
difference from thermal background.  We found that these 
features are sufficient to distinguish between human 
subjects and other warm, but inanimate, objects typically 
found in indoor environments, such as computers, 
computer monitors, and lamps.  A scenario that 
demonstrates the importance of this can be seen in Figure 
4. 
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Figure 4 : Background objects with changing 

temperatures :  In this scene, a computer was turned on in 
the middle of system operation.  After background 

subtraction in the thermal frame, both the person and the 
display remain.  Thus, higher level features are required to 

correctly classify the foreground (person) and the 
background (computer display). 

 In order to classify the feature vector vi
ir , we 

compare it to a model that represents the nominal 
``appearance'' in this feature space of a human object: 
vmodel

ir .  In our prototype system, we used empirical 
knowledge (obtained by qualitatively studying images 
from typical tele-immersive scenes, see Figure 5) to 
define this model: 

model

[ ]
[ ]

ir area size pixels
v

avg temp digital numbers
⎡ ⎤

= ⎢ ⎥
⎣ ⎦

         (11)                  

Area can range from one pixel to the size of the image, 
320 x 240 = 76800 pixels.  Temperatures, however, are 
specified in units of digital numbers (DN), which span the 
8-bit image value range: 0 - 255 DN.  Thus, in practice we 
normalize each of these values:  for area, we divide the 
measured blob area by the total image size; and for 
temperature, we divide the measured blob temperature by 
255.  This results in the normalized model and the values 
used in our experiments: 

vmodel
ir =

0.15
0.33

⎡ 

⎣ 
⎢ 

⎤ 

⎦ 
⎥                                   (12) 

We then classify these features based on euclidean 
distance in the normalized feature space.  If the features 
are within τ ir  of the model, we classify the corresponding 
region as foreground: 
 

Si
ir =

foreground if  vi
ir − vmodel

ir < τ ir

background otherwise

⎧ 
⎨ 
⎩ 

         (13) 

This distance threshold can be found offline by analyzing 
many images which represent a typical thermal 
environment (e.g. images containing people, warm 
computers and monitors), see Figure 5. 

 
Figure 5 : Thermal region features :  This plot shows the 

computed thermal region features, normalized area 
(horizontal axis) and normalized intensity (vertical axis), 
from 2300 images collected during several experiments 

described in this paper.  The red (light) points represent a 
subset of images where we visually verified there was 

only one warm human subject in the camera field of view.  
The dark circle represents the decision boundary used in 

thermal object-of-interest detection. 

Note that the five red points outside of the decision 
boundary in Figure 5 are examples of when the human 
subject was only partially in the camera field of view.  
Thus, we treat these points as outliers.  The rest of the red 
points represent a human subject fully within the camera 
field of view. 
Inanimate Object Detection 
After thermal region classification, human regions are 
subtracted from the preliminary regions Si

vis  derived from 
the original grayscale image.  This leaves regions which 
are not human foreground regions, and which should be 
further searched for inanimate objects of interest. 
 In general, these regions will be noisy, may contain 
holes, and will not correspond to edges or homogeneous 
regions in the color image.  Thus, in order to extract 
inanimate objects of interest, we will search for high level 
features such as shapes or regions with distinct colors.  
For example, we used a Hough transform technique to 
find spherical objects in the visible camera images.  
Circles can be detected using the Hough transform 
technique by using a parameterization for circular 
structures instead of lines: 

(x − a)2 + (y − b)2 = r2                         (14) 
Here, r  is the radius and (a,b)  is the center of the circle 
containing (x,y).  In this case, the Hough feature space 
is three dimensional, thus, the accumulator can be 
represented by a 3-dimensional image.  This function 
utilizes the 21HT algorithm described in [21]. 

1269



 Once we have these circular areas, we compute 
feature vectors containing statistics regarding those areas.  
Thus, for each circular structure C j

vis, we create a feature 

vector v j
vis . 

In our prototype system, we create a simple feature vector 
composed solely of the ratio of the number of pixels in the 
intersection of Si

vis  and C j
vis to the number of pixels in 

C j
vis: 

  
v j

vis =
Si

vis C j
vis∩

C j
vis

                                     (15) 

In effect, this feature vector tells us how many pixels in 
the circular area C j

vis have changed with respect to the 
background.  As this ratio approaches one, we can be 
confident that not only do we have a circular area, but 
also an area that has exhibited some motion with respect 
to the background. 
 Finally, we take the union of regions found in 
thermal and visible images to compute the final fused 
foreground. 

4 Experimental Results 

4.1 Hardware 
We have used an environment containing one trinocular 
stereo cluster and one thermal infrared camera. The 
stereo cluster contains three grayscale and one color 
Dragonfly digital camera from Point Grey Research Inc.  
The thermal camera is a ThermoVision A10 uncooled 
microbolometer, which detects thermal energy in the 
LWIR (7.5 to 13.5 microns) wavelengths.  (This camera is 
produced by FLIR Systems, Inc., and was previously 
called the Indigo Omega camera.) Figure 6 shows one 
stereo cluster and one thermal infrared camera.  

 
Figure 6 : Camera hardware :  Two trinocular stereo 

clusters and one thermal infrared camera in the 
Collaboration Lab at NCSA.   

The trinocular stereo cluster is a modular unit, and in full 
deployment, there could be many of these clusters 
spatially distributed to provide the desired coverage over 
a large area. It would be ideal to have a thermal camera 
paired with each stereo cluster: the closer two cameras 
are, the more similar their perspectives of the scene are.  
However, due to the current price of thermal cameras 
(~$10,000), this quickly becomes cost-prohibitive.  As the 

technology progresses, however, prices on thermal 
infrared cameras will drop, and these cameras will move 
closer to being an affordable off-the-shelf commodity (in 
comparison, the four Dragonfly cameras which form one 
cluster are roughly $700 per camera).  In the meanwhile, 
one can consider using a relatively sparse set of thermal 
infrared cameras to provide support to a denser array of 
stereo clusters.  The visible and thermal IR cameras were 
calibrated using the method presented in  [22]. 

4.2 Results 
We now describe how our fusion algorithm was tested 
and validated for each problem presented in Section 2. 
These results demonstrate that visible and thermal fusion 
provide robust foreground detection in the presence of 
changing illumination, moving foreground objects, 
moving background objects, lack of contrast between 
foreground and background objects, and lack of contrast 
between different foreground objects.  Quantitative results 
are shown in Table 1. 

Table 1 : Table of quantitative results, comparing 
performance of current TEEVE system ad our proposed 
fusion algorithm.  F Neg represents the number of pixels 
that were incorrectly classified as background (i.e. false 

negative detections).  F Pos represents the number of 
pixels that were incorrectly classes as foreground (i.e. 

false positive detections).  The Total column is the sum of 
these two pixel counts, and the percent error represents the 

percentage of the image that was missclassified. 

 
 
 Changing illumination: In this scenario, normal 
room lights were on during the creation of the background 
image.  Then, in the middle of system operation, an extra 
lamp was turned on.  Problems occur because the new 
lighting conditions lead to changes in the background 
(and foreground) objects which are not modeled in the 
static background.  Dynamically updating the background 
model would provide some robustness to gradual changes 
in room lighting.  However, this technique is not well 
suited for tele-immersive environments because of rapid 
human movements.  Thermal imagery is not sensitive to 
the lighitng change and is able to detect the person in the 
scene.  Also, as shown in column 1 of Figure 7, because 
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our inanimate object detection emphasizes higher level 
features, in this case shape, the ball is correctly identified 
as an object of interest. 
 Moving foreground objects casting shadows: 
Characteristics of the background can make the effect of 
these shadows more or less pronounced.  In the ideal 
environment, the background would be dark, uniform, and 
non-reflective.  Shadows cast on such a surface would not 
have much of an effect in the measured images.  
However, this background rarely occurs in real indoor 
environments.  There are often large objects, such as 
lamps, doors, and cubicles that give a complex structure 
to the background.  Further, there are often posters, 
pictures, or other materials that lead to textures in the 
background. A complex 3D background will exhibit 
broken and non-uniform shadows.  Again, because 
thermal imaging is not sensitive to visible reflectance and 
shading, the thermal IR image is not effected by the 
shadows. Column 2 of Figure 1 shows that when the 
current TEEVE system breaks down because of shadows 
on a complex background, thermal images provide a 
stable modality for foreground detection. 
 Moving background objects: Background objects 
can often move, or change appearance.  For example, 
books or phones can be moved, or computer monitors can 
display changing content.  This scenario is particularly 
important in tele-immersive systems.  These systems often 
deal with users viewing many different computer displays, 
which can be quite large.  Even aside from these large 
displays, a normal office environment may have many 
such semi-static objects, for example, desktop displays, 
doors, and windows. 
 In our experiment, we show a computer display that 
has changed appearance between the acquisition of the 
static background and the current frame.  The results 
shown in column 3 of Figure 7 demonstrate that our 
fusion algorithm can filter out these moving background 
objects. 
 Low contrast between foreground and 
background: This experiment illustrates the fact that 
when one attempts to control an environments 
background, for example, by painting it blue or black or 
using a curtain, then the users of that space will not be 
able to wear clothing of similar colors.  Doing so would 
make them look more like the background.  In general, 
this problem can arise in uncontrolled environments as 
well.  However, in an uncontrolled environment, it is less 
likely that large portions of a person's appearance will 
match the background.  The results of this experiment are 
shown in column 4 of Figure 7.  These results illustrate 
that the color of the clothing a person wears is 
independent of their temperature profile. Thus, even in the 
presence of a lack of visual contrast, thermal imagery 
provides stable information for human foreground 
detection. 
 Low contrast between different foreground 
objects:  A critical element of our fusion framework is 

that it allows high level features to be used to describe 
foreground objects.  This ability is important in tele-
immersive systems because it gives us finer control over 
what objects are reconstructed in the virtual world.  When 
multiple objects have a similar visual (and thermal) 
brightness or color, we must use higher level features 
such as shape or size to distinguish them.  Our prototype 
system assumes that the objects being manipulated in the 
tele-immersive system are spherical. Column 5 of Figure 
7 demonstrates the results of this experiment. These 
results show that the object detection in the visible 
wavelengths successfully extract spherical regions from 
the rest of the potential foreground regions. 

 
Figure 7 : Summary of experimental results.  Each column  

represents an experiment.  The columns represent a 
comparison of the current system (third row) with our 

fused results (botom row) in the presence of : changing 
illumination (first column), moving foreground objects 

(second column), moving background objects (third 
column), lack of contrast between foreground and 

background objects (fourth column), and lack of contrast 
between different foreground objects (fifth column).  

5 Conclusion 
This paper presented a method of extracting objects of 
interest from 2D images in order to synthesize a tele-
immersive virtual environment. Because tele-immersive 
systems are meant to facilitate interaction between real 
people in the real world, the central objects of interest are 
these people, the things they jointly manipulate, and the 
tools they need to perform this manipulation.   
 Our method added thermal infrared imagery to 
existing tele-immersive platforms currently developed by 
the Department of Computer Science at the University of 
Illinois at Urbana-Champaign, UC Berkeley, and NCSA. 
Estimates of the 3D structure of objects were used to 
combine information from visible and thermal cameras in 
a common reference frame. Subsets of visible and thermal 
images were analyzed in this multi-dimensional feature 
space in order to construct the foreground of the scene.  
 This framework was designed to use motion, depth, 
color, and temperature (as well as region-based 
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characteristics of these layers such as moments, entropy, 
and texture) to detect people and other objects of interest. 
We implemented and tested our fusion algorithm in a 
prototype hardware system. Our algorithm performed well 
across a number of experiments for which foreground 
detection is typically hard. This work serves as an 
introduction to the potential of multi-sensor fusion in the 
domain of tele-immersive systems. 

Acknowledgement 
The funding was provided by National Science 
Foundation IIS 07-03756 grant 490630 and NCSA core 
grant. 

References 
[1] H. H. Baker, D. Tanguay, I. Sobel, D. Gelb, M. E. 
Goss, W. B. Culbertson, and T. Malzbender, "The 
Coliseum Immersive Teleconferencing System," HP 
Mobile and Media Systems Laboratory 2002. 
[2] J. M. a. K. Daniilidis, "Real Time Trinocular Stereo 
for Tele-immersion," presented at IEEE International 
Conference on Image Processing, 2001. 
[3] N. Kelshikar, X. Zabulis, J. Mulligan, K. Daniilidis, 
V. Sawant, S. S. T. Sparks, S. Larsen, H. Towles, K. 
Mayer-Patel, H. Fuchs, J. Urbanic, K. Benninger, R. 
Reddy, and G. Huntoon, "Real-time Terascale 
Implementation of Tele-immersion," presented at 
International Conference on Computational Science, 
2003. 
[4] J. Leigh, T. A. DeFanti, A. E. Johnson, M. D. Brown, 
and D. J. Sandin, "Global Tele-Immersion: Better Than 
Being There," presented at 7th International Conference 
on Artificial Reality and Tele-Existence, 1997. 
[5] Z. Yang, Y. Cui, B. Yu, J. Liang, K. Nahrstedt, S.-H. 
Jung, and R. Bajcsy, "TEEVE: The Next Generation 
Architecture for Tele-Immersive Environments," 
International Symposium on Multimedia, 2005. 
[6] P. J. Narayanan, P. Rander, and T. Kanade, 
"Constructing Virtual Worlds Using Dense Stereo," 
Proceedings of the Sixth IEEE International Conference 
on ComputerVision (ICCV'98), pp. 3 - 10, 1998. 
[7] K. Daniilidis, J. Mulligan, R. McKendall, D. Schmid, 
G. Kamberova, and R. Bajcsy, "Real-time 3D-Tele-
immersion," in The Confluence of Computer Graphics 
and Vision, A. Leonardis, F. Solina, and R. Bajcsy, Eds.: 
Kluwer Academic Publishers, 2000. 
[8] L. Li, W. Huang, I. Y. H. Gu, and Q. Tian, 
"Foreground Object Detection from Videos Containing 
Complex Background," presented at ACM International 
Conference on Multimedia, 2003. 
[9] F. C. M. Martins, B. R. Nickerson, V. Bostrom, and 
R. Hazra, "Implementation of a Real-time 
Foreground/Background Segmentation System on the 
Intel Architecture," presented at IEEE ICCV99 Frame 
Rate Workshop, 1999. 

[10] T. Yang, S. Z. Li, Q. Pan, and J. Li, "Real-Time and 
Accurate Segmentation of Moving Objects in Dynamic 
Scene," presented at ACM International Workshop on 
Video Surveillance and Sensor Networks, 2004. 
[11] J. W. a. J. Malik, "Rigid Body Segmentation and 
Shape Description from Dense Optical Flow under Weak 
Perspective," University of California at Berkeley 1996. 
[12] E. Izquierdo, "Disparity/Segmentation Analysis: 
Matching with an Adaptive Window and Depth-Driven 
Segmentation," IEEE Transactions on Circuits and 
Systems for Video Technology, vol. 9, pp. 589-607, 1999. 
[13] F. Xu and K. Fujimura, "Human detection using 
depth and gray images," presented at IEEE Conference on 
Advanced Video and Signal Based Surveillance, 2003. 
[14] B. Abidi, S. Huq, and M. Abidi, "Fusion of visual, 
thermal, and range as a solution to illumination and pose 
restrictions in face recognition.," presented at 
International Carnahan Conference on Security 
Technology, 2004. 
[15] G. Bebis, A. Gyaourova, S. Singh, and I. Pavlidis, 
"Face recognition by fusing thermal infrared and visible 
imagery," Image and Vision Computing, vol. 24, pp. 727-
742, 2006. 
[16] J.-G. Wang, E. Sung, and R. Venkateswarlu, 
"Registration of Infra-red and Visible-spectrum Imagery 
for Face Recognition," IEEE International Conference on 
Automatic Face and Gesture Recognition, pp. 638-644, 
2004. 
[17] S. G. Kong, J. Heo, F. Boughorbel, Y. Zheng, B. R. 
Abidi, A. Koschan, M. Yi, and M. A. Abidi, "Multiscale 
Fusion of Visible and Thermal IR Images for 
Illumination-Invariant Face Recognition," presented at 
International Journal of Computer Vision, 2007. 
[18] L. B. Wolff, D. A. Socolinsky, and C. K. Eveland, 
"Face Recognition in the Thermal Infrared," in Computer 
Vision Beyond the Visible Spectrum, B. Bhanu and I. 
Pavlidis, Eds.: Springer, 2005. 
[19] M. Bertozzi, A. Broggi, A. Lasagni, and M. Del-
Rose, "Infrared Stereo Vision-based Pedestrian 
Detection," presented at IEEE Intelligent Vehicles 
Symposium, 2005. 
[20] J. Han and B. Bhanu, "Detecting Moving Humans 
Using Color and Infrared Video," presented at IEEE 
International Conference on Multisensor Fusion and 
Integration for Intelligent Systems, 2003. 
[21] H. K. Yuen, J. Princen, J. Illingworth, and J. Kittler, 
"Comparative study of Hough transform methods for 
circle finding," Image and Vision Computing, vol. 8, pp. 
71-77, 1990. 
[22] T. Svoboda, D. Martinec, and T. Pajdla, "A 
Convenient Multi-Camera Self-Calibration for Virtual 
Environments," in PRESENCE: Teleoperators and 
Virtual Environments, vol. 14: The MIT Press, Cambridge 
MA, 2005. 

1272


