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Abstract – Different information theoretic sensor man-
agement approaches are compared in a Bayesian target-
tracking problem.  Specifically, the performance using 
the expected Rényi divergence with different parameter 
values is compared theoretically and experimentally. 
Included is the special case in which the expected Rényi 
divergence is equal to the expected Kullback-Leibler 
divergence, which is also equivalent to both the mutual 
information and the expected change in differential 
entropy for this Bayesian updating problem.  The exam-
ple problem involves a single target moving in a circle, 
four bearing-only sensors, and two time-delay sensors.  
A particle filter based tracker is used. 
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1 Introduction 
A sensor network often contains many different types of 
sensors that provide different modalities and qualities of 
data.  Combining information from such diverse sources 
involves both low-level and high-level challenges.  The 
low-level challenges relate to the physics of the sensor 
systems and mathematics of signal processing.  The high-
level challenges involve questions such as how to select 
measurements, combine information, and plan additional 
testing in order to estimate the states of potential targets 
most efficiently.   
 The high-level problem addressed in this paper is a 
variation on the concept of sensor management.  In sensor 
management, the goal is to determine the placement, 
scheduling, and querying of sensors that most efficiently 
leads to goal attainment while considering constraints such 
as communication bandwidth, power, and computational 
effort.   
 We consider the selection of a single sensor to query 
at a given time in the context of a general Bayesian infer-
ence problem.  We deal exclusively with “contact-level 
data,” meaning point measurements—e.g., a passive sonar 
bearing measurement of 45 degrees from receiver to tar-
get, or an active sonar time delay measurement of 9 sec-
onds from transmitter to target to receiver.  It is assumed 
that the signal processing has been completed at the sensor 
level, and is therefore unrelated to this study.  Similarly, 

we ignore the association task.  These assumptions allow 
for the consideration of high-level fusion in a network of 
various sensors types and locations.  
 Various methods for sensor management have been 
proposed in the literature.  In this paper, we focus on exist-
ing information theoretic approaches.   The goal of this 
paper is to compare different informational theoretic met-
rics for prioritizing the collection and incorporation of 
measurements from a sonar system.  Specifically, the 
relationships between the mutual information, the ex-
pected difference in differential entropy, the expected 
Kullback-Leibler divergence, and the expected Rényi 
divergences are discussed and illustrated.  Discussions of 
these relationships currently are scattered in the informa-
tion theory and sensor management literature.  The goal 
here is to bring them together in one place and to discuss 
their applicability to a general class of sensor management 
problems.  A numerical example reveals the relative per-
formance of the different metrics in one context. 

2 Description of the particle filter 
tracker 

The following subsections summarize Bayesian tracking 
theory and explain the numerical implementation of the 
particle filter. 

2.1 Mathematics of Bayesian inference 
In Bayesian inference, a posterior (i.e., after observation) 
estimate of the state of the target is made using a likeli-
hood model for sensor measurements and a prior distribu-
tion on the target state.  More specifically, let ( | )p x z  
represent the probability that the state of the target is x , 
given the particular received measurement z .  This is 
called the posterior distribution in that it is the distribution 
after the receipt of z .  The posterior distribution can be 
calculated using Bayes’ Theorem: 

 ( | ) ( )( | )
( | ') ( ') '
L z x p xp x z

L z x p x dx
=
∫

 (1) 

 ( | )L z x  is the likelihood of receiving measurement 
z  given that the true state is x , which is a property of 
both the sensor and environmental conditions.  It is as-
sumed that measurements are independent conditioned on 
the true current state and that the sensor errors are rea-
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sonably well modeled using the likelihood function.  The 
second input, ( )p x , is the so-called prior distribution of 
the state.  The prior captures all of the information (if any) 
that was available before the receipt of measurement z . 
Because the prior may be the result of previous updates, 
the formula is sequentially applicable.   
 However, the state of a dynamic system can change 
between non-simultaneous measurements.  For example, 
let two measurements 0z  and 1z  be made at times 0t  and 

1t  respectively.  Let ( )x t  be the state of the target at time 
t .  Given a prior 0( ( ))p x t , the posterior after incorporat-
ing measurement 0z  is 0 0( ( ) | )p x t z .  This models the 
state at time 0t .  It cannot be used as a prior for an update 
with measurement 1z  because 1z  is related to the state at 
time 1t , not 0t .  In order to continue the Bayesian updat-
ing, the posterior from time 0t  must be projected forward 
to time 1t .  In this paper, the motion update is imple-
mented using an integrated Ornstein-Uhlenbeck model [1, 
2] with a limiting speed of 20 m/s and a diffusion parame-
ter of 0.02 3 / 2/m s  in order to prevent a runaway diffusion 
of the velocity. 

2.2 Computational implementations 
In this paper we a use  a particle filter approach for im-
plementing the Bayesian updating and motion model [3].  
The idea of a particle filter is to model the probability 
distribution using a finite number of particles.  Each parti-
cle has a state kx  and a weight kw  associated with it.  
Using the particle filter, the motion update is trivial, as it 
can be applied directly to each particle [2].  The measure-
ment update is more complicated.  For this paper, we have 
chosen the resample-move algorithm of Gilks and Ber-
zuini [4] for its ability to mitigate both the degeneracy 
problem  (through weighted bootstrap resampling) and the 
problem of sample impoverishment (through a novel reju-
venation step). 
 We use 1000N =  particles to model the probability 
distribution over the state space for the examples in this 
paper.   In order to implement our sensor management 
scheme numerically, we must discretize the inherently 
continuous measurement space.  Specifically, we consider 
M  discrete points, such that the actual point measure-
ments considered are iz , 1...i M= .  The discretization is 
done in uniformly spaced steps iz∆  over the range of zero 
to 360 degrees for the bearings only sensors and over zero 
to the maximum possible time delay over the surveillance 
region for the time delay sensors.  We use 360M =  for 
all examples.  No substantial difference in performance 
was seen when increasing either M  or N  by factors of 
two or four, even in combination.   

3 Sensor selection criteria 
At a high level, the goal of a Bayesian estimation method 
is to model the target state accurately.  Ideally, a Bayesian 
estimation method would be converge on the true target 

state as more measurements are taken, and sensor man-
agement decisions would be made to minimize any errors 
in the estimate.  Unfortunately, it is impossible to measure 
the accuracy of the estimate in a real problem, because this 
requires knowledge of the true target state, which is un-
known.   
 At the same time, the high-level goal of accurate 
state estimation often includes sub-goals such as detecting 
targets, tracking targets, and identifying or classifying 
targets.  Frequently, these goals are in conflict.  For exam-
ple, tracking a target requires one to concentrate sensor 
resources on that target, while detecting targets (e.g. per-
forming surveillance) requires one to spread sensor re-
sources over a wide area.  
 Sensor management approaches that consider these 
goals directly can be called task driven management poli-
cies [6, 7].  There are problems with such approaches, 
including the necessity of defining all objectives and then 
appropriately weighting them.  An alternative approach is 
to form a single objective based on information theory.  In 
this paper, several such approaches are compared. 

3.1 Existing literature 
The first suggestion of using information theory in a prob-
lem related to sensor management and state estimation 
appears to have been by Hintz and McVey [8, 9], who 
consider Shannon entropy in target tracking using Kalman 
Filters.  Subsequently, Manyika and Durrant-Whyte con-
sider expected information gain in sensor management and 
data fusion problems [10], and Schmaedeke and Kastella 
[11], Kastella [12], and Mahler [13] have considered the 
Kullback-Leibler (KL) divergence in various sensor man-
agement scenarios.  Kreucher  and various co-authors [7, 
14-16] have proposed using the Rényi divergence, also 
known as the Rényi entropy or α -divergence [17].  Sev-
eral information metrics are compared in [18], including 
entropy differences. 
 This article differs from the work of Zhao and co-
authors [18] in several ways, some of which we emphasize 
in the following.  First, their example used a grid-based 
implementation of the filter whereas we use a particle 
filter.  Second, their example assumes an environment 
with much more information, as they have a much greater 
density of sensors.  In our example, there are relatively 
few sensors covering a large area with poor individual 
resolution of the state space.  Consequently, it is more 
important to select sensors efficiently. 
 The work in this paper also differs from that of Kreu-
cher and co-authors [7, 14-16].   Our example is simpler in 
that we consider only a single target problem (whereas 
they consider multi-target trackers), but it is more complex 
in that it considers a richer suite of sensors—specifically  
bearing and time delay measurements compared to only 
detect and non-detect measurements.  This adds the com-
plication of considering more than just two possible meas-
urements from each sensor, which yields substantially 
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different distributions and likelihoods.  This article also 
goes beyond the existing work by discussing the theoreti-
cal relationships between the different methods in the 
context of a Bayesian tracking problem.   

3.2 Shannon entropy and mutual informa-
tion in sensor selection 

When selecting measurements to include in the Bayesian 
updating process, one is most interested in those that pro-
vide the most information about the target state and, 
hence, yield posterior distributions that contain the most 
information.  One widely accepted measure of such infor-
mation is statistical entropy. 
 The use of entropy as a measure of information con-
tent was first introduced by Shannon [19], but it was pre-
viously used as a measure of uncertainty in statistical 
mechanics following the work of Boltzmann. See [20] for 
a discussion of the different notions of entropy and infor-
mation.  Consider a continuous random variable X , for 
which particular realizations will be denoted x , and as-
sume X  is described by probability density function 

( )p x  having a support region S .  The generalized form 
of the Shannon entropy, called the differential entropy of  
X , is:  

 ( ) ( ) log ( ) .
S

H X p x p x dx= −∫  (2) 

 A simple way of using differential entropy is to con-
sider the difference between the entropy of the prior and 
the entropy of the posterior.  Let ( )H X  be the prior en-
tropy and let ( | )H X Z z=  be the posterior entropy after 
incorporating a particular measurement z .  Then the in-
crease in information due to measurement z  is given by 
the difference zI∆  : 

 
( ) ( | )

     ( ) log ( ) ( | ) log ( | )

z zI H H X H X Z z

p x p x dx p x z p x z dx
∞ ∞

−∞ −∞

∆ = −∆ = − = =

−∫ ∫
 (3) 

 However, before a sensor action is taken, the actual 
measurement z  that would result is unknown.  It is there-
fore necessary to consider the expected decrease in en-
tropy from a sensing action across all possible measure-
ments z .  This quantity may be interpreted as the ex-
pected increase in information due to a particular sensing 
action, and defining ( )Zp z  as the marginal distribution of 
receiving a particular measurement z , it is given by: 
 E[ ] ( ) ( | ) ( ) ,z ZI H X H X Z z p z dz∆ = − =∫  (4) 

In practice, ( )Zp z  can only be estimated from the prior 
distribution and the likelihood function: 
 ( ) ( | ) ( )Zp z p z x p x dx= ∫  (5) 

In the particle filter implementation and measurement 
discretization described in Section 2.2, this becomes: 

 
1

( ) ( | ) ( )
N

Z i i k k
k

p z p z x w x
=

=∑  (6) 

 It can be shown that the quantity given by Equation 
(4) is equal to the mutual information between the state X  

and the measurement Z , denoted ( ; )I X Z .  This has led 
several authors,  including [21, 22], to consider selecting 
sensor actions according to the maximal mutual informa-
tion.  It can also be shown that the mutual information 
between the state and measurement is equal to the ex-
pected (over the measurements) Kullback-Leibler (KL) 
divergence between the posterior and the prior, written 

( )E ( | ) || ( )KLD p x Z p x    and expressed as:  

 
( )( | ) || ( )

( | )                ( ) ( | ) log
( )

KL

Z

E D p x Z p x

p x zp z p x z dx dz
p x

=  
  
  

  
∫ ∫

 (7) 

This simplifies to yield:  

 
( )( ; ) E[ ] E ( | ) || ( )

( , )                  = ( , ) log .
( ) ( )

z KL

Z

I X Z I D p x Z p x

p x zp x z dxdz
p x p z

= ∆ =   
 
 
 

∫∫
 (8) 

Note that ( ; )I X Z− is just the relative entropy between the 
joint density (of X  and Z ) and the product of their re-
spective marginal densities and, thus, is a measure of 
statistical dependence.    
 Using the fact that ( , ) ( | ) ( )p x z p z x p x= ⋅ , this can 
be rewritten as: 

 ( | )( ; ) ( | ) ( ) log
( )Z

p z xI X Z p z x p x dxdz
p z

 
= ⋅  

 
∫∫  (9) 

Using the particle filter and measurement discretization 
described in Section 2.2, ( )p x  is approximated as: 

 
1

( ) ( )
N

k k
k

p x w x xδ
=

= −∑  (10) 

The mutual information is thus approximately: 

 
( )

1 1

[ ] ( ; ) E ( | ) || ( )

( | )         ( | ) log
( )

KL

M N
i k

i k k i
i k Z i

E I I X Z D p x z p x

p z xp z x w z
p z= =

∆ = = ≈  
  

⋅ ⋅     
∑∑

 (11) 

Some authors believe that the mutual information metric 
lacks the necessary flexibility and effectiveness, and they 
chose the more general Rényi divergence, as follows.   

3.3 Rényi divergence measures 
As noted earlier, Kreucher and various co-authors [7, 14-
16] have proposed prioritizing sensing actions by measur-
ing the information gain between two densities ( 1f  and 

2f ) using the Rényi divergence: 

 1
1 2 1 2

1( || ) log ( ) ( )
1

D f f x x dxf fα α
α α

− =  − ∫  (12) 

 Different selections of the parameter α  allow for 
different parts of the distributions to be emphasized.  For 
example, 0.5α = emphasizes the tails of the distribution 
and allows for the maximum discrimination between two 
similar distributions [23], so one might expect that 

0.5α =  would perform well for tracking applications; in 
general one would expect small differences between the 
prior and posterior as updates are made, with the primary 
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differences coming in regions of low-probability.  When 
0.5α = , the Rényi divergence reduces to the Hellinger-

Battacharya distance squared, while in the limiting case of  
1α →  the Rényi divergence becomes the KL-divergence 

[15]; that is, 1 2 1 21
lim ( || ) ( || )KLD f f D f fαα →

= .  As 0α → , 
the Rényi divergence tends to zero. 
 Substituting in the posterior and prior distributions 
and simplifying, Equation (12) reduces to: 

 
( )

( )

( | ) || ( )

1 1                    log ( ) ( | )
1 ( )

i

i
Z i

D p x z p x

p x p z x dx
p z

α

α
αα

≈

 
⋅ −  

∫
(13) 

 
 The Rényi divergence between the prior and the 
posterior for a particular measurement iz  can be calcu-
lated using Equation (14), where kw  is the weight of the 

thk  particle, and kx  is the state of the thk  particle [15]. 

 
( )

1

( | ) || ( )

1 1                   ln ( | )
1 ( )

i

N

k i k
kZ i

D p x z p x

w p z x
p z

α

α
αα =

≈

 
⋅ −  

∑
 (14) 

The term ( )Z ip z  is again defined as in Equation (6).  The 
expected value of the Rényi divergence between the prior 
and the posterior (calculated prior to obtaining the true 
measurement iz ) is then: 

( )
1

1 1

[ ] ( ) ( | ) || ( )

1 1     ( ) ln ( | )
1 ( )

M

i i
i

M N

i k i k
i kZ i

E D p z D p x z p x z

p z w p z x z
p z

α α

α
αα

=

= =

≈ =

 
⋅ −  

∑

∑ ∑
 (15) 

4 Theoretical discussion of different 
parameter values  

In this section, we compare the localization performance 
of the sensors and tracker using the Rényi divergence with 
different values of α .  Kreucher and coauthors [15] have 
compared results of α  near zero and near one to 0.5α =  
in an application in which multiple targets are detected 
and tracked using a detect/non-detect surveillance system 
based on a sensor grid, and they found better performance 
for 0.5α = .  Because the generality of this result is not 
clear and since different authors have chosen different 
values in different context, it is necessary to consider 
different values for this particular application.   
 Revisiting the general formula for Rényi divergence 
in Equation (12), it is clear that the parameter α  controls 
a tradeoff between the two distributions, in this case the 
prior and the posterior.  As α  increases from zero to one, 
the importance of the posterior increases.   With 0.5α = , 
the posterior and prior are treated equivalently.  For a 
sensor management metric, it is clear that the posterior 
should be relevant because it is the posterior that is af-
fected by the sensing action; while the prior is fixed for all 
actions.  However, the relative tradeoff is complicated, as 
discussed in the following. 

4.1 Rotation and variance tradeoffs 
Assume that the prior is Gaussian and has a covariance 
matrix of 0Σ , and that measurements from Sensor 1 are 
linear and result in a Gaussian posterior with covariance 
matrix 1Σ .  Also, consider Sensor 2 with linear measure-
ments and Gaussian posterior with covariance matrix 2Σ .  
Let 1 0(1/ 2)Σ = Σ , and let 2Σ  be a 90 degree rotation of 

1Σ  such that 2 1
TM MΣ = Σ  where:  

 
0 1
1 0

M
− =  

 
 and 0

5 0
0 2
 Σ =  
 

. 

The corresponding covariance ellipses are shown in Figure 
1.  The expected Kullback-Leibler divergence of each 
sensing action (i.e. using either 1Σ  or 2Σ ) equals 0.69; the 
rotation makes no difference.  However, with 0.5α = , the 
expected Rényi divergence using Sensor 1 (i.e. 1Σ ) is 0.45 
while with Sensor 2 (i.e. 2Σ ) it is 0.58; the rotation makes 
a significant difference and the Rényi divergence metric 
would indicate a preference for using Sensor 2 over Sen-
sor 1.     
 Which conclusion is more appropriate?  There are 
times that an analyst would prefer one orientation to an-
other.  For example, assume a vessel is located at point A 
shown in Figure 1.  In many cases, nearby targets require 
more immediate action than faraway targets.  It is there-
fore plausible that an analyst would prefer to know more 
about range than bearing, and thus would prefer the poste-
rior for sensor 2 (with covariance matrix 2Σ ) to the poste-
rior for sensor 1 (with covariance matrix 1Σ ).  In this case, 
the Rényi entropy with 0.5α =  provides the correct 
choice.  However, the Rényi entropy does not capture the 
true relationship between these geometries and desirabil-
ity; it only measures that a rotation occurs between the 
prior and posterior.  For example, now consider a vessel at 
point B.  In this case, the Rényi entropy with 0.5α =  
yields the wrong choice.   
 Due to its dependence on the orientation of the poste-
rior, the Rényi divergence for 1.0α ≠ is affected strongly 
by a property that either the analyst does not care about or 
that the analyst cares about in a way that is not captured by 
the Rényi divergence.   
 The difference between Rényi divergences with 
different parameter values is also evident in a more con-

-3 -2 -1 0 1 2 3

-2

-1

0

1

2 B

A

x

y

 

 Prior
Sensor 1
Sensor 2

 
Figure 1. Covariance ellipses 
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crete example.  For this example, all of the sensors make 
linear measurements of the target state with Gaussian 
errors with mean zero, such that  z Hx b ε= + +  with 
errors ~ (0, )N Rε .  The prior is a Gaussian with zero 
mean (0 0)Tµ =  and covariance matrix 0Σ .  We con-
sider the following example: 

 
1 0
0 1

H  =  
 

, 
0
0

b  =  
 

, 0

10 0
0 1

 Σ =  
 

 

The performances of five sensors are defined in terms of 
the measurement error matrices ( R ).  The five cases con-
sidered in Figure 2 are: 

R1= 0Σ  
R2= 1 0 1

TM MΣ  where 1M  corresponds to a 45° rotation 
R3= ½ 0Σ  
R4=½ 1 0 1

TM MΣ  where 1M  corresponds to a 45° rotation 
R5=¾ 2 0 2

TM MΣ  where 2M  corresponds to a 90° rota-
tion 

 The expected Rényi divergences for the five sensors 
across different values of α  are shown in Figure 3.  Op-
tions 1 and 2 have the same magnitude of sensor error.  If 
option 1 is used, then the result is only a slight reduction 
in both dimensions; in particular, the x-coordinate of the 
target is still very uncertain.  However, option 2 in a sense 
cuts across the prior distribution.  This allows a large 
reduction in the substantial error along the x-axis at a 
small cost of slightly less reduction along the y-axis.   
 Intuitively, the second option is preferable.  The 
Rényi metric reveals this preference for all parameter 
values (except the degenerate case of 0α = ).  The desir-
ability of this conclusion is more obvious in an extreme 
case.  If the prior were to contain infinite uncertainty in the 
x-coordinate and no uncertainty in the y-coordinate, then 
there is no need to query a sensor that provides only y-
coordinate information.  However, a sensor that provides 
x-coordinate information is very valuable. 
 The tradeoff between options 2 and 3 is interesting 

and less clear.  Option 2 provides a different perspective 
than the prior, again essentially cutting across it.  How-
ever, option 3 provides less sensor error.  In this example, 
option 3 leads to a smaller posterior differential entropy 
and therefore can be said to contain more information.  
This is reflected by the Rényi divergence being greater for 
option 3 than option 2 for 1α = .  However, with 0.5α =  
the Rényi metric reveals a preference for option 2 over 
option 3.  Even though the posterior differential entropy is 
larger for option 2, the corresponding distribution (e.g. 
covariance ellipse) is rotated compared to the prior; this 
increases the expected Rényi divergence for 0 1α< < .  A 
similar switching behavior occurs for options 4 and 5 as 
α  varies.     
 Thus we see that the ordering given by the metrics 
depends on a tradeoff between the degree of rotation and 
the degree of reduction of the area of the covariance el-
lipse, and this tradeoffs varies across values of α .  As 
noted previously, there are cases in which errors in one 
dimensions are preferable to errors in another dimension, 
but the Rényi divergence is not capturing any fixed rela-
tionship to an absolute goal, only relative relationship 
between status quo and the future.    

4.2 Bimodal distribution tradeoffs 
Similar tradeoffs are seen when considering multimodal 
distributions, such as a prior distribution that is a mixture 
of two Gaussian distributions.  For example, let ( ; , )g x µ Σ  
define the pdf of a normal distribution with mean µ  and 
covariance matrix Σ .   
 Then the prior is given  by: 

 
( )0 1 0 2 0

1 2 0

( ) 0.5 ( ; , ) ( ; , )

2 2 1 0
     where   ,    ,    

0 0 0 1

f x g x g xµ µ

µ µ

= Σ + Σ

−     = = Σ =     
     

 (16) 

This prior will be compared to four posteriors: 
1 1 0( ) ( ; , )f x g x µ= Σ    
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Figure 2. Covariance ellipses for different sensors 
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( )2 1 0 2 0( ) 0.5 ( ; ,0.22 ) ( ; ,0.22 )f x g x g xµ µ= ⋅Σ + ⋅Σ   

( )3 1 0 2 0( ) 0.5 ( ; ,0.15 ) ( ; ,0.15 )f x g x g xµ µ= ⋅Σ + ⋅Σ   

( )4 1 0 2 0( ) 0.5 ( ; ,0.30 ) ( ; ,0.30 )f x g x g xµ µ= ⋅Σ + ⋅Σ   
 As defined, 1( )f x  involves eliminating the ambigu-
ity in the distribution while retaining the same basic uncer-
tainty around the one peak.  By contrast, 2 ( )f x , 3 ( )f x , 
and 4 ( )f x  retain the bimodality of the distribution but 
have reduced variance about each peak.   
 The Rényi divergences for different values of α  are 
shown in Figure 4.  It turns out that the preference be-
tween 1( )f x  and 2 ( )f x  depends on the chosen value of 
α .  For larger α , 2 ( )f x  is preferred, while for smaller 
α , 1 ( )f x  is preferred.  One could argue that resolving the 
ambiguity is preferable to maintaining the ambiguity even 
while simultaneously reducing the uncertainty.  In this 
example, this means favoring smaller values of α .  For 
these values, the Rényi divergence is more sensitive to 
morphological changes in the distribution, such as the 
rotations discussed in Section 4.1 or the reduction of am-
biguity presented here.  However, there may also be cases 
in which one would prefer two narrow peaks to one very 
broad peak.  For example, it may be preferable to know 
how far away something is even if there is ambiguity in 
the direction than to know the direction but have high 
uncertainty about its distance. 
 The tradeoff between morphological change and 
reduction of variance only matters for a limited range of 
distributions.  For example, when the choice is between 
the unimodal 1( )f x and 3 ( )f x , 3 ( )f x  is preferred at all 
values of α .  Essentially, the very significant variance 
reduction in 3 ( )f x  dominates the morphological effects in 

1( )f x .      Conversely, for less variance reduction (e.g. 
4 ( )f x ), the preference is for 1( )f x  at all values of α .  

This suggests the choice of  α  will only be important in 
small set of scenarios. 

5 Experimental comparison of track-
ing performance 

5.1 Scenario description 
We consider a square region of surveillance that ranges 
from -40 km by 40 km on the north-south axis and -40 km 
to 40 km on the east-west axis, as shown in Figure 5.  The 
prior distribution is uniform over this region.  For the 
velocity component of the kinematic state, we assume a 
uniform distribution over the square region that ranges 
from -10 m/s to 10 m/s on the north-south axis and from -
10 m/s to 10 m/s on the east-west axis.  The examples 
include two types of sensors: bearing-only sensors and 
time-delay sensors.   
 The bearing-only sensors return the bearing angle 
from their location to the target with an additive random 
error that is normally distributed with mean zero and stan-
dard deviation of two degrees.  The tracker assumes a 
normally distributed error with mean zero and standard 
deviation of three degrees.  The time delay receivers work 
together with a single source transmitter.  Each time-delay 
sensor returns the time it takes for a signal to complete the 
path from the source to the target to the receiver with an 
additive random error that is normally distributed with 
mean zero and standard deviation of 0.5 seconds.  The 
tracker assumes a normally distributed error with mean 
zero and standard deviation of one second. 
 These simple sensors are chosen deliberately in order 
to provide simple examples while at the same time provid-
ing what can be considered a worse case scenario.  For 
example, both sensors have very non-Gaussian likelihoods 
when viewed from the Cartesian state space of { , , , }x y x y .  
As the name implies, the bearing-only sensors provide 
only bearing information with no hint of range.  The time-
delay sensors essentially provide approximate range in-
formation—an ambiguity ellipse—with no bearing infor-
mation.  Additionally, no direct information about velocity 
is gained by either sensor type. In summary, any single 
sensor gives very poor insight into the current state of the 
target, and the fusion of many measurements is crucial to 
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forming a good state estimate.   
 The target moves at a constant speed (chosen uni-
formly randomly from the range 3 m/s to 10 m/s) in a 
circle of radius 25 km centered at the origin, as shown in 
Figure 5.  The initial position on the circle is chosen ran-
domly.  The source transmitter is located at the origin.  
There are two time-delay sensors, located at (-15 km, 0 
km) and (15 km, 0 km).  There are four bearing-only sen-
sors, located at (-15 km, 15 km), (15 km, 15 km), (15 km, 
-15 km), and (-15 km, -15 km).  We consider measure-
ments every 5 minutes and a total of 100 measurements.  
Measurements from each sensor are assumed to be avail-
able simultaneously every two minutes, but only one 
measurement is actually processed. 

5.2 Experimental results 
Because the “ground-truth” of the target is known in the 
simulation, the tracker’s estimates can be compared to the 
truth.   The root mean squared error (RMSE) in local-
ization is shown in Figure 6 for the random selection 
method and for the Rényi divergence with different pa-
rameter values, including the special case of 1α = , which 
corresponds to the Kullback-Leibler divergence and mu-
tual information metric.   
 Even with improved algorithms, the particle filter 
may fail due to numerical issues, including a degeneracy 
problem and the sample impoverishment problems men-
tioned above.  In order to limit the impact that such nu-
merical artifacts may have on the comparisons between 
different sensor management methods, the worst results 
are ignored. Specifically, each method is run 1000 times, 
and the worst 10 (i.e. 1%) runs of each are ignored.  We 
choose to define “worst” as the runs with the largest aver-
age absolute localization error over the last 90% of up-
dates.  
 The performance degrades substantially as α  de-
creases below 0.3.  As 0α → , the Rényi divergence tends 
to zero for all distributions.  As the Rényi divergence 

values converge and less and less weight is placed on the 
posterior, the effect of approximations and numerical 
errors in the particle filter and tracking model on the Rényi 
calculation become more significant than any actual dif-
ferences between the sensors. 
 Of more interest are the results for 0.3α ≥ .  In this 
range, there is no substantial difference in the results 
across different α . In addition to those values shown, we 
also considered α  equal to 0.6, 0.7, 0.8, and 0.9 and 
reached the same conclusions.  Additional analysis of the 
standard deviations (all on the order of 20-30 meters after 
the first 5 measurements) and the median provide no addi-
tional basis for differentiation.  It appears that the results 
for this example are not sensitive to the selection of α  
over the reasonable range of 0.3α ≥ . 

6 Discussion and Summary 
Theoretically, the Rényi divergence for 1α ≠  is more 
sensitive to morphological changes such as rotations of 
distributions and eliminations of multimodalities.  How-
ever, the relevance of these sensitivities to the analyst’s 
preferences may be arbitrary.  Consequently, the Rényi 
metric for 0 1α< <  considers properties of the posterior 
that are sometimes desirable and other times undesirable.   
 For the example in Section 5, it appears that these 
two cases tend to cancel each other out, because there was 
no discernible difference in actual tracking performance 
values of 0.3α ≥ .  Whether these results hold for more 
complicated scenarios, such as multi-target scenarios, is an 
open issue.  It may be that the tendency of the Rényi di-
vergence for 1α ≠  to eliminate ambiguities is more valu-
able, or perhaps the sensitivity to arbitrary rotations is 
more detrimental.   
 The key conclusion is that there are theoretical dif-
ferences between different parameter values, and an ana-
lyst should carefully consider the relative importance of 
different aspects of the problem.  In the end, it may or may 
not affect the overall accuracy of the tracker, but it is pru-
dent to consider the possibility that different values of α  
will lead to different sensor selections. 
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