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Abstract - The dynamic development of information 

fusion research implies introduction of new terms and 

concepts, which in turn requires tools and methods for 

terminology organization and standardization, as well as 

tools for creating domain-specific ontology. In this 

paper, we show how natural language processing and 

corpus technology tools applied for term extraction from 

texts in biomedicine can successfully be used for the 

field of information fusion. We demonstrate term and 

information extraction from a corpus of research 

articles in information fusion, showing how a vision of a 

combined text retrieval and information extraction 

service can be made real. 

 

Keywords: text databases, information extraction, term 

extraction, soft data, natural language processing. 

1 Introduction 

Together with the growing amount of so called “soft data” 

natural language processing has been recognized as a vital 

ingredient of information fusion systems. We wish to turn 

attention to natural language processing put in use for the 

information fusion community itself.  

1.1 Questions for the information fusion as 

a discipline 

Information fusion has been defined in various ways, cf 

Figure 1, which indicates that some basic questions are 

ripe for answering [1].  

 Is information fusion a multidisciplinary endeavor or 

a truly interdisciplinary field integrated into something 

greater than the sum of its parts? What is the right term to 

call this field? How to set it apart from near terms, like 

business intelligence? How does the field evolve? What 

are the implications of its history? What are the models, 

theories and paradigms that influence this field? What is 

their life span, influence, value? What is the core 

curriculum that can effectively serve potential students? 

What are the common key concepts? Key terms? How are 

they defined and used?  

 
Figure 1.  Examples of how information fusion is 

understood in research articles   

1.2 The outline  

The paper shows how information extraction strategies 

and tools tested within the Bioinformatics Scenario of the 

Information Fusion Program at the University of Skövde 

can be applied in the information fusion domain to 

enhance extraction of key terms and key concepts. We 

envision a service for the information fusion community 

which combines document retrieval with information 

extraction and provides versatile access to literature and 

terminology of the field.  

 We start by introducing the distinction between 

document retrieval and information extraction systems.  

Then the search possibilities introduced by natural 

language processing are illustrated with examples from a 

text collection of articles on information fusion. The 

collection is called the Information Fusion Corpus (IFC). 

It is available on the Internet in a system for terminology 

extraction based on technology applied in corpus 

linguistics - Lexware Culler [2]. We conclude with a 

vision of a combined document retrieval and information 

extraction service for the information fusion community. 
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2 Text retrieval vs information 

extraction 

Information access systems are used either to retrieve 

documents, texts, images or to extract information. In 

document or text retrieval systems, documents or their 

parts (such as citations) are retrieved out of a collection of 

documents. In information extraction systems relevant 

information is extracted from such documents, satisfying 

some pre-specified precise information need [3]. 

Information is thus contained in the format of the extracted 

structures. In document retrieval systems the information 

is in a/the document itself.   

2.1 More than retrieval 

Typically a user of a document retrieval system enters a 

list of relevant words and receives in return a set of 

documents (e.g. newspaper articles or citations). The user 

needs to read the documents and extract the requisite 

information himself and then enter the required structure 

of the information. In contrast, an information extraction 

system is supposed to automatically retrieve structured 

information.   

   Usually an information extraction system can be 

turned into a document retrieval system but not the other 

way round. It may happen that a document retrieval 

system may require just as much complexity in its query as 

an information extraction system in its output structure, for 

instance, when it is aimed at finding some very specific 

documents. 

 Information extraction systems are potentially more 

efficient than document retrieval systems because the 

amount of time devoted to reading texts can be reduced 

significantly [4]. Information is obtained via the process 

of deriving disambiguated quantifiable data from natural 

language texts. Such systems are knowledge-intensive and 

often domain specific.   

2.2 Terminology extraction  

Terminology extraction systems are usually domain 

specific but they can be adapted over domains, provided 

that the language style is similar. Publications in 

biomedicine and information fusion differ with respect to 

vocabulary; thus, standard NLP similarity measures would 

not classify these two domains as closely related. 

Nevertheless, both publication types share the grammatical 

features of scholarly English as opposed to the style of 

general English. The similarities and the differences are 

clearly present in the comparison of word class 

frequencies in a general English Prose Corpus and the 

English of research articles in biomedicine and 

information fusion.  

 The scholarly language is extremely noun-heavy, 

with long and complex noun phrases, and the frequency of 

pronouns, adverbs, and modals is considerably lower than 

in general prose. Furthermore, symbols, acronyms, and 

domain-specific terms not present in general dictionaries 

constitute an important part of the vocabulary [5]. 

 In information extraction systems terminology 

extraction is present either as an explicit or as a built-in 

component. In the Bioinformatics Scenario, terminology 

extraction is a separate step, the results of which are 

exploited later in gene pathway extraction. Our research 

has shown that terminology extraction in biomedicine can 

actually improve if exposed to varying types of language 

for special purposes, such as the English of European 

Union legislation or the English of information fusion 

articles [6].  

 

Table 1. The relative frequencies of word classes in the 

biocorpora, the IFC and the English Prose Corpus. 

 

Tag Biomed IFC Prose 

Noun 32.78 29.70 18.55 

Pronoun 9.4 9.89 12.38 

Auxiliary 

/Modal 

5.46 5.93 7.38 

Adverb 5.99 6.28 8.92 

New 2.3 1.3 0.15 

Symbol 1.5 0.8 0.01 

 

3 Information Fusion Program  

The University of Skövde has established a research 

program within the area of information fusion from 

databases, sensors and simulations. A number of research 

groups work on different aspects of information fusion, 

among them the Bioinformatics Scenario [7]. One of the 

goals of the scenario is to provide a semi-automated 

method of deriving pathway maps from relevant texts, 

such as research articles made available in PubMed [8].  

3.1 Information fusion in natural language 

processing 

In complex language systems individual components need 

to co-operate towards a common goal. A range of solution 

alternatives usually is available and a decision is needed as 

to how to achieve a synergy between competitive 

approaches for one and the same task. All available 

solutions are approximations to an ideal, and there is an 

inherent uncertainty on all levels, which makes system 

integration a problem of information fusion. For instance, 

in a translation application a target sentence often is 

composed of partial structures produced by an example-

based component and a deep-linguistic one.  

 Extracting content from natural language messages 

has proved to be a far more difficult task than anticipated 

in the beginning. Uncertainty and fuzziness of natural 

language proved to be difficult to deal with using only 

knowledge-based methods in natural language processing 
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(NLP), which has lead to a broad use of inferential 

statistics in NLP systems [9, 10, 11].   

3.2 Natural language processing tools 

A hybrid approach is employed by the NLP tools from 

Lexware Labs [12] used in the Bioinformatics Scenario. 

The tools combine statistics and probability based 

processing with symbolic processing based on a dictionary 

database [13]. A system for terminology extraction from 

Lexware Labs called Culler, can also be used for 

document and text retrieval from text collections 

processed as so called corpora. A corpus is a purposefully 

assembled collection of texts provided with linguistically 

relevant annotation (indexing). The precision of 

terminology extraction and text retrieval depends on the 

quality of the underlying natural language processing 

present in the annotation. 

3.3 Biocorpora 

Articles selected from PubMed into separate thematic text 

collections are made available for versatile extractions in 

Culler. PubMed provides access to 17,000,000 articles 

from over 5,000 journals published in the United States 

and more than 80 other countries. Given the versatility of 

subjects in this repository and the focus on precision in the 

extraction of gene pathways, the first step taken in the 

project has been to select several thematic subsections of 

relevant abstracts from this repository: 

• on stem cells (25 mln word tokens),  

• on cancer (64 mln word tokens),  

• on genes in humans (45 mln word tokens),  

• on genes in animals (38 mln word tokens),  

• on genes in humans and animals (23 mln word 

tokens). 

The incorporation of the corpus technology not only 

enhances pathway extraction [14]. It also gives access to a 

very large bulk of literature with much higher precision 

than in PubMed. Precision is obtained by the subdivision 

of the material into specific sub-domains and natural 

language processing of the texts. We believe that the same 

methods and tools can be applied to information fusion 

texts as to texts in biomedicine. 

3.4 The Information Fusion Corpus (IFC) 

The bulk of texts written within the field of information 

fusion is growing. Each of the 9 conferences organized 

since 1998 by the International Society of Information 

Fusion (ISIF) has resulted in proceedings, new journals 

are being born within the field, e.g. “Journal of Advances 

in Information Fusion” established in 2006.  

 The corpus presented here has been created at the 

University of Skövde and made available in Culler. It 

consists of articles contained in some of the Information 

Fusion conferences. The total number of running words is 

about 5 mln. It has to be borne in mind that the IFC is not 

a ready corpus but rather a prototype. The input texts need 

to be pre-processed as more than a running text, 

distinguishing tables, figures, formulas, etc. The index 

needs to include other than only linguistic data, such as 

meta-information on authors, publishers, etc. The 

representativeness of the corpus for the special 

“information fusion” language has yet to be assessed.
1
 

4 Searching the IFC in Culler 

The quality of search results depends not only on the 

depth and accuracy of language processing but also on 

making this added information available for querying. 

 Words in the IFC have been identified in the 

dictionary. Part of speech ambiguity has been resolved, for 

instance cut as a verb and as a noun, but not sense 

ambiguity, e.g. a cut of mutton is not distinguished from a 

cut in the arm. All the information on language structures 

obtained from text analysis is made available for querying 

in Culler.  

 Query formulation is facilitated by incorporating 

some user expectations, a number of which are the 

expectations of a language speaker. One example is to let 

a keyword stand for all its word forms, e.g. hits with 

mixtures are also retrieved when mixture is entered as the 

keyword. Contrary to the expectations of a search engine 

user, Culler does not interpret a list of keywords as an 

unordered set but as a phrase. A rough counterpart of this 

in Google is a sequence of keywords within quotation 

marks. Culler is a phrase finder, and therefore the field 

where keywords are entered is called a “search phrase”. In 

order to be treated as an unordered set, keywords need to 

be entered in another field - the so called word filter field.  

4.1 Query expansion   

Expanding a query with all word forms is among the most 

modest query expansions in the IFC. The availability of 

wildcards and word class variables in the place of specific 

keywords may involve expanding a search phrase into 

several million variants. A short explanation of the query 

language in Culler is needed before the functionalities of 

the system can be discussed. 

4.1.1 Variables 

A variable stands for a specified word class, from very 

specific to very general. The notation for a word class 

variable is the word class label preceded with the sign &. 

For instance, there are variables for parts of speech, such 

as &noun, &verb, &conj(unction). These sets differ 

significantly in number, e.g. there are only 35 conjunctions 

and about 100,000 noun forms. Besides part of speech 

variables, there are variables for symbols, numbers, 

content words from a dictionary of about 90,000 words, or 

just text words, etc.  

                                                 
1
 Addition of the texts from the journal of Information 

Fusion (Elsevier) should improve the composition of the 

corpus. 
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4.1.2 Wildcards  

A wildcard can stand for a word, a part of word or a single 

letter. The first one is symbolized with an asterisk - *. It 

matches a whole text word when within spaces, or a part 

of a text word when attached to a string of characters, e.g. 

*some matches words ending in some like loathsome, 

gruesome. The wildcard for a single letter is symbolized 

with a question mark. For instance, multi*????al matches 

words beginning with multi, ending with al, and longer 

than 4 letters in between, such as  multispectral. 

4.1.3 User variables 

The so called user variables are the most powerful 

querying facility in Culler. Dependent on the domain and 

task at hand one can define new word classes. For 

instance, for biocorpora a class &gene has been created. It 

comprises about 30,000 gene names.  A counterpart of the 

query &verb &gene in Google Scholar would involve 

stating 10
7 

queries: 35,000 verb forms * 30,000 gene 

names.  

4.2 General queries 

Wildcards and variables allow the user to increase the 

search possibilities. At the same time there are several 

means to narrow down the hits: by specifying context, 

word filters, ranking.  

  

Table 2. Frequent information fusion verbs. 

 

 
 

The features of the language used in a text collection can 

be disclosed using general queries combined with ranking 

by frequency of occurrence. For instance, the query 

&verb, as presented in Table 2, yields the top frequent 

verbs in the IFC.   

  

Table 3. Different spellings of defuzzification, sorted by 

frequency 

 

 

Frequency sorting is also useful when we wish to check 

which expression is correct. For instance, when we do not 

know how defuzzification should be spelled we check the 

query def*tion and get frequency sorted matches as in 

Table 3. 

4.3 Context based search  

Often we can recall a context of some word but not the 

word itself exactly. For instance, when looking for a word 

which occurs with downstream of we enter the query in the 

IFC formulated as downstream of *. The desired word 

stenosis appears on top of frequency sorted matches.  

 Another type of context search is called for when we 

wish to extract whole independent terms rather than parts 

of larger terms. It is possible to mark phrase boundaries of 

a search phrase with a variable called &stop, which 

besides grammatical words includes sentence boundaries.  

 Table 4 shows the results retrieved for a search 

phrase: (Gaussian) &noun &noun &noun (&stop). The 

meaning of the parenthesis is: do not extract as part of the 

matching phrase, treat as context only. 

 

Table 4. 3-word compounds with Gaussian as the left 

context and phrase boundary as the right context 

 

  
 

By stating boundaries one makes sure that the extracted 

compounds are not themselves components of larger 

compounds, such as Gaussian process transition kernel of 

Gaussian process transition kernel model. Yet another 

query with phrase boundaries can be posed to check 

whether the extracted compounds are themselves whole 

terms by replacing Gaussian with &stop: (&stop) &noun 

&noun &noun (&stop).  

4.4 Dictionary based search 

An important feature of the Culler system is its integration 

with a large dictionary. This allows easy access to the 

dictionary definitions while browsing a text (cf. sect. 6). It 

also enables terminology extraction of terms not covered 

by the dictionary.  

 There is a special word class variable in Culler, 

called &new, which stands for non-dictionary words. As 

its label hints its aim is to support finding neologisms. The 

query for &new in the context of be called &new in the 

IFC yields domain specific words, some new derivations, 

but also some misspellings as shown in Table 5. 
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It is possible to limit the range of a variable by adding 

additional constraints. For example, non*=&adj means 

adjectives beginning with non. Using wildcards together 

with &new may be useful for extraction of words coined 

with some specific prefix or suffix, as shown in Table 6.  

 

Table. 5. Results for the query be called &new   

 

 
 

The query for words not present in the dictionary 

beginning with cross is formulated as cross*=&new.  This 

type of querying is particularly valuable when a glossary 

of a domain is extracted from the texts. 

 

Table 6. Frequency ordered selection for the query: 

cross*=&new 

 

 
. 

4.5 Content oriented search 

Content and form are part and parcel in language. Basic 

parts of speech mirror to some extent conceptualizations 

into actions and processes (verbs), objects (nouns) and 

features (adjectives). In order to enhance content oriented 

search a user can define own variables in Culler and make 

them specific for the domain in question.  

For instance, in the Bioinformatics Scenario, a list of 

cancer related genes has been added to the standard 

repository of variables: &gene. It has been used in Gene 

corpora to extract sentences in which at least two of these 

genes are mentioned. These sentences constitute a precise 

narrow selection to which sophisticated but costly in time 

further processing is applied to turn them into graphs 

representation of gene relations, and finally into graphs 

representing gene pathways.   

5 Ranking 

Terminology management involves updating terminology 

databases, which in turn involves extraction of glossaries 

and multiword terms from relevant literature. Particularly 

in the case of multiword terms hits can be many and the 

value of the extraction depends gravely on proper ranking. 

5.1 Frequency and “keyness” 

Frequency of occurrence is the most obvious principle for 

the ordering of hits, and it is actually the best indicator of 

language norm. Frequency ranking is applied to phrases 

and not only to words in Culler. So a selection of 

candidate terms following the pattern: &adj(ective) &noun 

fusion is sorted according to the frequency of occurrence 

of the phrase, e.g. multisensor data fusion occurs 15 times 

in the IFC, as shown in Table 7. 

 

Table 7. 3-word terms sorted by frequency 

 

 
 

Sorting by frequency of occurrence discloses often what is 

considered to be the norm in the language of the corpus. In 

languages for special purposes a special type of ranking 

can be applied departing from the quantified difference 

between general and special language use. This ranking is 

called “+keyness” in Culler. Keyness grows whenever a 

keyword is overrepresented in a special domain corpus 

compared with its average occurrence in a general English 

corpus. 

5.2 Co-occurrence measures 

Multiword terms dominate in terminology in general, and 

in information fusion literature in particular. A number of 

statistical inference measures have been invented to mirror 

the strength of co-occurrence of words. These are 
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supposed to help in culling compositional phrases and 

retaining probable multiword term candidates. One such 

measure of co-occurrence strength is called Salience [15]. 

Its impact on ranking of compounds with uncertainty is 

shown in Table 9. (the total number of occurrences is 

displayed in the column labeled Of ). 

 

 Salience is calculated as follows: 

f(x,y)N 

 log2   ----------- *log2(f(x,y))  

f(x)f(y) 

where: 

f(x)   corpus frequency of word x (the number of 

occurrences of word x in the corpus) , 

f(x,y)  corpus frequency of word pair (x, y) , 

N   total number of words in the corpus, N >> 1. 

 

Table 9. Top candidate terms among compounds with 

uncertainty in the IFC, ranked with Salience 

 

 

6 Definitions on demand 

A fragment of a screen dump in Fig. 2 illustrates one of 

the functions made available thanks to the integration of 

the corpus system with a dictionary. A definition from a 

general dictionary opens up on clicking on any content 

word in a text. It is possible to expand the dictionary, so 

definitions from if a special information fusion dictionary 

or ontology can be included when created in future. A 

fragment of the source texts constituting the near context 

of the searched phrase is shown in a separate window in 

Culler, the fragment of which is visible in Fig. 2.  

 

 Fig.2. A definition window opens up for a content 

word clicked in an information fusion article of the IFC. 

 

7 Document retrieval 

Culler retrieves text excerpts with matching phrases. They 

are presented for browsing as a concordance (see below). 

Several retrieved text excerpts may come from one 

document. Relevant sections are thus picked out, which is 

an exquisite assistance in browsing, particularly when 

source documents are large. 

7.1 A concordance of excerpts 

 
Fig. 3. A fragment of a KWIC concordance from the IFC - 

a result of a proximity search for management  and 

uncertainty within one sentence. 

 

Instead of snippets (like in Google) text excerpts from 

matching documents are presented as a KWIC 

concordance (Key Word In Context). The retrieved 

keywords are shown within their immediate left and right 

context. An example of a concordance from the IFC 

shown in Fig. 3 is a screen dump (drastically cut on the 

sides).  

  A concordance is an effective way of browsing 

through the results on condition a user is more interested 

in what has been said than by whom and when. This 

information together with the source text is available first 

on clicking on a row. 

7.2 Narrowing down the scope of search 

A concordance of hits constitutes one distinguishing 

feature of the corpus based document retrieval. Another 

one is the possibility of narrowing down the scope of the 

search. In Culler the scope can be narrowed down by 

adding word filters to a search phrase.  

 Corpus texts are segmented into logical units, down 

to a sentence or a phrase level. The selection of texts that 

mention at least two cancer-related genes would not 

provide useful material for extraction of gene relations 

unless limited to a sentence. The syntax of natural 

language is such that relations between objects are stated 

within one sentence.  

 The limit of one sentence in proximity search seems 

particularly useful when we wish our query to cover 

alternative phrasings, e.g. uncertainty management and 

management of uncertainty. A near query is expressed in 

Culler with word filters added to a search phrase. For 
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instance when management is the search phrase and 

+uncertainty is entered as a word filter in the IFC the 

results are sentences (not texts or arbitrary text fragments) 

that contain both these keywords at arbitrary distance, e.g. 

Sensor resource management is usually formulated as an 

optimization problem under uncertainty (IFC). 

  A similar query in CiteSeer requires specification of 

the distance of the keywords, e.g. uncertainty w/2 

management or management w/2 uncertainty. Several 

matches over sentence borders are retrieved even when the 

distance of the keywords is as little as 2; their number 

grows rapidly together with the distance of keywords. 

8 The vision 

The “soft data” of natural language begin to take their 

share in information fusion systems besides observational 

data. The discipline itself seems to be ripe for an NLP 

based self-scrutiny. Given a linguistically analyzed and 

indexed collection of texts in information fusion, new 

possibilities of precise retrieval open up, not available 

otherwise. The IFC is not a full blown corpus yet but we 

believe that it illustrates quite well the benefits of such a 

repository for the information fusion community. 

8.1 Academic repositories 

Retrieval services are made available for a variety of 

academic databases.  Some are domain specific: PubMed  

for medicine, CiteSeer for computer science. Other are 

made available by a publisher, e.g. SpringerLink. Some 

provide also citation service. Queries may often include 

meta-information like author, publisher, date, sub-domain. 

These repositories have the ambition to provide a 

complete coverage of a domain, which usually is rather 

broad and quickly leads to overgrowth. Repositories 

created for narrower domains will certainly have less 

problems with imprecision of search results, particularly if 

texts are processed with NLP tools. 

 A desirable service would be a service combining the 

standard retrieval functions from academic repositories 

with the ones made available by the corpus technology. 

Such service would promote fusion competencies and 

facilitate and foster the involvement of different research 

entities in joint research and development activities. It 

could serve the engineering, business, and science 

communities and at the same time it could be used in 

undergraduate and graduate education in information 

technologies. 

8.2 Culler and similar tools 

Unlike simple concordance systems, such as WordSmith 

[16], the Culler system involves natural language 

processing and it has a client/server architecture, similar to 

that of Manatee/Bonito [17]. Its client runs in a web 

browser, the server allows quick answers for corpora of 

100 mln words.  Besides this, there are some Culler 

functionalities which make it particularly suited for the 

task discussed here.  

 Culler provides n-gram frequencies without any 

length limit, which is almost indispensable in terminology 

extraction. To our knowledge there is one corpus tool with 

this functionality - View [18]. However, View cannot be 

easily reapplied to any text collection because it requires 

turning it first into a special text database.  It is available 

for general English corpora, such as the British National 

Corpus. 

 Corpus systems are most often language 

independent. Culler is not language independent but there 

is a special functionality made available thanks to this. 

Culler is integrated with a dictionary, which not only 

enables selections like the ones exemplified with &new. 

The dictionary can be extended with special domain 

dependent vocabularies.   

  Corpus systems traditionally focus on language form 

rather than content, hence queries for content are not 

enhanced. The facility of so called user variables in Culler 

has proved to enormously assist content oriented querying.  

The variables created for the biocorpora span word classes 

from very general (such as &gene), to very specific like 

&MAPKinhibitor counting 8 items. 

8.3 From terminology to ontology 

Terminology requires updating and standardization in all 

disciplines, not least in rapidly developing ones. It is also 

important for conceptualizations adopted within a domain 

to be brought into awareness, which in turn is a 

precondition for building an ontology of a domain.  

 How authors represented in the IFC understand some 

keywords in their own domain can be viewed in the results 

of the query: &noun fusion be a * *; a fragment of the 

concordance is shown in Fig. 1.  

 The tools and methods for information extraction 

presented here may serve for identification of terms 

together with their definitions, and may thus be used for 

construction of a domain specific Information Fusion 

Lexicon. It can be developed as a combination of 

dictionary and ontology (in analogy to the general English 

lexicon WordNet [19], which provides not only 

definitions, but also hierarchical relations, synonymy 

relations and part-whole relations). 

 

9 Concluding remarks 

In order to boost a development and standardization of the 

information fusion terminology, and possibly also 

ontology, tools for information extraction are necessary 

besides information retrieval tools. Previous experience 

from the Bioinformatics scenario shows that information 

extraction based on natural language processing improves 

search precision and is suitable for identification of 

domain-specific terms. We believe that the existing tools 

and methods can be developed in future to provide the 
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information fusion community with such research and 

educational facilities as: 

• combined retrieval and extraction service, 

• easy access to new domain specific terms and 

definitions, 

• domain specific authoring tools, 

• an ontology of the domain. 
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