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Abstract—Image segmentation is a challenging problem in
computer vision. Feature clustering based image segmentation
schemes are extensively researched topics in recent years.
Particularly, colour clustering schemes are being widely applied
for motion detection and tracking applications. In this paper
we present a novel colour clustering methodology based on
vector quantisation. The proposed method applies a learning
vector quantisation approach with multi-scale image hierarchy
to colour clustering using the hue, saturation, value (HSV)
colour space model in order to obtain robust colour image
segmentation. Results from experiments are presented, including
a comparative analysis with the c-means algorithm.
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I. INTRODUCTION AND PREVIOUS WORK

Image segmentation was, is and will be a major area
of computer vision and image processing research. Image
segmentation deals with partitioning an image into several
constituent components. Segmentation is an important part of
practically every automated image recognition system because
it extracts the interesting objects for further processing such
as description or recognition. Several image segmentation
techniques have been proposed in the literature for instance
threshold methods, edge based schemes and region based
techniques. To classify pixels of an image into a particular
class (objects) some form of clustering mechanism is always
required. Clustering is the search for distinct groups in the
feature space. These groups can have different structures
and can be clearly differentiated. It has been well studied
and reported [1] that the efficiency and reliability of the
segmentation mechanism based on clustering highly depends
on the differentiation capacity of the features within the
image. The clustering task separates the data into number of
partitions, which are volumes in the n-dimensional feature
space. These partitions define a hard limit between the
different groups and depend on the functions used to model
the data distribution.

Histogram thresholding is one of the widely used techniques
for image segmentation [2]. The technique of histogram
thresholding deals with separating inequalities in observation
by searching for similar colour clusters in the histogram

of the image. For example, in the red, green, blue (RGB)
histogram, clusters of pixels from an object form streaks.
Hence, a non-parametric cluster algorithm in the RGB space
is used to identify which pixels in the image originate from
one uniformly coloured object.

Edge detection [3] uses the difference in brightness between
the background and foreground. The result is an outline
of the borders. It is extensively used for gray level image
segmentation, which is based on the detection of discontinuity
in the gray level, trying to locate points with abrupt changes
in gray level [4]. In principle, the edge detection operator
can be applied simultaneously all over the image. One
technique relies on high-emphasis spatial frequency filtering
[5]. Since high spatial frequencies are associated with sharp
changes in intensity, one can enhance or extract edges by
performing high-pass filtering using the Fourier operator.
This method faces difficulties in designing a relevant filter.
In a monochrome image, an edge is defined [5], [6] as a
discontinuity in the gray level, and can be only detected when
there is a difference in the brightness between two regions.
More complex edge detectors have been designed and applied
[5], [7] on colour images.

Region based approaches [8], including region growing,
region splitting, region merging and their combination,
attempt to group pixels into homogeneous regions. According
to the region growing approach, a seed region is first selected,
then expanded to include all homogeneous neighbours, and
this process is repeated until all pixels in the image are
classified. In the region splitting approach, the initial seed
region is simply the whole image. If the seed region is
not homogeneous, it is usually divided into four square
subregions, which become new seed regions. This process is
repeated until all subregions are homogeneous. The region
merging approach is often combined with region growing or
region splitting to merge the similar regions for making a
homogeneous region as large as possible.

The colour segmentation approach proposed in [9] combines
region growing and region merging techniques. It starts with
the region growing process using the criteria based on both
colour similarity and spatial proximity. The Euclidean distance
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over RGB colour space is used to define the colour similarity.
A hierarchical segmentation [10] identifies the uniform region
via a thresholding operation on the homogeneity histogram.
The local information as well as the global information is
taken into account, which improves considerably the quality
of the result.

In [9] a novel hybrid algorithm is proposed that combines
histogram and region based clustering with the chrominance
and luminance information in images. At every stage of the
algorithm the method combines pixel and region based colour
segmentation techniques. A novel colour image segmentation
method based on a Gaussian mixture model is proposed in
[11]. First an Expectation Maximisation (EM) algorithm is
used to estimate the distribution of the input image data
and the number of mixture components is automatically
determined by the maximum likelihood (ML) criterion. Then
the segmentation is carried out by clustering each pixel into
appropriate component according to the ML criterion. An
adaptive clustering segmentation approach [12] is developed
based on the entropy for colour image. The model is capable
of adaptively acquiring appropriate number of colour clusters
and their centres.

In this paper we propose a learning vector quantisation
approach for colour clustering. The main contribution of the
paper is in integrating the learning vector quantisation method
for colour clustering with a multi-scale approach in order
to obtain robust and efficient colour image segmentation.
The proposed model uses the HSV colour space model. The
main advantage of the proposed technique as against the
techniques specified in the literature [12] is that the algorithm
automatically chooses the optimal number of clusters required
during segmentation. In section II of the paper, we introduce
colour clustering based on vector quantisation and further
the proposed learning vector quantisation model. Results and
analysis are presented in section III of the paper.

II. COLOUR CLUSTERING

Quantisation is the processes of digitising the amplitude of
a signal [13]. Colour quantisation is the process of limiting
the number of colours used for a display device or for image
compression techniques. In essence, the techniques used in
colour quantisation are similar to those used in colour image
segmentation. Clustering methods have been utilised in colour
quantisation problems [14]. However, colour quantisation
does not typically use a spatial constraint in the image
domain. Furthermore, the explicit goal of colour quantisation
is to reduce the image colour count while maintaining high
image quality. Colour quantisation is a two-stage process. The
colour palette must first be chosen and should be selected to
best fit the image. The second stage is to map colours in the
image to the best fit colour in the new palette.

Many algorithms approach palette selection as a
multithresholding task where the peaks of the colour

index histogram are taken to be the entries of the initial
quantised palette. An iterative process is followed that assigns
the colours of the palette by minimising the total squared error
between the colours of the palette and the original colours of
the image. The mapping of colours is a matter of then finding
the minimum distance between the original colour and some
palette entry. In [15], several methods are proposed with the
core idea that palette selection and colour mapping is more
efficient computationally though a tree structure than through
tradition flat methods. A non-linear colour space, such as
L ∗ a ∗ b 1, demonstrates a resiliency to noise substantially
improving the quantisation process and it is used then instead
of the standard linear RGB colour space. The palette selection
is performed by creating a tree structure where the eigenvalue
resulting from the principal component analysis of the palette
space is used to measure the expected reduction in the total
squared error if the tree node is split. If a node is to be
split, it is done so with the largest eigenvector. Mapping
colours is performed by determining the dithering value
from pixel colour to the possible quantisation candidates.
This is an extension of the basic vector quantisation algorithm.

The vector quantisation, described in [16], is a lossy
compression algorithm that maps vectors into binary
vectors which represent a small number of reproductions; it
quantizes vectors instead of rounding off integer values. Each
reproduction vector, called a codeword can be viewed as a
centroid in the vector space. The set of codewords is referred
to as the codebook. The assignment of values to codewords is
usually performed by minimising the reproduction distortion,
typically calculated as the mean squared error, of a vector
from the codebook. A full search on an unstructured codebook
is an exhaustive search that increases its complexity as the
vector size increases. A partial search can be performed on a
structured codebook but it is not guaranteed that an optimal
minimum distortion will be found.

A. Colour Segmentation with Vector Quantisation

In [17], an iteratively self-dividing quantisation method
is used as a colour segmentation algorithm. Each pixel is
described by a feature vector based on the RGB values and
the coordinates of the pixel within the image, such that

f(x, y) = {r(x, y), g(x, y), b(x, y), $.x, $.y}, (1)

where x and y are the pixel position coordinates, r(x, y),
g(x, y), and b(x, y) are respectively the colour histograms
on the three channels, f(x, y) is a function characterising
the colour features of the image pixels and $ is a weighting
factor regulating the relation between the colour and the
spatial position of the pixel.

Vector quantisation is performed by minimising the total sum
of squared quantisation errors. The procedure starts with

1The L*a*b colour space is a colour-opponent space with dimension L for
luminance and a & b for the colour-opponent dimensions
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one centroid covering the entire image. For each iteration,
the centroid with the highest variance is bisected by a
hyperplane perpendicular to the direction of highest variance.
The new centroids are placed such that the variances of the
two partitions are minimised. It is suggested that instead of
determining the number of clusters in advance, the upper
limit for the sum of squared quantisation errors is defined
as a stopping criterion for the iterative division algorithm.
A disadvantage of this segmentation method is that it does
not assure that clusters are comprised in a contiguous set of
points. Furthermore, neighbouring clusters may, and, in the
case of sky for example, almost certainly, have very similar
properties that would indicate the two separate clusters should
be merged into one larger cluster. In the next subsection, an
multi-scale vector quantisation algorithm is proposed as an
extension of the vector quantisation that makes it a more
suitable colour segmentation algorithm.

B. Multi-Scale Colour Vector Quantisation (MSLVQ)

The vector quantisation approach presented in [17] clusters
images based on a vector of both the pixel colour value and
pixel position. This approach combines the colour information
with some spatial constraint. The method uses the RGB colour
space in the feature vector and this makes it illumination and
reflectance dependant. However, it is not clear whether for
a region defined as a contiguous set of points, a constraint
of many previous segmentation algorithms can be applied.
Therefore it is likely that small satellite subclusters exist that
are not spatially connected to the main cluster body. Due to
the spatial constraint, large regions, such as sky or ground,
are partitioned into several tile structures. Additionally, the
computational cost of the algorithm increases considerably as
the algorithm increases the number of cluster centroids.

In the next section, an extension of the vector quantisation
to segmentation is proposed making use of multi-resolution
techniques, illumination independent colour spaces and
post-processing designed to assert constraints leading to a
contiguous, homogeneous clustering.

C. Basic Vector Quantisation Algorithm

The vector quantisation algorithm is a lossy data compres-
sion method that relies on constructing a codebook of rounded
values of a multi-dimensional input vector. The algorithm of
Linde, Buzo and Gray (LBG-VQ) [18], [19] is a vector feature
space version of the k-means clustering algorithm and can be
described as follows:
• Initialisation: Assume that the total number of cluster

centre’s N is 1. Initialise the centroid i = 1 as c∗
1 as the

average vector of the complete feature space.

c∗
1 = 1

M

∑M
m=1 xm

and calculate the average deviation as the average sum
of squared differences

Davg = 1
M

∑M
m=1 |xm − c1|2

of all the values in the feature space to the initial
centroid, where xm is a pixel value at m, M is total
number of pixels in the image

• Splitting: At iteration index n = 0. For all centroids,
i = 1, ..., N , split the feature space into two centroids
such that

c
(0)
i = (1 + ξ)ci

and
c
(0)
N+i = (1− ξ)ci

where ξ is some very small positive constant. The split-
ting process doubles the total number of cluster centre’s.
i.e. set N = 2N .

• Iteration: Set the iteration index n = 0 and perform
– The quantisation centroid is assigned for every

pixel such that the distance between the pixel and
centroid is minimised

Q(xm) = min|xm − c
(n)
i |2

– For every cluster centre i = 1, ..., N , the centroid
is updated (repositioned in the feature space) with
respect to the mean of the vectors assigned to it.

c
(n+1)
i =

∑
Q(xm)=c

(n)
i

xm

∑
Q(xm)=c

(n)
i

– Increment the iteration index as n = n + 1.
– Calculate the average deviation as the sum of squared

difference between a vector and its assigned centroid

D
(n)
avg = 1

M

∑M
m=1 |xm −Q(xm)|2

– If (D(n−1)
avg −D

(n)
avg)/D

(n−1)
avg > ξ, repeat Iteration

– Else, D∗
avg = D

(n)
avg and for every cluster centre i =

1, ..., N , set c∗
i = c

(n)
i

• Repeat splitting and iterate until:
– the desired number of maximum centroids is

achieved
– the spatial and feature distance between neighbour-

ing clusters becomes optimal.

D. Algorithmic Refinements

The segmentation method [17], proposes splitting only
of the cluster with the highest variance at each iteration.
This technique increases the computational time, but prevents
unnecessary clusters being introduced into the partitioning.
Additionally, in order to improve the quality of the segmenta-
tion, a colour space should be selected that is invariant to
the illumination and reflectance changes that are common
in natural images. The use of the RGB colour space, as
discussed previously, is not suitable to this task. Therefore,
a perceptual colour space that separates the intensity from the
colour information is chosen, namely the HSV colour space.
In the HSV colour space, hue represents the quality by which
one can distinguish one colour family from another, saturation
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presents that quality of colour by which one can distinguish
a strong colour from a weak one; and finally the value that
differentiates a light colour from a dark one. In order to
illustrate mathematically illustrate the transformation from the
RGB colour space to the HSV, let us first assume that the r, g, b
coordinates in RGB space are scaled between [0, 1]. Let h, s, v
be the coordinates of the HSV space and [min,max] represent
the minimum and maximum of the r, g, b coordinates. The hue
angle h in [0, 360] can be computed using,

h =





0 if max = min
60× g−b

max−min + 0 if max = r and g ≥ b
60× g−b

max−min + 360 if max = r and g < b
60× b−r

max−min + 120 if max = g
60× r−g

max−min + 240 if max = b

The saturation and value parameters are estimated as:

s =
{

0 if max = 0
1− min

max otherwise

and v = max.

The HSV colour space has the advantages of the perceptual
colour spaces. The distance between the vectors must both
satisfy the cyclic nature of the hue component and the
singularities in the hue when the saturation tends to zero.
Since the hue component of the HSV colour space is a cyclic
measurement, modular arithmetic is required to determine the
distance between hue values. The distance between two hue
measurements h1 and h2 is computed as follows:

d(h1, h2) =
{ |h1 − h2| if |h1 − h2| < π

π − |h1 − h2| otherwise

While the intensity component is part of the feature vector,
it is only part of the distance calculation in the case where the
hue component expresses a singularity. The vector quantisation
further needs to be expressed in a form with reduced compu-
tational cost and to increase the sensitivity to hard boundary
edges.

E. Multi-Scale Extension

By using a multi-resolution pyramid (e.g., Gaussian
pyramids [20]), the noise contained in an image is smoothed
in the lower resolution levels therefore making it more
likely to find an appropriate region determination. Coarser
resolutions are less susceptible to the influence of noise
and only the most dominant features remain. Furthermore,
the number of feature vectors is reduced and thus the
computational cost is also reduced [21]. Therefore a Gaussian
pyramid is constructed from the input image and the vector
quantisation algorithm is performed from the coarsest level
to the finest level. Upon completion of the quantisation, the
results are used to seed the next finer level in the pyramid.
Seeding in this manner biases the vector quantisation
algorithm towards the previous level boundaries.

Similarly to clustering-type algorithms, the vector quantisation
requires the number of the clusters to be known in advance,
together with the threshold for the upper limit to the sum
of quantisation errors or some cluster validity measure.
Choosing the number of clusters in advance does not allow
for unsupervised segmentation of a large database of images.
Using a threshold value for the upper limit also requires a
choice of the threshold for each image individually. However,
the pyramid decomposition can be used to derive a suitable
threshold based on the coarsest level average deviation to the
centroid as

τ = $Dc

where $ is a weighting value representing the average devi-
ation decomposition between levels of the pyramid and Dc

is the average deviation of a single centroid representing the
entire coarsest level of the pyramid. The weight $ is expected
to be approximately 0.25 as each level represents one quarter
of the pixel area from the previous level. Each level seeks to
refine the clustering made at the previous level therefore it is
necessary to propagate the threshold value from level to level.
Keeping the threshold value constant for all levels increases
the computational costs because small clusters created that
meet the coarse guess deviation will be merged together in
post-processing stages. Instead, the threshold value is doubled
to reflect the doubled resolution as it propagates through each
level in the pyramid.

F. Post-Processing

Post-processing methods need to be considered to ensure
that the vector quantisation method for segmentation adheres
to the guidelines of partitioning. Segmentation is considered
in [22] as partitioning of an image I into regions Rm where
1 ≤ m ≤ M , M is the total number of regions such that:
• ∪M

m=1Rm = I: the image is completely defined by the
sum of the regions. There are no pixels in the image that
do not belong to a region in the partitioning process.

• Rm is comprised of a contiguous set of points.
• Rm has a homogeneous colour distribution.
• Rm∪Rn has a non-homogeneous colour distribution for

m = n where Rm and Rn are adjacent regions.
The vector quantisation algorithm determines the

appropriate centroid to assign to all pixels in the image
satisfying the first condition. The colour space and spatial
distances ensure that each region satisfies the third condition.
The standard vector quantisation algorithm does not ensure
properties two and four. Therefore, post-processing steps
need to be added so that these two conditions are satisfied.

In order to ensure that a region is comprised of a contiguous
set of points, a tracing algorithm is applied to map regions
by only those pixels that are connected. Satellite sub-clusters
are therefore separated from their parent regions forming
individual regions. Small regions are likely to emerge from
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the tracing algorithm, therefore it is necessary to merge
small clusters with a neighbouring cluster with the smallest
deviation from the small cluster centroid. The size of
small clusters is controlled by a threshold. Typically, small
clusters are comprised of only a few pixels grouped together,
therefore, the threshold is defined as one percent of the total
pixel count of the image.

The fourth condition indicates that neighbouring regions
should be merged if their colour distributions are very similar.
In [12], a colour distance merging is suggested whereby the
M regions produced from the previous stages are considered
as a colour represented by the number of pixels clustered
to that region. Therefore the standard deviation dσ of the
N = M(M−1)

2 colour differences is

dσ =
√∑N

i=1 ni(di−dµ)2∑N
i=1 ni

where ni is the number of pixels representing the ith colour
difference di, and dµ is the mean colour difference

dµ =
∑N

i=1 nidi∑N
i=1 ni

.

The threshold for merging regions is then determined to be
τ = dµ−dσ which indicates that any cluster distance less than
one standard deviation from the mean distance is considered
as a suitable pair of clusters for merging.

III. RESULTS

The quality of a segmented image cannot be described
by a single measure since the quality involves spatial
compactness as well as continuity, perceptual correspondence
and homogeneity. The results, therefore, are discussed on a
subjective level resorting often to somewhat arbitrary domain
requirements in order to assert the effectiveness of one
method for the particular problem domain [23]. In [22] for
example, results are determined subjectively from ten subjects
therefore discrediting any comparison that could be performed
with existing methods beyond the execution time. In [24],
segmentation methods are compared based on histogram
thresholding. Analysis of the quality is performed with
respect to the observed characteristics by human observers of
the segmentation.

We test the clustering algorithm performance on real
images. Manual ground truth labelling of natural images
for segmentation could lead to subjective evaluation results.
We follow another method for evaluating the segmentation
algorithm on natural data. Each image is segmented with the
proposed method, multi-scale learning vector quantisation
(MSLVQ) and with c-means using the Davies-Bouldin index
method [25]. The results of the segmentation are evaluated
subjectively. Both the c-means based method [12] and the
proposed method are applied on the image with a progressive

Figure 1. Original Image, c-means Clustered Image [12] and MSLVQ
Clustered Image

increase of the introduced noise.
Figure 1 shows the results on natural images segmented by
the c-means method and the proposed method. According
to the subjective analysis, the proposed colour quantisation
clustering approach preserves the expected regions better
than the standard c-means method. Results using the c-means
method either including or excluding the spatial component
in the feature space vector do not maintain pixel group
membership as well.

It is also interesting to note the effect of the Davies-Bouldin
index [25] on natural images compared with the node-based
approach of the vector quantisation method. The Davies-
Bouldin index approach requires resegmentation of the image
with increasing values of c, selecting the value of c with the
best index calculation. In some of the natural images, the
Davies-Bouldin index produces a c value equal to two, the
minimum cluster number for c-means. Figure 1 shows a visual
comparison of the segmentation results using the c-means
whereas the Davies-Bouldin index produces a cluster count
of two and the proposed method. The advantage of the colour
quantisation approach is evident from the presented results.
Finally in Figure 2, we show colour segmentation results with
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Figure 2. Original Image and MSLVQ Colour Segmented Image

the proposed algorithm. These results confirm the ability of
the proposed MSLVQ algorithm for segmentation.

IV. CONCLUSIONS

Colour clustering is a challenging computer vision
problem. In this paper, a novel learning vector quantisation
based iterative clustering approach is introduced. The
proposed algorithm clusters image regions at multiple scale
spaces using the HSV colour space model. Results confirm
the superior performance of the multi-scale learning vector
quantisation algorithm as against the c-means algorithm.
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