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Abstract – This paper presents a fuzzy cognitive map 
(FCM) approach to develop an inference engine to 
perform goal reasoning based on information gathered 
by a sensor network. Fuzzy nodes are used to represent 
the goals and sub-goals in the system and conditional 
causality regulates inference in the network. Statistical 
estimates obtained from a preceding data fusion 
operation are converted into fuzzy memberships and 
then propagated through the causal structure of the 
FCM. Sensor information based decisions are fused into 
higher level goals and premises until the system level 
objective is achieved. The developed situation 
assessment framework has been evaluated for two 
search scenario simulations. 
 

Keywords: fuzzy cognitive map, situation assessment, 
distributed information fusion. 

1 Introduction 
Coastal surveillance or large volume surveillance refers to 
monitoring situations of threat and day-to-day 
surveillance occurring over vast areas. Typically, a 
number of heterogeneous sensors including stationary and 
mobile deployments on ground, air and water are used 
and the task itself involves watching over a number of 
observable dynamic and static objects. The problem 
therefore is to dynamically manage these surveillance 
assets to maximize situation awareness. In this paper the 
authors describe a system developed with the objective of 
arriving at tangible situations based on sensor 
information. This system is one of the modules of a 
simulation test bed [1] that has been developed to model 
and evaluate integrated surveillance comprising of a 
hierarchical structure made up of fully autonomous, semi-
autonomous and slave systems. The core of this system is 
based on goal driven situation assessment preceded by a 
distributed fusion architecture.  
 The test bed simulates network centric operations 
made up of distributed sensor platforms yet performing 
coordinated surveillance tasks. Information gathered by 
various nodes in the network is combined at individual 
platforms. Implemented through an observing box [2], the 
aim of distributed information fusion is to combine the 
local tracks and features measured by each sensor to 

produce global situation evidence. This process primarily 
involves identifying all the data belonging to one object 
and then combining it. A situation assessment framework 
(SAF) then recursively operates on the global situation 
evidence to identify any threat or emergency situations.  
 The test bed has been developed as a proof of 
concept and therefore is limited in the number of 
situations that can be simulated. The simulated goals, 
isAreaNeedingPeriodicSurveillance, isShipInDistress, 
isSmugglingOperation, isShipNeedingIdentification, and 
isSuspiciousBehavior, have particularly been chosen to 
represent the complex coordination that the constituent 
systems would be expected to participate in. The 
knowledge base used to identify the goals has been 
organized into a hierarchical structure similar to the one 
governing the interaction between different nodes. Expert 
knowledge is categorized into seven levels of information 
where the sensor information based classification is 
performed at the lowest level. Such a representation of the 
reasoning methodology efficiently interleaves with the 
overall structure of the individual nodes. The developed 
SAF addresses the spatio-temporal nature of the 
surveillance goals as well as the uncertainty associated 
with the situation evidence.  
 FCM [3] has been used as the reasoning engine in 
this SAF. An FCM is a collection of nodes and connecting 
arcs used to represent the system states and interacting 
causality respectively. The fuzzy notion of the states 
provides a means to accommodate the uncertainty 
involved in the process. Field rules for situation 
assessment used by military personal were used as the 
basis to develop the FCM structure and multi level 
deduction has been adopted to identify system goals based 
on the sensed information. In essence, once the specific 
surveillance objective or goal is set, the SAF begins to 
degenerate it into sub-goals until sensor information based 
decisions can be made. Additivity displayed by graphical 
models is exploited here in order to combine the local 
situations to assess a situation at the system level. Another 
advantage of using FCMs is that, unlike in conventional 
rule base expert systems, FCMs provide an inherent 
representation for both direct and indirect chaining which 
can help disperse the brittle decision boundaries set by the 
operating rules of thumb.  
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 Multiple FCMs have been appropriately developed 
for four main goals (isAreaNeedingPeriodicSurveillance, 
isShipNeedingIdentification, isSmugglingOperation, 
isShipInDistress) and then integrated to form the overall 
system SAF. The overall SAF also takes form of an FCM, 
except that the arcs here propagate the fuzzy probability 
associated with the conclusions drawn locally, and 
therefore provide a system level confidence associated 
with the identified goals. Thus the developed test bed can 
help evaluate individual components (per goal) and the 
overall efficiency of a collection of such systems in the 
context of large volume surveillance. In addition to the 
performance, the FCM based SAF structure also yields a 
basis to implement an optimal framework for resource 
management. 
 The CanCoastWatch (CCW) [1] project is research 
collaboration between MacDonald Dettwiler and 
Associates, Actenum, Simon Fraser University, 
University of Calgary and DRDC-Valcartier. Funded by 
PRECARN, the project seeks to develop an integrated 
testbed as a proof of concept for network centric 
surveillance operations for the Canadian west coast. The 
primary objective of the project is to facilitate evaluation 
of individual components and the overall efficiency of 
distributed information fusion and asset management 
system for large volume surveillance. This paper 
describes the multi-faceted approach to low and high level 
information processing adopted in the project. A 
description of the objectives and capabilities of CCW is 
provided in the following section. Data fusion has been 
segregated into two parts: the track-feature level fusion 
and the decision level fusion. Situation evidence, consists 
of information fused at the lower level, is described in 
section 3 and situation assessment is described in section 
4. Simulated scenarios and the surveillance system 
response are presented in section 5 and section 6 
concludes the paper with observations about the current 
implementation and remarks for the future. 

2 CanCoastWatch System 
The growing demand for complex adaptive systems has 
paved way for modularity where a number of specialized 
unitary systems interact with each other in favor of an 
overall cause. CCW is a simulation test bed developed to 
evaluate network centric approach to surveillance. Sub 
systems are connected through a plug and play 
architecture which allows a wide range of variation in the 
overall composition of the resource network. When 
dealing with multiple systems each designed to serve 
specific needs, networkability and the efficiency in the 
distributed nature of the overall system need to be taken 
into perspective.  Coastal surveillance, as an example, 
involves responding to a number of situations which can 
broadly be classified into search & rescue operations, 
tracking & identification and background surveillance. 
 The core of the system lies in a distributed 
architecture to process information gathered on site. 

Sensing and information extraction are accomplished 
through the use of multiple platforms, therefore giving 
rise to the need to appropriately network the assets to 
efficiently decompose and assert a given goal. As 
mentioned earlier, capabilities, information and control 
within CCW are implemented hierarchically, depicted in 
Figure 1. The hierarchical structure governs the 
information accessible at each level and the amount of 
control over the lower levels. Slave nodes which are 
representative of simple sensor deployments, operate only 
to gather information and relay back to the higher nodes. 
 
 

 
 

Figure 1: Hierarchical Autonomy 
  
 Sensor information arriving in varied formats and 
possibly conflicting, incomplete or noisy needs to be 
combined together. An adaptive data fusion methodology 
is therefore essential in extracting maximum benefit from 
multiple information sources. High level information 
fusion for situation assessment produces the system’s 
understanding about its environment.  
 Typical controller systems operating in a centralized 
manner have been found to be slow and vulnerable to 
failures; therefore a distributed structure of information 
processing is favorable. The idea is to facilitate a low 
volume but high content information feedback especially 
ensuring that the communication brings forth actionable 
information. All of the autonomous and semi-autonomous 
nodes are able to individually orient, observe, decide and 
act upon the actionable information through an OODA 
(Observing, Orienting, Deciding and Acting) architecture. 
Observing involves the process of combining the data 
gathered by multiple sensors on a given platform into high 
content information. Orienting entails reasoning about 
system goals based on the distilled information obtained 
after fusion. Where deciding function involves resource 
planning and scheduling, acting function implements the 
resource management plans determined by the deciding 
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function. The aspect of orienting in CCW constitutes 
situation level fusion, only which will taken up in detail in 
this article. 

3 Situation Evidence 
In applications where the number of deployed units 
cannot provide seamless coverage of the entire region, 
combining the information gathered by different platforms 
is adopted as a means to improve the overall efficiency. In 
the work described here, all deployed nodes communicate 
with each other in order to continuously update their 
current knowledge about their local surroundings. This 
information is stored inside Situation Evidence. The 
space-time registered data gathered by individual sensors 
is regarded as local tracks and further processed in order 
to associate and combine the tracks observed by different 
sensors for individual targets. This process of association 
and fusion is performed in a sequential manner by 
associating and combining the tracks from the first two 
sensors. These fused tracks are then combined with those 
observed by the third sensor and this is repeated until all 
sensors are considered. Track association and fusion are 
performed using the Munkres algorithm [4] and the 
Covariance Intersection (CI) [5] techniques respectively. 
The fused information at every time frame is recursively 
updated into the situation evidence.  
 Situation evidence is contains up to date information 
about the sensors and environment. It is represented 
through four primary terms i.e. {time-stamp; proposition; 
proposition-qualifiers; evidence-objects}. Information in 
the proposed system is associated with temporal 
information stored in time-stamp. Proposition refers to the 
goal or sub-goal assigned for assertion or verification. 
Proposition-qualifiers then represent the conditional 
clauses that need to be satisfied before the proposition can 
be asserted. Evidence objects themselves are the pieces of 
information obtained from the sensor which are used to 
make assertions at various levels. Situation evidence is 
updated whenever new information arrives. The SAF is 
also similarly initialized when new information is added 
into the global situation evidence.   
  

4 Situation Assessment Framework 
The primary objective of this work is to develop a goal 
driven SAF wherein the user assigns an objective or a 
goal that needs to verified. The goal proposition is passed 
on to the nodes along with a spatio-temporal reference 
and the objective is to assert or deny the proposition.  
 Based on expert knowledge, the goals are described 
through appropriate sub-goals and the degeneration of a 
goal is continued till the stage where sensor measurements 
are sufficient to assert the sub-goal. In essence, the SAF 
involves a reasoning mechanism that works with the fused 
information from the situation evidence in order to assert 
various goals by working upwards from the sensor 

information. The breakdown of various goals into sub-
goals is defined by the expert and stored within prior 
situation knowledge. Therefore given the prior knowledge 
and the situation evidence, asserting a goal translates into 
querying the situation evidence to look for a matching 
proposition. Situation evidence is firmly characterized by 
uncertainty caused due to noisy measurements and 
improper fusion; which is coupled with proposition-
qualifiers in the situation evidence as a measure of the 
confidence for each qualifier. 
 

 
 

Figure 2: (sub) Structure for situation assessment 
 
 A reasoning engine is central to the SAF and 
operates by querying the case specific data and relating it 
to prior knowledge. Case specific data here is nothing but 
situation evidence and includes the proposition, partial or 
sub-propositions, confidence measures and any additional 
track information; and the prior knowledge is defined by 
the experts. Goal driven degenerative decomposition 
facilitates development of an explanation subsystem. An 
explanation subsystem will not only provide insight into 
why or why-not can a given goal be asserted but also 
explains any additional information that the system 
requires. This information can then be translated into 
action sequences for planning and resource management. 
A conditional FCM based inference mechanism has been 
adopted in this work.  
 The FCM implementation (depicted in Figure 2) 
relies on a causal network structure and a fuzzy 
probability generator (FPG). The causal network is made 
up of a number of nodes and the causality is encoded 
through the connecting arcs. The FPG operates on the 
statistical estimates generated through CI fusion i.e. given 
the probability distribution of the fused tracks, the 
confidence intervals associated with every point in the 
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distribution can be determined using the following 
expression,  
 

{ ( ) ( ) npppnppp −+−− 11 ββ }   (1) 
 

where p is the probability and n is the size of the sample 
set and β is chosen such that 101.0 ≤≤ β . A fuzzy 
probability function may be therefore be determined 
through a fuzzy number p , where the confidence 
intervals for each point in the sample space represent the 
alpha cuts of the fuzzy number p . Fuzzy membership 
values can therefore be determined by assessing the alpha 
cuts of the fuzzy number.  
 When activating a node results in the activation 
(deactivation) of another node, the two nodes share 
positive (negative) causality. In other words, an FCM 
encodes the system knowledge into a set of 
interdependent concepts depicting the cause & effect 
between the concepts. Inference chaining between the 
nodes is based on a causal algebra and is represented 
through a square adjacency matrix W, where an element 
wij represents the causal affect of node i on node j.  The 
adjacency matrix is characterized by a zero diagonal 
representative of the notion that a node does not affect 
itself. The values of all nodes are computed as the 
weighted sum of the connected causalities. The value of a 
node i may be given as,  
 

( ) ( )⎟⎟
⎠

⎞
⎜⎜
⎝

⎛
⋅=+ ∑

=

n

j
ij twft

1

1 ji CC       (2) 

 
where f  is a threshold operator, wij is the weight along the 
arc connecting nodes i and j, and Cj is the value of node j 
at time t. For more detailed description and applications of 
FCM, the reader is referred to the works of [3, 7]. One of 
the key advantages of an FCM is that no particular input 
or output needs to be declared before the modeling 
process. This aspect also renders FCM the capability to 
perform inverse mapping. FCMs are intuitively 
constructed, easy to interpret and simple to execute. There 
are four desired characteristics of causal inference 
networks such as an FCM; quantified strength of 
activation, quantified causality and reliability in the 
network structure and the associated causal algebra. A 
major modification was proposed in [6] in order to 
incorporate conditional causality.  
 In order to better suit the problem at hand, unique 
fuzzy membership functions for individual variables have 
been adopted at the FCM nodes. Unlike in [7], the 
conditionality imposed by traditional premise-consequent 
pairs has been encoded by the use of a two tuple 
{threshold; premise-quantifier(s)}. For example: It is 
known from prior knowledge that a frigate is about 100-
150 meters long and cruises at a speed of 30 knots. This 
information is represented in a FCM by the use of three 

nodes. The condition for asserting a frigate consists of 
two premises, length and speed. Therefore the frigate 
node i is represented as  

{ },i a x yµ µ⎡ ⎤⎣ ⎦          (3) 

 
where a is the number of active incoming nodes, xµ is the 
membership value for ship length and yµ is the 
membership value for the ship speed. The frigate node is 
fired if and only if the value of a is greater than or equal 
to the number of premises represented by the FCM.  
 Different FCMs have been constructed for each of 
the surveillance goals and connected through common 
nodes. Taking advantage of the property of additivity, 
different FCMs are concatenated into one large 
representation as illustrated in Figure-3. 
 
 

 
 

Figure 3: Concatenated representation 
 

5 Simulations 
The proposed SAF has been successfully evaluated for 
two types of scenarios, for a cooperative search and for a 
non-cooperative search. Additional information such as 
type of ship, number of ships, location etc, related to these 
scenarios is assumed to be known. This information is 
available through the global situation evidence post level-
1 fusion of the local information. As shown in Figure 4, 
Vancouver Island has been used for the simulations. The 
distinction between the two types of scenarios arises over 
the fact that the target in question is willing to be 
identified in the cooperative search whereas the targets in 
the non-cooperative search intend to evade identification.  
 Cooperative Search: The simulation involves a 
fishing boat that has lost control and is moving along with 
the ocean current. As shown in Figure 5, the fishing boat 
is reported off the Chrome Island southeast in the Strait of 
Georgia. Following this information, the commander 
immediately assigns resources in the form of master and 
autonomous platforms which will further assign tasks. 
The goal of the system us therefore set to 
isFishingBoatInDistress and asserting this goal includes 
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confirming two premises viz., isFishingBoat and 
isShipInDistress.  Although obvious, the two premises 
vary in the associated sensor information i.e. asserting 
isFishingBoat for a given target requires feature level 
fusion in order to perform structure based classification. 
Whereas isShipInDistress involves track level fusion in 
order to assess if the target is drifting with the ocean. Both 
of the premises are further decomposed into sub goals 
until sensor based decisions can be made. Appropriate 
sensor measurements are obtained from the situation 
evidence and applied to the respective nodes of the FCM. 
The measurements are then transformed into fuzzy 
memberships which are propagated further through the 
network. As mentioned earlier conditionality is 
implemented using a tuple based threshold. Given that a 
node i has k incoming connections, the threshold value is 
set to k which regulates if the node i should fire or not. In 
the event that multiple sets of premises fire a node, a max 
operator is applied to the incoming memberships in order 
to determine the firing strength.  
 

 
 

Figure 4: CanCoastWatch physical model 
 
 

 
 

Figure 5: Event - IsFishingBoatInDistress 
 
 Non-Cooperative Search: A smuggling operation is 
simulated around Cape Scott, near the northern shore of 
the Vancouver Island. A freighter has deviated from its 
path along the sea lane and is reported to be coordinating 
illegal transfer of humans and goods to the island with the 
help of two zodiacs. Identifying this scenario involves 
asserting isSmuggling based on the type of targets 

involved in the activity and the motion / position of the 
targets. Feature level information helps identify the type 
of targets such as frigate, ship, boat etc. And target tracks 
are used to assess the motion premise of isSmuggling 
goal. Figure 6 illustrates this scenario.  
  

 
 

Figure 6: Event – IsSmuggling 
 
 Through the simulations, it was observed that the 
causal structure in the FCM based SAF depicts certain 
interactions between the nodes (encoded in the FCM) 
which otherwise have not been explicitly defined in the 
modeling process or in the expert’s knowledge. The 
FCM-SAF depicts considerably different behavior in the 
presence of multiple goal qualifying premises. When 
compared to assessed situations and the confidence of the 
assertions (expressed in terms of the membership values) 
were observed to have been affected by certain indirect 
causalities. A small portion of the FCM has been 
considered (shown in Figure 7) where five nodes have a 
direct causality on the node isPossibleShipInDistress.  
Inferring from the expert’s knowledge (provided in the 
form of rules of thumb), hasNoRadioCommunication and 
isShipHeadingNotAlignedWithMotion have independent 
causalities (discrete true or false) on the node 
isPossibleShipInDistress, but as shown in Figure 8, the 
decision surface depicts a nonlinear causality propagated 
by the two nodes together. Figures 9 and 10 depict the 
surface and gradient plots for a similar affect observed on 
how two independent nodes isShipOfRightShape and 
isShipDrifting assert nonlinear causality on the node 
IsPossibleShipInDistress.  
 

 
Figure 7: (sub) FCM for IsPossibleShipInDistress 
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Figure 8: Surface plot for IsPossibleShipInDistress with 

causal inputs from hasNoRadComm and 
isShipHeadingNotAlignedWithMotion 

 
  

 
Figure 9: Surface plot for IsPossibleShipInDistress with 

causal inputs from isShipOfRightShape and 
isShipDrifting 

 
 

 
Figure 10: Gradient plot of the combined causality of the 

concepts isShipOfRightShape and isShipDrifting on 
IsPossibleShipInDistress 

 

6 Conclusions 
This paper presents an FCM based approach to situation 
assessment. The developed SAF is applied to coastal 
surveillance and has been developed as one of the 
information processing modules in a surveillance sensor 
network. The information gathered by multiple sensors is 
combined using a covariance intersection method and the 
thus obtained information is passed on to the FCM for 
goal reasoning. A backward reasoning type of assessment 
is implemented through goal decomposition i.e. sensor 

information based decisions are first made and the 
confidence associated with these decisions is collectively 
propagated in order to assert or reject higher level goals 
and system level goals. Two simulations have been used 
to establish viability of the proposed approach.  
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