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Abstract—An algorithm for scheduling and control of passive
sensors is proposed. This algorithm is based on a partially
observed Markov decision process and an expected short- or long-
term reward given by the sum of Rényi information divergences
between Gaussian densities. This allows effective and efficient
implementations and is demonstrated on simulations of situation
scenarios of practical interest. The different situations scenarios
are composed of multiple unmanned aerial vehicles (UAVs),
equipped with passive radar sensors, and multiple unknown tar-
gets using active radars. The rewards, in terms of measurement
information gains, are then maximized to achieve the objectives
of scheduling different sensors and trajectory controls.
Keywords: Multi Target Tracking, Rényi Information Di-
vergence, POMDP, short-term scheduling, measurement
information maximization, estimation, autonomous UAV
control.

I. INTRODUCTION

Sensor scheduling for passive measurements is a hard task
because a sensor cannot take measurements actively when it
desires to do so. In this situation there are multiple unmanned
aerial vehicles (UAVs), each carrying some passive sensors,
make directional measurements of radar beams from an un-
known number targets, whose objective is to scan their surveil-
lance area with active radar measurements. To locate those tar-
gets and track them over time, centralized fusion is carried out
with a multiple hypothesis tracker, using the known positions
of the UAVs. Details of the algorithm used are described in [1].
The uncertain nature of measurements (when and where they
occur) can be treated in a Bayesian framework. Furthermore,
an information gain between the prior distribution capturing
the multi-target state and the posterior distribution can be
computed. Albeit direct influence on the measurement process
(where and when) cannot be done with passive sensors, there
are some active control possibilities in a statistical way. For
example different sensors may have different sensitivities or
different geometrical constellations may achieve better ob-
servability of a multi-target state. Therefore, different control
actions will have different effects on probabilities of being
able to receive measurements and some measurements will
bear more information than others. Naturally, one would like
to receive as much information about the unknown multi-
target state as possible. Thus, maximizing the information
gain with respect to the applicable controls, e.g. selection

of sensors or flight path controls, allows to compute some
optimal sensor selections or flight path controls. Experiments
are conducted involving scheduling of different sensor-type
information like time difference of arrival (TDOA) or angle
of arrival (AOA), also known as bearings-only measurements.
Other sensor scheduling tasks have been conducted [2] where
sensors receive target signals using either instantaneous fre-
quency measuring (IFM) receiver, receptive to a broad band
of carrier frequencies, or a more accurate super-heterodyne
(SH) receiver but with a narrow band receiver spectrum. As
the relative location of sensors and targets has a great effect
on the accuracy with which target related parameters can
be estimated, control of sensor location is therefore highly
desirable and velocity controls over time are used for trajectory
planning for the UAVs.

All of these scheduling and control tasks can be formulated
as a particular type of stochastic control problem referred
to as partially observed Markov decision process (POMDP)
[3]. A POMDP consists of several components. Targets are
represented by a target state which is a Markov process
evolving with known dynamics. In multi-target tracking, the
individual states are concatenated to form a multi-target state.
Measurements at a particular time are generated from a known
distribution conditional on the multi-target state at that time
and the current controls or sensing actions. The quality of
a sensing action, i.e., the degree to which the measurement
generated conditional on this sensing action contributes to
the sensing goals, is determined by a reward function. Given
these basic elements of the problem the aim is to select
sensing actions which maximize an objective function, usually
a cumulative sum of expected rewards. In a POMDP the
posterior probability density function (pdf) of the multi-target
state takes the place of the state in a MDP. Thus, in the same
way controls in a MDP are seen to act on the state, controls
in a POMDP act on the posterior pdf of the multi-target state.
The posterior pdf is often referred to as the belief state.

Several approximations are needed in order to arrive at
a practical solution to the POMDP. A basic necessity for
the POMDP is the posterior pdf which represents, proba-
bilistically, the information contained in the measurements
regarding the multi-target state. Due to the nonlinear mea-
surement equation, unknown number of targets and uncertain
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measurement origin, the posterior pdf cannot be found exactly
and so must be approximated. In previous work we have
developed an approximation based on range parametrization
[4], the unscented Kalman filter [5] and multiple hypothesis
tracking [6]. The algorithm represents the posterior pdf by a
Gaussian mixture. The details are provided in [1].

There are several ways of measuring information and in-
formation gains. Information is often related to some form of
entropy and information gain relates to comparing ‘different
information states’. In Shannon’s Information Theory, the
information gain is given by mutual information which is seen
as the reduction in uncertainty (entropy of a random (discrete)
variable) given some new knowledge. If the information states
are comprised of continuous random variables with an associ-
ated probability distribution, the concept of mutual information
can be generalized and the mutual information is often called
relative entropy or Kullback-Leibler divergence. Similarly as
with continuous random variables, probability distributions
may be seen as generalized information states. Instead of a fi-
nite dimensional state-vector, there is a probability distribution
which describes the information state. The Rényi Information
divergence defined by

Iα(f, g) =
1

α− 1
log
∫ ∞

−∞
g(x)

(
f(x)
g(x)

)α

dx (1)

=
1

α− 1
log
∫ ∞

−∞
fα(x)g1−α(x)dx

has been used of which the Kullback-Leibler divergence is a
special case in the limit α → 1. Later, α = 0.5 is used and
this special case is called Hellinger divergence. For f and g
being probability distributions and 0 ≤ α ≤ 1, Iα(f, g) ≥ 0
with equality iff f ≡ g.

In order to determine the controls the expected reward
which is the expected α-divergence (1) between prior g(x) =
pX|Z(x|Zk−1) and posterior f(x) = pX|Z(x|Zk) must be
calculated and maximized with respect to the controls. As
prior and posterior are modeled as Gaussian mixtures, it is
impossible to calculate the expected reward analytically and
efficient numerical approximations need to be made. The
approach chosen is to compute the sum of the divergences
between prior and posterior mixture components.

The rest of this paper is organized as follows: Section II
gives a summary of the tracking scenario and modeling,
for details please see [1]. Section III outlines the underly-
ing algorithms used to achieve the optimal scheduling and
controls, section IV highlights some of the computational
issues, whereas section V show some simulation results of
scheduling between AOA and TDOA, as well as short-term
trajectory control of the developed algorithm, followed by the
conclusions.

II. MODELING

Let r(t) be the number of targets at time t and let xi(t) =
[xi(t), ẋi(t), yi(t), ẏi(t)]′ ∈ R

4 denote the ith target state at
time t ∈ R where (xi(t), yi(t)) is the target position in Carte-
sian coordinates and the dot notation indicates differentiation

with respect to time. The individual target states are Markov
processes which evolve independently according to, for τ > 0,

xi(t)|xi(t− τ) ∼ N (.;Fτxi(t− τ),Qτ ), (2)

where N (x;x0,Σ) is the multivariate Gaussian distribution,
a|b ∼ p(.|b) reads as ‘the random variable a given b is
distributed with pdf p(a|b)’ and a constant velocity model for
target dynamics [7]

Fτ = I2 ⊗
[

1 τ
0 1

]
, (3)

Qτ = I2 ⊗
[
τ3/3 τ2/2
τ2/2 τ

]
, (4)

with Im the m×m identity matrix and ⊗ the Kronecker prod-
uct. Fτ and Qτ are the state transition and noise covariance
matrices.

The collection of individual of all individual target states is
referred to as multi-target state and given by the set X(t) =
{x1(t), . . . ,xr(t)(t)}. Since the number of targets is unknown
it is of interest to consider the hybrid multi-target state ξ(t) =
(X(t), r(t))1. We can write ξ(t)|ξ(t − τ) ∼ aτ (·|ξ(t − τ))
where aτ is determined by (2) and the transition probabilities
Γi,j(τ), t− τ ≥ 0.

Assume the presence of m sensing platforms each of which
belongs to one of b classes. A sensor is only able to measure
a particular target when the transmission beam of the target
is appropriately oriented. As a result sensor measurements
are produced at irregular intervals. Let tk denote the time
instant of the kth measurement and let sk ∈ {1, . . . ,m}
and ek ∈ {1, . . . , b} denote the index and type, respectively,
of the sensor which produced the kth measurement. The
position of the jth sensor at time t is denoted ρj(t). The
collection of measurements d at time tk is influenced by a
control uk applied during the interval (tk−1, tk]. The set φk

of measurements at tk then satisfies

φk|ξk,uk ∼ l(·|Xk,uk) (5)

where Xk = X(tk), ξk = ξ(tk), xi,k = xi(tk) and
d = |φk|. (5) links the observations to the state and control
variables. To process a set φk = {φ1, . . . , φd} of d > 1
measurements received at time t, they are best sequentialized
and each measurement φl be processed at time tk+l = t,
l = 0, . . . , d − 1. Therefore, only single measurements φk

are considered in the following.
Assume that one measurement φk of either of type AOA

or TDOA at tk. The measurement φk is linked to the target
through the association hypotheses θ(1), . . . , θ(rk) with θ(i)
indicating that the measurement is due to the ith target. Then,
under θ(i),

l(φk|Xk,uk, θ(i)) = N (φk;hek
(xi,k,ρsk

(tk)), σ2
ek

), (6)

where N (z;µ, σ2), z, µ ∈ R, σ > 0 is the Gaussian pdf with
mean µ and variance σ2 evaluated at z. The measurement

1Instead of seeing it as a hybrid multi-target state, it is often convenient
just to see it as a random finite set of individual target states, where the set’s
cardinality automatically captures the discrete number of targets.
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function hj , j ∈ {1, . . . , b} depends on the sensor type, e.g.,
AOA or TDOA. The control uk may be used, for instance, to
select the sensor type ek, the orientation of the sensors which
comprise the composite TDOA sensor or the sensor positions
ρ1(tk), . . . ,ρm(tk).

III. SCHEDULING & CONTROL

The aim of sensor scheduling in target tracking is to
select sensing actions which will, in some sense, best enable
observation of the targets by the sensors. Using the model of
Section II the sensor scheduling problem is formulated as a
POMDP in which the multi-target state ξk, a Markov process,
is observed through noisy measurements generated according
to the measurement equation (6). The measurement procedure
is controlled through the control vectors u1,u2, . . . which
determine the manner in which measurements are generated
and, consequently, the knowledge of the multi-target state.
Roughly speaking, the desire is to select control vectors which
will provide the most information about the multi-target state.

In a closed-loop design, control actions are selected after
each measurement has been processed based on the current
knowledge of the target state. This knowledge is quantified
by the posterior pdf of the target state. For a particular
posterior pdf the quality of a control action is measured by
a reward function c : P × U → R where P is the set
of pdfs over the multi-target state space and U is a set
of allowable controls. Thus, c(πk|k,uk+1) is the reward for
applying action uk+1 over the interval (tk, tk+1] given that
the sequence φ1:k of measurements obtained up to time tk has
resulted in the posterior pdf πk|k . The reward will typically
depend on the measurement φk+1 acquired at time tk+1. To
compare different control actions without actually applying
them, it is necessary to use expected rewards with respect to
the measurement collected at time tk+1.

Maximizing the expected reward over short-term, e.g. one
time-step, or long-term over multiple time-steps, allows to find
controls that give maximum short- or long-term benefits. One-
time step rewards are given by

u∗
k+1 = arg max

uk+1∈Uk+1
Eφk+1 c(πk|k,uk+1) (7)

All expectations are conditional on the measurement history
φ1:k and control history u1:k. Short-term scheduling is com-
putationally efficient but sometimes results in the selection
of control actions which have undesirable long-term effects.
This problem can be overcome by using rewards summed over
multiple time steps. For a horizon of h ≥ 1 time steps,

u∗
k+1:k+h = arg max

uk+1:k+h∈Uk+1:k+h

{
Eφk+1 c(πk|k,uk+1)

+
h∑

l=2

Eφk+1:k+l|uk+1:k+l−1 c(πk+l−1|k+l−1,uk+l)

}
(8)

Only the control action u∗
k+1 for the interval (tk, tk+1] is

actually applied. After a measurement at time tk+1 is acquired,
the optimal control u∗

k+2 for the interval (tk+1, tk+2] is

found over a horizon of h steps extending to time tk+h+1.
The procedure is repeated after measurements are acquired
at times tk+2, tk+3, . . .. Due to page limitations only short-
term optimization is considered but extensions to long-term
optimization are similar but include further approximations
which cannot be presented here.

Rewards will be determined using the notion of information
divergence [8]–[10]2. The advantage of this approach is that
it permits target detection and estimation to be handled in
the same framework. The information divergence between
densities f and g is given by (1).

The use of information divergence as a reward for sen-
sor scheduling is based on the following observations. If a
measurement is informative the posterior pdf will be signifi-
cantly different to the prior pdf leading to large information
divergence between the two pdfs. On the other hand, if
the measurement provides little information about the state,
the posterior pdf will be similar to the prior pdf and the
information divergence will be small. Since measurements
are generated conditional on sensing actions, the information
divergence between the posterior and prior pdfs provides a
way of assessing the quality of a sensing action.

The calculation of recursively updating the joint posterior
pdf of the target state has been described in detail in [1]
and a Gaussian mixture approximation has been developed.
A short summary will be given here. At each time step as-
sociation hypotheses are constructed to account for the origin
of the received measurements. Let Θl denote the collection
of association hypotheses at time tl and Θ1:k denote the
collection of association hypothesis sequences up to time tk.
If an association hypothesis posits the emergence of a new
target, the posterior pdf of the new target is a Gaussian mixture
with components arranged at different ranges along the line
suggested by the measurement. If an association hypothesis
decides that the measurement is due to an existing target,
the posterior pdf of the existing target is updated using the
unscented Kalman filter [5]. Let X = {x1, . . . ,xr} be a set
of single target states. The posterior density at time tk can
then be written as

πk|k(X, r) =
∑

θ1:k∈Θ1:k(r)

P(θ1:k|φ1:k)/r!
r!∑

j=1

r∏
i=1

πi,k|k(xµr(j,i)|θ1:k)

(9)
where Θ1:k(r) ⊆ Θ1:k is the set of association hypothesis
sequences with r targets and µr(j, 1), . . . , µr(j, r) is the jth
permutation of the integers 1, . . . , r. The posterior density
of the ith target conditional on the association hypothesis
sequence θ1:k is

πi,k|k(x|θ1:k) =
di(θ1:k)∑

a=1

wa
i,k(θ1:k)πa

i,k|k(x|θ1:k)

=
di(θ1:k)∑

a=1

wa
i,k(θ1:k)N (x; x̂a

i,k|k(θ1:k),Pa
i,k|k(θ1:k)) (10)

2Rényi information divergence was chosen as a reward because it satisfies
the conditions for a metric, whereas the KL-divergence does not. This is
important for a globally consistent reward.

1530



In (10), di(θ1:k) is the number of initial range hypotheses for
the ith target under θ1:k.

One way of performing scheduling is to directly use the
information divergence between the posterior and prior pdfs,
i.e., use (1) with f = πk+1|k+1 and g = πk+1|k . Note that the
information divergence depends on the measurement φk+1 at
time tk+1 and the control action uk+1 through the posterior
pdf πk+1|k+1. Since it is desired to evaluate control actions
without acquiring measurements, the expected information
divergence is used,

Eφk+1 Iα(πk+1|k+1, πk+1|k) =
1

α− 1

∫
log
[∫

πk+1|k+1(ξ)απk+1|k(ξ)1−αdξ

]
p(φk+1|φ1:k) dφk+1 (11)

Exact calculation of the expected information divergence (11)
for the Gaussian mixture posterior pdf approximation (9)
is not possible. One way to overcome this difficulty is to
use Monte Carlo techniques to approximate the intractable
integrals. However, in this work it has been found that suf-
ficient accuracy with a Monte Carlo approximation can be
obtained only at considerable computational expense. Instead,
the computation of the expected reward is approached in a
different way which permits the derivation of an accurate,
analytic approximation to the expected reward. In particular
it is considered that the reward be the information divergence
for a particular combination of association hypothesis, target,
sensor and initial range hypothesis. The expected reward is
then found by taking the expectation over the measurements
and all possible association hypotheses, targets, sensors and
initial range hypotheses. This principle can be applied to
calculate the expected reward for multiple-steps ahead but will
be described here for the single-step ahead reward.

Assume m sensors, indexed by j = 1, . . . ,m and let
i ∈ {1, . . . , r(θ1:k)} be the target index to one of the targets
proposed under hypothesis θ1:k. Similarly, let di(θ1:k) denote
the number of initial range-hypotheses to exist under θ1:k.
Furthermore, let P(j, θ1:k, i, a|φ1:k) be the joint probability
of having sensor j, target i, initial range hypothesis a and
association hypothesis sequence θ1:k conditioned on all past
measurements φ1:k.

Then the single-step ahead expected reward can be ex-
panded in terms of mean rewards conditioned on the sensor
j, target i, range-hypothesis a and association hypothesis
sequence θ1:k

Eφk+1,j,θ1:k,i,a c(πa
i,k|k(·|θ1:k),uk+1) =

m∑
j=1

∑
θ1:k∈Θ1:k

r(θ1:k)∑
i=1

di(θ1:k)∑
a=1

P(j, θ1:k, i, a|φ1:k)

× Eφk+1|j,θ1:k,i,a c(πa
i,k|k(·|θ1:k),uk+1) (12)

where

Eφk+1|j,θ1:k,i,a c(πa
i,k|k(·|θ1:k),uk+1) =

1
α− 1

∫
log
[∫

πa
i,k+1|k+1(x|θ1:k)απa

i,k+1|k(x|θ1:k)1−α dx
]

× p(φk+1|j, i, a, θ1:k, φ1:k) dφk+1 (13)

is a conditioned mean reward for the a-th Gaussian pdf
component.

Note that the permutation symmetry of (9) means that
all permutations of targets will produce the same expected
reward. Each component in the expansion (12) is the expected
information divergence between a Gaussian prior pdf and a
posterior pdf.

The derivation of the expected reward Iα for a Gaussian pdf
and a linear system is given in the appendix. There it is shown
that the information divergence between a Gaussian prior and
a Gaussian posterior can be calculated in closed-form. These
derivations, along with (12), will lead to a computationally
simple approximation to the expected reward, at least for the
short-term. Further approximation is required for calculation
of the long-term reward.

A. Information Divergence for Tracking Controls

The derivations of the previous section will be applied to
control of passive sensors for tracking and detection of targets.
Assuming that all target-sensor combination are a priori equi-
probable, this joint probability used in (12) is given by

P(j, θ1:k, i, a|φ1:k) =
P(θ1:k|φ1:k)
mr(θ1:k)

r(θ1:k)∏
i=1

wai

i,k(θ1:k) (14)

with P(θ1:k|φ1:k) being the probability of the association
hypothesis sequence θ1:k, given all past measurements.

Note that the expected reward depends on the unknown
measurement time tk+1. To enable calculation of the expected
reward the unknown measurement time is replaced by an
arbitrary time tk+1 = tk + T with T pre-determined. For the
long-term reward a similar derivation based on linearization
can be achieved but is not included due to page restrictions.

IV. COMPUTATIONAL ISSUES

The analytic approximation to the expected information
divergence derived in Section VI can be substituted into (7)
to perform short-term scheduling or (8) to perform long-
term scheduling. In this section several issues relating to the
computational expense of the resulting optimization problem
are addressed. In particular, problems arising from joint se-
lection of control actions for multiple UAVs are considered in
this paper, but also computation of the long-term expected
information divergence and maximization of the long-term
reward have been done [2]. Some methods to resolve the
issues of computational expense raised by these aspects of
the scheduling problem are proposed.
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A. Joint scheduling of UAVs

Scheduling of multiple sensors requires joint selection of
control actions. Thus, for m sensors, the control can be written
as uk = [u′

k,1, . . . ,uk,m]′ with uk,j the control for the jth
sensor. The action space is the product of the individual sensor
action spaces, U =

∏m
j=1 Uj where Uj is the action space

of the jth sensor. Assuming that the individual sensor action
spaces are finite and nj = |Uj |, then |U | =

∏m
j=1 nj ≥ (n∗

j )
m

where n∗
j = minj{nj}. From this it can be seen that the

dimension of the action space increases exponentially with
the number of sensors.

These observations suggest that approximations are required
to perform computationally efficient scheduling of multiple
sensors, even over the short-term. The approximation made
here is to assume that the optimal control changes slowly
compared to the rate at which measurements are acquired.
Under this assumption, the control for a particular sensor can
be selected by optimizing over the action space of that sensor
only with the controls of the remaining sensors set to the
optimal controls of the previous interval. Selecting the controls
for each sensor in this way allows scheduling of multiple
sensors to be achieved with a computational expense which
is linear, rather than exponential, in the number of sensors.
Let u∗

k,j denote the controls select for the interval (tk−1, tk]
and J : U → R denote the objective function used to assess
the controls. The function J may be the short-term reward
of (7) or a cumulative reward of (8) considered as a function
of the current control. Controls for the interval (tk, tk+1] are
selected as, for j = 1, . . . ,m,

u∗
k+1,j = arg max

u∈Uj

J(u∗
k,1, . . . , u

∗
k,j−1,u,u

∗
k,j+1, . . . ,u

∗
k,m)

(15)

V. SIMULATIONS & RESULTS

In this section the scheduling algorithm described in Sec-
tions III-IV is applied to several concrete examples. The exam-
ples are selected to clearly demonstrate a particular scheduling
task and are therefore mostly quite simple. A description of
how the algorithm is applied and a performance analysis is
given in each case.

A. Sensor Scheduling: AOA vs TDOA

In this case there are b = 2 sensor types. The first type of
sensor produces bearings measurements and the second type
produces time difference of arrival (TDOA) measurements
between two given locations. Generic measurements yk will
now be φk and ∆tk = t

(1)
k − t

(2)
k for AOA and TDOA

measurements, with associated variances σ2
φ and σ2

∆t. If the
jth sensor is of the first type, the sensor position at time t is
ρj(t) = [ξj(t), ζj(t)]′ ∈ R

2. If the jth sensor is of the second
type the sensor is comprised of two sub-sensors. Let ρj(t)
denote the centroid of the sensor locations. The individual sub-
sensors are located at, for i = 1, 2, ρj,i(t) = ρj(t) + ∆j,i(t)
where

∆j,i(t) = (−1)irj(t)
[

cos(ϕj(t))
sin(ϕj(t))

]
(16)

with 2rj(t) the distance between sub-sensors and ϕj(t) the
angular orientation of the line connecting the sub-sensors with
respect to a given reference. The compound TDOA sensor is
depicted in Figure 1.

Sub-sensor 1

Sub-sensor 2
ϕ

2r
ρ

Figure 1. A compound sensor used for TDOA measurements with with
centroid ρ, separation 2r and orientation ϕ.

The AOA and TDOA measurement functions are, for
x = [x, ẋ, y, ẏ]′, ρj = [ξj , ζj ]′, and ρj,i = ρj +
(−1)ir[cos(ϕ), sin(ϕ)]′, i = 1, 2,

h1(x,ρj) = atan

(
y − ζj

x− ξj

)
, (17)

h2(x,ρj , r, ϕ) =
(‖Hx− ρj,1‖ − ‖Hx− ρj,2‖) /c, (18)

where ‖·‖ is the Euclidean distance, c is the speed of light and
the matrix H = I2 ⊗ [ 1 0 ] selects the position elements
of x. Let σ2

i , i = 1, 2 denote the measurement noise variance
for the ith sensor type.

Assume that all sensors can belong to one of the two types
and it is desired to choose which sensor type to use for the
next measurement considering only immediate rewards. The
action space is then U = {1, 2}m and the control vector
uk+1 contains the sensor types selected by each sensor for the
interval (tk, tk+1]. Let uk+1 = [uk+1,1, . . . , uk+1,m]′. Then
select

u∗
k+1 = arg max

uk+1∈U
Jα(uk+1) (19)

where Jα(uk+1) is given by (12), using (14) and (33).
As AOA and TDOA measurements are scalar, so is the

variance ratio Ψ in (33), given below in terms of controls
u ∈ {1, 2} with indices 1 and 2 for AOA and TDOA,
respectively.

ψa
i,j(θ1:k, u) = Ha

i,j(θ1:k, u)Pa
i,k+1|k(θ1:k)Ha

i,j(θ1:k, u)′/σ2
u.

(20)
where

Ha
i,j(θ1:k, u) =


[∇xh1(x,ρ

j
k+1)

′|x=x̂a
i,k+1|k(θ1:k)]′, u = 1,

[∇xh2(x,ρ
j
k+1, r

j
k+1, ϕ

j
k+1)

′|x=x̂a
i,k+1|k(θ1:k)]′, u = 2,

(21)

ρj
k+1 = ρj(tk+1), r

j
k+1 = rj(tk+1), and φj

k+1 = φj(tk+1).

The control uk enters in the terms ψa
i,j(θ1:k−1, uk+1,j), j =

1, . . . ,m. Note that this scheduling problem assumes that all
UAVs have an AOA sensor and a TDOA sensor on board but
only use one sensor at a time, depending on the control.

Another scheduling problem of interest related to sensor
types is selecting the orientation of the sensors. Assume that q
orientations are possible with the ith orientation given by π(i−
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1)/q, i = 1, . . . , q. Then the action space is U =
∏m

j=1 Uj

where Uj = {1, 2} × {π/q, . . . , π(q − 1)/q}. The control for
the jth sensor is denoted as uk+1,j = [τ j

k+1, ϕ
j
k+1]

′ with τ j
k+1

the sensor type and ϕj
k+1 the orientation of the sub-sensors.

Controls can be selected as in (19)-(21) with the Jacobian for
the measurement equation still given by (21), just using the
control vector u instead of the scalar u in the argument and
on the right hand side replacing u with τ = uk+1,1 and using
φj

k+1 = uk+1,2 as a control variable as well.
The performance of the scheduling algorithm is examined

for the scenario shown in Figure 2 with the target trajectory
indicated by the solid line and the sensor positions given by the
diamonds. In this scenario there are two sensors and one target.
The sensors are stationary. This is done to create a situation
in which the effects of the sensor type and the orientation
of the sub-sensors can be easily studied. The sensors have
standard deviations of σφ = 3◦ for bearings measurements
and σ∆t = 6ns for the TDOA measurements.
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Figure 2. Scenario for scheduling of sensor type and orientation. The target
trajectory is the solid line with the starting point indicated by a circle. The
sensors are located at the diamonds.

Tracking is performed using three algorithms, a non-
scheduling baseline and two scheduling algorithms. In the
baseline approach, both sensors measure bearings at all times.
In the first scheduling approach, referred to as S1, the sensors
select between bearings and TDOA measurements according
to the short-term optimisation described above. The orientation
of the compound sensor is fixed at 0◦. In the second approach,
referred to as S2, the sensors select between bearings and
TDOA measurements and also select the orientation of the
compound sensor. The RMS position errors for the three
approaches are plotted against time in Figure 3. The most
probable control actions for S1 and S2 are shown in Figures
4 and 5, respectively, for both sensors.

It can be seen from Figure 5 that in S2 the compound sensor
seeks to orient itself so that the line connecting the sub-sensors
is roughly perpendicular to the line connecting the sensor cen-
troid to the target. The benefits of doing this are clearly seen in
the RMS error results of Figure 3. When the orientation of the
sensor is fixed to 0◦, as it is in S1, the accuracy of the TDOA
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Figure 3. RMS position error for scheduling of sensor type and orientation
in the scenario of Figure 2. Results are shown for fixed sensor types
(dotted), scheduling between bearings and TDOA measurements (dashed) and
scheduling between bearings and TDOA measurements and selection of sensor
orientation (solid).

measurements will be determined completely by the target
position. In particular, for the scenario considered here, the
geometry will be most advantageous to TDOA measurements
as the target passes the sensor. This is the geometry for which
the line joining the target to the sensor centroid is almost
perpendicular to the line joining the sub-sensors. Figure 4
illustrates this idea. Bearings measurements are selected when
the orientation of the sensor is such that TDOA measurements
are uninformative. As the target moves closer to the sensor
the geometry becomes favourable to TDOA measurements and
they are preferred over bearings measurements. As expected
the performance of S1 is significantly better than the baseline
when TDOA measurements with the fixed orientation are most
advantageous. At such times the performance of S1 approaches
the performance of S2.
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Figure 4. Selection of sensor type for scheduling between bearings and
TDOA measurements. The most selected sensor type at each time across 200
realizations is plotted.

B. Trajectory Control

Trajectory scheduling is performed by sequentially selecting
the positions ρ1, . . . ,ρm of the sensors. This differs from
the preceding scheduling tasks in that the action space is
now potentially continuous rather than discrete and finite. At
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Figure 5. Selection of sensor orientation for TDOA measurements. The most
selected orientation at each time across 200 realizations is plotted.

present a discretization of the continuous action space is used,
with the option of a weighted average of the few best actions,
which yields a quasi continuous-control. In particular, with
v the maximum sensor speed, there are q possible speeds
and p possible directions with velocity vectors given by, for
i = 1, . . . , p, j = 1, . . . , q,

v(i−1)q+j = jv/q

[
cos(2πi/p)
sin(2πi/p)

]
(22)

It is necessary to select a velocity vector for each sensor. Let
V = {v1, . . . ,vpq} denote the set of possible velocities. The
set of possible control actions is Uk+1 = V m and the control
vector uk = [u′

k+1,1, . . . ,u
′
k+1,m]′ contains the velocities of

each of the sensors during the interval (tk, tk+1]. Assume
that all sensors are of type one for convenience. The selected
control action is given by (19), the variance ratio analog (20),
just with vector argument u, and with Jacobian

Ha
i,j(θ1:k,u) = [∇xh1(x,ρ

j
k+u(tk+1−tk))′|x=x̂a

i,k+1|k(θ1:k)]′.
(23)

The scenario used for trajectory scheduling is shown in
Figure 6. There are two targets with trajectories indicated by
solid lines and starting points indicated by circles. There are
three sensors with starting points shown by diamonds. Only
two of these sensors are subject to trajectory control. The
remaining sensor moves along the dashed line. Note that this
sensor ends up close to the starting points of the controlled
sensors. All sensors measure target bearings with a noise
standard deviation of 1◦. The candidate velocities are given
by (22) with q = 3 possible speeds, p = 8 directions and a
maximum speed of v = 100m/s.

The baseline used for comparison with the trajectory
scheduling algorithm is random selection of the trajectory. The
RMS position errors for random trajectory selection and short-
term trajectory scheduling, averaged over 200 realizations,
are plotted against time in Figure 7. The sensor trajectories
selected by the scheduling algorithm are shown in Figure
8. The scheduling algorithm outperforms random trajectory
selection although the difference is not large at the later time
instants. This can probably be attributed to the fact that there
is only a small amount of measurement noise. As a result,
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Figure 6. Scenario for short-term trajectory scheduling. The target trajectories
are the solid lines with a circles indicating the starting points. The starting
sensor positions are the diamonds.

target states can be accurately estimated after a sufficient
number of measurements have been collected, regardless of
the sensor positions. However trajectory control does allow
accurate position estimates to be obtained significantly faster
than uncontrolled trajectories. The selected trajectories do not
differ greatly between simulations. Accurate measurement of
the state of a target requires that the sensor be as close
to the target as possible. This behavior is evident in the
trajectories selected by the scheduling algorithm. Essentially,
the sensors move toward the targets and then separate so that
each sensor follows a different target. Interestingly, the uncon-
trolled sensor, traveling on the predefined dashed trajectory
of Figure 8, homes in on the vertically moving target, while
the two controlled UAVs fly towards the horizontal target,
then turn around when the target passes them. However, as
the uncontrolled UAV leaves the vertical target, one of the
controlled UAVs turns around again to cover the vertical target.
This highly intelligent behavior shows clearly the advantage of
the proposed method on joint information gain maximization
for autonomous UAV control.
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(a) Target 1
Time / s

R
M

S
po

si
tio

n
er

ro
r

/
m

0 10 20 30 40 50 60
0

10

20

30

40

50

60

70

80

90

100

(b) Target 2
Figure 7. RMS positions errors plotted against time for short-term trajectory
scheduling using the scenario of Figure 6. Results are shown for random
trajectory selection (dashed) and trajectory scheduling (solid).

VI. CONCLUSIONS

A novel framework for scheduling and trajectory control
based on maximizing measurement information based on the
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Figure 8. Trajectories selected by the short-term scheduling algorithm.

Rényi information divergence has been proposed. Efficient
closed form approximations have been developed that are
promising of control of multiple autonomous UAVs and track-
ing of multiple targets in realtime. Compared to previous
experiments based on particle filters, speed and accuracy
improvements of several orders of magnitude were achieved.
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APPENDIX: DERIVATION OF REWARD APPROXIMATION

To simplify the analysis only a linear Gaussian system is
considered and extension to Gaussian mixtures are straight
forward. Let xk ∈ R

nx denote a target state at time tk and
yk ∈ R

ny denote the measurement at time tk. It is assumed
that

p(xk|xk−1) = N (xk;Fxk−1,Q) (24)

p(yk|xk) = N (yk;Hxk,R) (25)

Let πk|l denote the pdf of xk conditional on the measurements
y1:l = {y1, . . . ,yl}. Assume that y1:k have been observed so
that

πk|k(xk) = N (xk; x̂k|k,Pk|k) (26)

is available.
The divergence between the one-step ahead prior and the

posterior is

Iα =
1

α− 1
log
[∫

πα
k+1|k+1(xk+1)π1−α

k+1|k(xk+1) dxk+1

]

=
1

α− 1
log

{ ∫
p(yk+1|xk+1)απk+1|k(xk+1) dxk+1[∫
p(yk+1|xk+1)πk+1|k(xk+1) dxk+1

]α
}

=
1

α− 1
log

{(
|2πR|1−α

α

) 1
2

∫ N (yk+1;Hxk+1,R/α)N (xk+1; x̂k+1|k,Pk+1|k) dxk+1[∫ N (yk+1;Hxk+1,R)N (xk+1; x̂k+1|k,Pk+1|k) dxk+1

]α
}

(27)

With

ŷk+1 = Hx̂k+1|k (28)

Sk+1 = HPk+1|kH′ + R (29)

x̂k+1|k+1 = x̂k+1|k + Pk+1|kH′S−1
k+1(yk+1 − ŷk+1) (30)

Pk+1|k+1 = Pk+1|k − Pk+1|kH′S−1
k+1HPk+1|k (31)

ỹk+1 = yk+1 − ŷk+1, (32)

it follows that

Iα =
1

α− 1
log
[ |2πR/α|1/2N(yk+1; ŷk+1,Sk+1 + R(1 − α)/α)

|2πR|α/2N(yk+1; ŷk+1,Sk+1)α

]
and after some algebraic simplifications the expectation with
respect to yk+1|y1:k is

Eyk+1|y1:k Iα =
1

2(1 − α)
log
( |αΨk+1 + I|
|Ψk+1 + I|α

)

+
1
2

tr(I − (αΨk+1 + I)−1) (33)

where Γk+1 = HPk+1|kH′ and Ψk+1 = R−1Γk+1 was
used.

For non-linear systems an exact computation cannot be
done but a reasonably accurate approximation by linearization
can be achieved, using

p(xk|xk−1) = N (xk; f(xk−1),Q) (34)

p(yk|xk) = N (yk;h(xk),R) (35)

and Fk+1 = [∇xf(x)′|x=x̂k+1|k ]′, (36)

Hk+1 = [∇xh(x)′|x=x̂k+1|k ]′, (37)

where f and h are the non-linear state and observation models
with their respective Jacobians Fk+1 and Hk+1.
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