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Abstract - Vector roadmaps are invaluable for vari-

ous applications such as navigation and tracking. A

new algorithm is presented aimed at incrementally

producing exact, up-to-date vector roadmaps using

GMTI tracks. In most existing work the track points

are processed independently. Track points are indi-

vidually associated with segments of existing roads

and the road segment locations are corrected accord-

ingly. In this work, rather than being viewed as se-

quences of points, the tracks and roads are consid-

ered as uni¯ed entities and are therefore fused as a

whole. This paper focuses on the heart of the algo-

rithm, namely, on the mathematics of curve to curve

fusion whereby an incoming track curve is fused with

an existing road curve to obtain a new, more accu-

rate, estimate of the road trajectory. A dynamical

programming method is employed to align the curves

and a weighted average curve is then computed. The

results of a simulated application are presented.

Keywords: GMTI, Roadmap, Fusion, Dynamical-Time-

Warping (DTW), Curve-Alignment.

1 Introduction

Exact, up-to-date, vector roadmaps are vital for nu-
merous purposes such as navigation and tracking, but
are di±cult to obtain. Aerial photographs or SAR im-
ages may be manually transformed into vector maps,
but this process is extremely slow and laborious. Auto-
matic transformation of images into vector data is pos-
sible, but is a di±cult algorithmic task and is far from
being error free. For example, a fence or any bound-
ary in the image may be mistaken by the algorithm for
a road. As a consequence of these di±culties vector
roadmaps for some regions of the world are often in-
accurate, incomplete, out of date or lacking altogether
[1].
With the abundance of Global Positioning System

(GPS) receivers it has been proposed to gather GPS
traces from travelers in an incremental, client-server
fashion to produce an updated roadmap. A generic
approach for map generation based on GPS traces was
laid down in [2]. This method relies on receiving GPS
trace data from vehicles traveling along all the roads
to be mapped, a process which whould involve a large

logistical e®ort.

In the context of GMTI Radar tracking it has been
suggested to exploit GMTI tracks accumulated over a
period of time to produce roadmaps [1, 3]. The idea
originated from the simple observation that the con-
glomeration of GMTI detections on a screen{ which,
in e®ect, is simply time integration{ clearly shows the
road network underlying the observed motion. This
is due to the simple fact that ground moving vehicles
tend to follow existing routes such that the integrated
traces of motion produce a distinct pattern of the route
structure.

The use of GMTI tracks for producing roadmaps has
many immediate advantages. Unlike GPS traces, the
GMTI radar autonomously detects the motion along
the roads and does not rely on the vehicles actively
communicating their locations. Thus we can perform
the roadmap construction without requiring the over-
head involved in complex communication with ground
moving vehicles.

Since GMTI monitoring is generally performed over
a desired area of surveillance, roadmaps produced from
GMTI tracks inherently cover precisely the regions of
intense interest. In this way the roadmaps are auto-
matically tailored to provide information where it is
most needed. Moreover, GMTI track information is
generally immediately available online and is routinely
processed on the °y. Thus a roadmap based on such
track data is inherently up-to-date.

Roadmaps produced from GMTI tracks have the ad-
ditional virtue of providing information about the ac-
tual, de facto, movement of vehicles in the region of
interest, rather than just the possible paths they can
use. This factor may be important for registering o®
road routes supporting systematic movement, on the
one hand, while ignoring unused, decomissioned roads
on the other. Stated di®erently, GMTI generated maps
are in fact `motion maps' rather than road maps. This
fact although advantageous for many applications may
have its drawback for others, and must therefore be
clearly recognized.

An additional advantage of generating maps from
GMTI tracks is that this method can, quite naturally,
provide additional information about the registered
roads such as volume of tra±c, direction of tra±c °ow
and average speed of tra±c along each road. This in-
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formation may be important for various applications
such as route ¯nding and tra±c monitoring.

An accurate estimate of the road position may be
obtained from GMTI tracks despite their often low
quality accuracy (notably in the radars' cross line of
sight direction). This achievement is due to the fact
that roads are static entities. Information obtained
about a particular road su®ers no degradation and thus
may be accumulated over a long period of time ever in-
creasing the accuracy of the estimation.

Additional gain in accuracy can be achieved if the
map is generated using tracks originating from sen-
sors viewing the area from di®erent angles [1]. In this
case the data coming from the di®erent sensors may
be complementary in the sense that each sensor pro-
vides quality information where information from the
other sensor is degraded. The fused data may then
have quality accuracy in all directions such that the
total accuracy is an order of magnitude higher than
that obtained from the individual sensors.

The construction of roadmaps from GMTI tracks
implies merging the data provided by an incoming
track with the current roadmap to obtain an updated
estimate of the roadmap. In most existing work the
roads and tracks are considered as sequences of points
connected by line segments. The track points are in-
dependently processed by associating them to existing
road segments and correcting the road segment loca-
tions accordingly. In [1] an iterative stochastic ¯ltering
method is presented to fuse the new track points with
the existing road points based on a parameterization
of the points by the arc length along the road.

In this paper, rather than viewing the track and the
road as a sequence of points, we wish to consider them
as composite curve entities and to therefore fuse them
as a whole. In other words, instead of fusing point to
point entities we wish here to introduce the notion of
curve to curve fusion.

A roadmap construction algorithm based on the
view of the track as a uni¯ed entity requires some de-
tailed algorithmic logic aimed at merging an incoming
track with the current roadmap. This logic includes
registering the incoming track within the roadmap and
dealing with the various possibilities corresponding to
a full or partial overlap of the track with existing roads.
The heart of the algorithm, however, is in the mathe-
matics of fusing an incoming track curve with an ex-
isting road curve to obtain a new, more accurate, esti-
mate of the road trajectory. It is this `curve to curve
fusion' aspect of the roadmap construction algorithm
that we wish to focus on in this paper.

The paper is structured as follows. Section 2 draws
the outline for the proposed road map generation algo-
rithm. Section 3 focuses on the `curve to curve' fusion
aspect of the algorithm and is divided into three sub-
sections. The ¯rst subsection, 3.1, provides the nec-
essary preliminary background to curve fusion. The
following two subsections, 3.2 and 3.3, describe the
two main elements of the `curve to curve' fusion pro-
cess, namely the curve alignment stage and the curve
averaging stage respectively. In section 4 we present

simulation results of road estimation using the above
method. Finally, we conclude in section 5 with a sum-
mary and discussion.

2 Outline of road map genera-

tion algorithm

The Roadmap generation algorithm is based on the
processing of GMTI tracks, to enhance the quality in
both richness and accuracy of an existing base road
map. At each iteration a terminated GMTI track is
processed and fused with the current estimate of the
roadmap. The roadmap may also initially be an empty
map. As the number of tracks processed and integrated
into the roadmap grows, the accuracy and richness of
the map improves. The roadmap is stored as a graph
data structure containing nodes and edges. The nodes
correspond to junctions between roads and the edges
correspond to roads connecting the junctions. Each
road object consists of the entire road trajectory stored
as a sequence of way points along with their corre-
sponding covariance matrices.
Each incoming track is processed in the following

way. Initially the track is registered to the roadmap;
Roads and vertexes within the roadmap are sought
which have overlap with sections of the track. The in-
coming track is then sectioned into segments in accor-
dance with the various matchings with existing roads.
Segments of the track which have no corresponding
roads in the map are added as new roads. Segments
of the track which do have overlapping roads are fused
with the roads to produce an ever increasingly accurate
estimate to the road. The diagrams in Fig. 1 describe
this fusion process. The complete logic of registering a
track to the current map and the treatment of all possi-
ble partial overlap cases will be reported elsewhere [4].
Once a track segment is paired with a corresponding

Figure 1: Stages of track to roadmap fusion: 1) Initial
roadmap displaying roads and vertexes. 2) Registra-
tion and segmentation of incomming GMTI track. 3)
Track to road fusion. 4) Updated roadmap.

road or road segment they are sent to the fusion pro-
cessor to obtain a more precise estimate of the road
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trajectory. The old road trajectory is then replaced
by the new trajectory estimate. In the next section
we describe the mathematics of `track to road' fusion
process.

3 Track to Road fusion

The goal of this section is to describe how a curve rep-
resenting our current estimate of the road trajectory
is updated by a new GMTI track curve. As stated
above, we assume that an association has already been
established between the two curves and that the cur-
rent track curve has been cropped to match the length
of the corresponding road curve. We can therefore by
this stage assume that the two curves represent motion
along a common path and that the end points of the
two curves are approximately coincident. We also as-
sume that the motion of the track is monotonic along
the path such that the tracked vehicle moves monoton-
ically forwards and does not perform any 'U' turns.1

These assumptions allow us to now concentrate on the
track to road fusion in simple mathematical terms of
curve to curve matching and fusion.

3.1 Preliminaries

In order to develop the notion of `curve to curve' fusion
we must ¯rst take a step back and recall the more ba-
sic `point to point' fusion equations [5]. Consider some
point entity for which our current estimation and cor-
responding covariance matrix based on the n preceed-
ing measurements are xn and Pn respectively. Given a
new measurement yn+1 with covariance Rn+1, we wish
to ¯nd a better estimation, xn+1. Since we assume
that both the current measurement yn+1 and the esti-
mate accumulated from all previous measurements, xn,
both originate from some `real' position, x, of the mea-
sured entity we estimate this location as that which has
minimum weighted distance from the original points.
Mathematically stated, we must minimize the follow-
ing objective

J(x) =(x¡ xn)
TP¡1n (x¡ xn)

+ (x¡ yn+1)
TR¡1n+1(x¡ yn+1): (1)

Taking the derivative with respect to x we have

0 =
@J

@xT
= P¡1n (x¡ xn) +R

¡1
n+1(x¡ yn+1): (2)

Solving for x we derive the updated estimate, xn+1,
which minimizes J ,

xn+1 = (P¡1n +R¡1n+1)
¡1(P¡1n xn +R

¡1
n+1yn+1)

= Rn+1S
¡1
n+1xn + PnS

¡1
n+1yn+1; (3)

where we denoted Sn+1 = Pn + Rn+1 and in passing
to the last line we used the following matrix relation
(A¡1 + B¡1)¡1A¡1 = B(A + B)¡1. The estimation
xn+1 is optimal in the sense that it is the closest to

1Any such 'U' turn would be segmented in a previous stage

into two separate monotonic motions.

both parent points xn and yn+1. The covariance of
xn+1 can readily be calculated

Pn+1 =hxn+1x
T
n+1i

=h(Rn+1S
¡1
n+1xn + PnS

¡1
n+1yn+1)

£ (Rn+1S
¡1
n+1xn + PnS

¡1
n+1yn+1)

T i

=Rn+1S
¡1
n+1hxnx

T
n iS

¡1
n+1Rn+1

+ PnS
¡1
n+1hyn+1y

T
n+1iS

¡1
n+1Pn

=(P¡1n +R¡1n+1)
¡1S¡1n+1Rn+1

+ (P¡1n +R¡1n+1)
¡1S¡1n+1Pn

=(P¡1n +R¡1n+1)
¡1; (4)

where in going to the third line we omitted the terms
containing cross correlations, hxny

T
n+1i, due to the as-

sumed independence of xn and yn+1. It can be shown
that the objective Jn+1 for the optimal estimation,
xn+1, is

Jn+1 ´(xn+1 ¡ xn)
TP¡1n (xn+1 ¡ xn)

+ (xn+1 ¡ yn+1)
TR¡1n+1(xn+1 ¡ yn+1)

=(yn+1 ¡ xn)
T (Pn +Rn+1)

¡1(yn+1 ¡ xn): (5)

In the fusion process described above there were two
important elements which are worth noting. The fu-
sion is de¯ned, and can be tested through, the mini-
mization of the distance between the real and the es-
timated points. In addition, the fusion was based on
the fact that the two pieces of information to be fused
originated from a common physical event. In fusion
of track entities to roads, however, there is a di±culty
with both these elements. a) It is not initially clear
how the quality of curve estimates should be measured,
since there is no simple de¯nition of distances between
curves. b) Although we do know (or assume to know)
that the current track originated from a vehicle travel-
ing along the given road, we lack information as to the
position of the vehicle along the road which gave rise
to a given track point. In usual GMTI tracking a com-
mon parameterization exists for both observations and
estimations {time. This common parameterization al-
lows a de¯nite one to one correspondence between the
fused entities. In track to road fusion, however, since
the time plays no role, no such common parameteri-
zation exists to provide a correspondence between the
track and road curves.
Both issues can be resolved by considering a gen-

eral class of distance measures between curves termed
`man-dog' distances. This name arrises from the fol-
lowing picture. Consider a man walking his dog at the
end of a leash. The man and the dog each walk along
one of the two curves to be compared. As the man
and dog each walk along their corresponding curves
the leash elastically extends to tautly connect them.
The man and dog may walk forwards monotonically
each at their own pace. The Fr¶echet distance between
the curves is now de¯ned as the minimum leash length
required to accommodate any one such legal `walk' [6].
An alternative variant to the Fr¶echet distance is de-
¯ned as the minimum sum or average of leash lengths
along any of the possible walks.
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This family of distances inherently induces a com-
mon parameterization or alignment of the two curves.
This optimal parameterization is known as Dynami-
cal Time Warping (DTW), since it involves warping
the parameterization of each of the curves {time in
the `man-dog' parable{ to obtain the sought minimum
distance. DTW has become widespread and is used in
many areas including speech recognition [7], computer
vision [8], protein folding [9] and more. The DTW
concept is most appropriate to our current problem of
matchig a track curve to an existing road estimate since
we know that the vehicle monotonically moves along
the road but we lack parameterization of this motion
with respect to the underlying road.
The `leash length' may represent more abstract sim-

ilarity measures other than just the Euclidean distance
suggested by the `man-dog' parable. One such measure
which penalized for the stretch and bend of deform-
ing in¯nitesimal segments of the two curves into each
other produces the so called `edit distance' between
curves [10]. In our application we shall use for the
`leash length' the statistical distance between points
from the two curves using their joint covariance ma-
trix (inverse) as the space metric.
The distance measure just de¯ned provides for both

missing components in the `curve to curve' fusion pro-
cess. By de¯nition, it provides a distance measure on
curves, such that the similarity between a track esti-
mate and a real road can be quanti¯ed. It also gives
rise to an alignment of curves, such that an optimal
correspondence is built between in¯nitesimal segments
of the track and the road curves. Given this correspon-
dence the track and road may be fused segment by seg-
ment to obtain a new superior estimation. We assume
that an average curve between the two measured ones
will obtain a curve which is `closer' to the true curve.
Moreover, The quality of the estimation may be tested
in simulations by computing the distance between the
estimated curve and the true curve. We expect this
distance to decrease as the number of measured curves
that are fused into the estimate increase. The following
subsection describes the mathematics for curve match-
ing and provides an applied algorithm to implement it.

3.2 Curve matching using Dynamical

Time Warping

Consider two curves, C1(t) and C2(s) with covariances
P1(t) and P2(s), parameterized respectively by t; s 2
[0; 1]. We are seeking an alignment curve

®(¿ ) = (t(¿); s(¿));

which will optimally match the two curves to each
other with ¿ 2 [0; T ] the arc length along the align-
ment curve, such that ®(0) = (0; 0) and ®(T ) = (1; 1)
(see ¯gure 2). The boundary conditions are based on
our assertion made at the beginning of this section that
the end points of the two curves are approximately
aligned. Any residual misalignment that remains will
only have a local e®ect and will not alter the global
matching between the two curves. We de¯ne a local

dissimilarity function F (®(¿ )) which measures the dis-
tance between in¯nitesimal segments of the curves at
location ¿ along the alignment curve. With the aid of
F (®) we can measure the total dissimilarity between
the two curves C1 and C2 for a given alignment curve
®(¿ ) by integrating along ®(¿)

¹[®] =

Z T

0

F (®(¿ ))d¿: (6)

Depending on the application, F may be a function
of intrinsic properties of the curves such as the cur-
vature and the stretch of the mapping or it may be
a function of extrinsic properties such as the location
and orientation of the curves. Here we measure the
dissimilarity simply as the squared statistical distance
between the two in¯nitesimal segments. We there-
for have, F (®(¿ )) = ¢(¿ )TS(¿ )¡1¢(¿ ), with ¢(¿ ) =
C1(t(¿)) ¡ C2(s(¿ )) and S(¿) = P1(t(¿)) + P2(s(¿ )).
The distance between curves C1 and C2 is then de¯ned
as

d(C1; C2) = min
®
¹[®] = min

®(¿)

Z T

0

¢(¿)TS(¿ )¡1¢(¿)d¿;

(7)

and the optimal matching function is ®¤ =
argmin® ¹[®].
The optimal alignment curve ®¤ can be numerically

computed by discretising the continuous problem to a
grid. Various methods have been employed to solve the
optimality problem such as the fast marching method
[11] and the dynamical programming method [7]. Here
we use the latter technique, the application of which
we brie°y describe in the following paragraphs.

ds 

dt 

1 

1 

t 

s 

dτ 

α(τ) 

Figure 2: The alignment curve, ®(¿ ) matches the in-
¯nitesimal segment dt of curve C1 to the in¯nitesimal
segment ds of curve C2. The plot shows the optimal
alignment curve (black) along with a sample of the ex-
ponentially many other candidates (gray).

The curves C1 and C2 representing the current road
estimate and the new track respectively, are repre-
sented by polylines containing N andM points labeled
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i and j respectively. An alignment path, ®, is de¯ned
as a sequence of K alignment pairs, ®k = (ik; jk),
which ful¯ll the following boundary, continuity and
monotonicity conditions: ®1 = (1; 1), ®K = (N;M),
0 · ik ¡ ik¡1 · 1 and 0 · jk ¡ jk¡1 · 1. There
are exponentially many such alignment paths as illus-
trated in ¯gure 2, but we seek the optimal alignment
®¤ which minimizes the sum

®¤ = argmin
®

KX

k=2

F (®k)±¿k¡1;k; (8)

where ±¿k¡1;k =
p
(tik ¡ tik¡1)

2 + (sjk ¡ sjk¡1)
2. De-

spite the exponential search bank, with the use of dy-
namical programming, the optimal alignment path can
be found with only polynomial complexity, O(N £M)
[12].
Let D(i; j) be the optimal alignment cost from (1; 1)

to (i; j), then the optimal alignment cost of the entire
alignment is D(N;M). The heart of the dynamical
programming algorithm lies in the following recursion
formula for computing D(N;M),

D(i; j) = min
³
D(i¡ 1; j) + ±¿(i¡1;j);(i;j)F (i; j);

D(i; j ¡ 1) + ±¿(i;j¡1);(i;j)F (i; j);

D(i¡ 1; j ¡ 1) + ±¿(i¡1;j¡1);(i;j)F (i; j)
´
:

(9)

Using the above recursion with initial condition
D(1; 1) = 0 and advancing through increasing i and j,
the optimal cost for every (i; j) can be computed and
stored along with the optimal decision at step (i; j).
Once the ¯nal optimal distance has been computed the
optimal path ®¤ can be found by backtracking through
the stored decision tree.
To obtain reliable results the discretization should

be such that the separation between points along each
of the curves is small compared to the distances be-
tween the curves. In principle, one could ¯nely inter-
polate between the points in C1 and in C2 and then
perform the alignment calculation on the interpolated
curves2. However, since the DTW algorithm is of com-
plexity O(N1N2) the computation may then become
prohibitively intensive. To improve the accuracy of the
results without exhausting computational resources we
perform a ¯ne interpolation on the points of the track
curve only. Since the points on the track curve, C2
say, are now much denser than those on C1, the DTW
algorithm produces a many to one matching whereby
many points of C2 are matched to each point of C1.
For each point of C1 we now pick one optimal part-
ner out of the many matches from C2. The rest of the
matches are, for the time being, discarded.

3.3 Curve Fusion using a Filter

Given an optimal pairwise matching of points between
curves C1 and C2 we now fuse the two curves by ap-

2We do not limit ourselves here to a de¯nite method of in-

terpolation. A linear or cubic interpolation or continuous time

retrodiction method can be used.

plying the fusion equations (3) and (4) to each such
pair of points. Figure 3 displays this simple process.

Figure 3: Curve to curve fusion of incoming track (red)
with previous road estimation (black) to obtain modi-
¯ed road estimation (blue). Incorporated in the ¯gure
are a sample of covariance ellipses of points along the
di®erent curves.

Caution is necessary, though, since the fusion equa-
tion for the covariance, (4), takes into account only
errors originating from the covariances of the parent
points. In reality, however, the matching process itself
contributes additional error to the estimation. The
matching is based on the notion that closely lying
points on the two curves have higher probability of
having arisen from a common physical event. There
is, however, a non vanishing probability that this is
not the case and that a more distant pair gave rise to
the event. The matching error can be approximated
by probabilistically taking into account not only the
closest match but also the more distant pairings which
were discarded in the end of subsection 3.2. In the
following paragraphs we demonstrate how this proba-
bilistic approximation is to be carried out.
Solving equations (3) and (4) for each of the many

matches from curve C2 to a given point on curve C1
yields a set of candidate estimation points f¹xig with
covariances fPig. Each of these fig estimation points
can be viewed as the average of a Gaussian distribution
pi(x) = N (x; ¹xi; Pi). We can therefore assume that
the point we seek has a mixed Gaussian probability
distribution

p(x) =
X

i

!ipi(x); (10)

where the coe±cients !i sum to unity,

X

i

!i = 1: (11)

The weights f!ig represent the probabilities of the var-
ious matches and are therefore chosen to be propor-
tional to !i / expf¡Jig. The ¯nal estimate is now
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taken to be the average of the mixed Gaussian proba-
bility

¹x =

Z
xp(x)dx

=
X

i

!i¹xi; (12)

with the corresponding covariance

P =(x¡ ¹x)(x¡ ¹x)T

=xxT ¡ ¹x¹xT

=
X

i

!i(Pi + ¹xi¹x
T
i ¡ ¹x¹xT ): (13)

To sum up, the estimation update is ¯nally per-
formed as follows. The new track curve C2 is ¯nely
interpolated and aligned with the previous road esti-
mation curve, C1. This alignment produces a many
to one matching of points from C2 to C1. Each point
on C1 is fused with all the candidate matches on C2,
to produce a collection of possible candidate estima-
tions f¹xi; Pig. The road estimation is then updated by
the mixed Gaussian average and covariance, ¹x and P
produced by the collection f¹xi; Pig through equations
(12) and (13) respectively . The covariance P thus
computed is now smeared out taking into account the
additional error due to the uncertainty in the matching
process.

4 Results for Simulated GMTI

Tracks

We produced simulated GMTI tracking of vehicles
traveling down Cambridge St. in downtown Boston
MA (see ¯gure 4). The GMTI tracks were produced
by ¯rst generating simulated GMTI detections of the
vehicles and then applying a tracker to these detec-
tions.3 The simulated tracks were incrementally fused
to produce an estimate of the true road. In our sim-
ulation we took for the radar a radial error of 5m, a
cross radial error of 40m and a revisit time of 10sec.
The radial direction shifted within a cone of approxi-
mately 100 during the scenario. The simulated tracks
were typically 5km long. Figure 5 shows the improv-
ing estimate of the road as the new tracks are fused
into the estimate. Note how the road estimate be-
comes smoother from iteration to iteration and closer
to the true road. Note too, that in the region of the
turn from Cambridge St. to Trenton St. there is a
miss of approximately 10m. This error in the road es-
timate is due to our use, in this simulation, of a simple
tracker which is based on a constant velocity model
and which therefore produces small transient errors at
turns. Since all tracks contributing to the road esti-
mate su®er from the same bias, the ¯nal estimate is
not rid of such common error.
Figure 6 shows the overall quality of the road es-

timate as function of the iteration. We de¯ne the

3Matlab
r° 7 was used to produce the simulations.
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Figure 4: Simulated GMTI tracks (yellow) of vehicles
traveling along Cambridge St. Boston MA (red).
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Figure 5: Incremental road estimation using GMTI
tracks.

estimation quality, Q, using the curve to curve dis-
tance between the real road and the estimated road,
d(Croad; Cestim) (eq. (7)), as follows

Q =
p
d(Croad; Cestim)=L; (14)

where in computing d(Croad; Cestim) an Euclidean met-
ric is used for the local similarity function F and where
L is the alignment curve length. The value of Q can be
intuitively perceived as the average Euclidean distance
between corresponding points on the two curves. It can
be seen directly from ¯gure 6 that the road esimation
quality improves by more than a factor of 2 through-
out the 9 iterations. Note that the improvement is not
strictly monotonic as indeed it is not guaranteed to be.

5 Discussion and Conclusion

We have presented a method for `curve to curve' fusion
and applied it to the task of road estimation using
GMTI track data. The work in this paper di®ers from
previous work on road estimations in that the GMTI
tracks and the road estimates are treated as composite
entities rather than as sequences of points.
In this paper we focused on the fusion of two curve

entities to produce an updated estimate of the curve.
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Figure 6: Quality of estimatiosn as measured by the
DTW curve to curve distance with a Euclidean metric.

We used a `dog-man' distance to measure similarity be-
tween curves and also to de¯ne an alignment between
them. The alignment was computed using an e±cient
dynamical programming method. With the aid of the
alignment of the entire curves, we computed the curve
to curve fusion by applying the fusion equations along
the alignment. The `curve to curve' fusion method pro-
duces a reduction of the road location error by a factor
of 2 after approximately 10 iterations. It is worth not-
ing that the road estimation error can be reduced by
incremental fusion of track data only inasmuch as that
error is random. Systematic errors which are common
all tracks contributing to the estimation can obviously
not be rid by this method.

For computing the curve alignment we utilized a dy-
namical programming algorithm which has complexity
O(N £M). This sets a prohibitive bound on the num-
ber of sampling points which can be realistically taken
along the curves. There are however less computation-
ally intensive algorithms for solving such optimality
problems. In future work we intend to employ the Kro-
tov method [13] {an iterative optimization algorithm
extensively used in optimal control problems{ to solve
the optimal alignment problem considered here. This
method, although not guaranteed to provide the global
optimum, rapidly and e±ciently converges to a good
estimate of the optimal solution.

In point to point fusion the updated estimate is de-
¯ned through the minimization of distances to the two
parent points. It would be mathematically consistent,
and esthetically pleasing therefore, to de¯ne `curve to
curve' fusion too through the minimization of distances
to the parent curves. In principle this becomes possible
once a curve to curve distance has been de¯ned. For
simplicity however, we avoided this procedure in the
current work and performed the curve fusion by a sim-
ple weighted average along the alignment. The task of
minimization of curve distances is intricate since it in-
volves a double minimization procedure and is grounds
for future research.
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