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Abstract - This paper presents the PROactive LOGistics 
toolkit (PROLOG), a collaborative agent system and lo-
gistics network simulator that allows users to coordinate 
the transfer of supplies across a dynamically changing 
logistics network in a fully distributed, netcentric way. A 
collection of cognitive agents and asset classes models 
the logistics network: clients, their supply inventories, 
vehicles, and transportation links. Event processing 
plugins within each agent allow the scripting of events 
(such as a road closing or warehouse fire) that can dy-
namically change the state of the logistics network, both 
in terms of vehicle routing and in terms of what supplies 
are present in which sections of the network. Ant-based 
routing algorithms are layered on top of the simulator, 
giving clients regular, automatically updated informa-
tion concerning which network clients can best fill re-
quests for a given commodity in the shortest time.  

Keywords: Logistics, agents, collaborative systems, 
routing. ACO, NCW 

1 Introduction 

1.1 Problems in modern logistics systems 
The U.S. military has traditionally managed logistics in a 
very static, centralized, hierarchically organized manner. 
This institutional structure suffers many drawbacks: 
 
• It is fragile. A single broken link (especially one high in 

the hierarchy) might leave entire regions of an opera-
tional theater effectively marooned. 

• It is slow. Supplies are often stored at locations far from 
where they are needed, introducing delivery lag times. 

• It is unbalanced. It is notoriously hard to predict supply 
needs. Emerging requirements invariably create back-
logs and bottlenecks, leaving clients undersupplied 
while warehouses remain swollen with overstock. 

  
Despite these problems, this type of logistics environ-

ment persists in the military. This is partly due to inertia, 
and partly due to huge investments already made develop-
ing approximate algorithms, models, simulations, and hu-
man experts to manage common systemic inefficiencies. 

1.2 SRL and the future of logistics systems 
The military is keenly aware of these inefficiencies, es-
pecially given its current move towards Network Centric 

Warfare (NCW) [1], a robustly distributed organizational 
system particularly ill-served by rigid hierarchies. In sup-
port of this new NCW paradigm, the Office of Force 
Transformation (OFT) is currently developing Sense and 
Respond Logistics (SRL). SRL’s goal is to create a logis-
tics infrastructure that leverages the netcentric environ-
ment of NCW to provide fast-moving distributed forces 
with the resources they need, when they need them. 

In a fully distributed netcentric environment, the hierar-
chy described above becomes less crucial to operations. 
Distribution centers and static supply routes still exist, but 
these serve a support function rather than a control func-
tion. The major difference is that supply requests no 
longer need to travel along established hierarchical paths, 
but are broadcast indiscriminately instead. Supplies flow 
adaptively from source to sink, balancing supply and de-
mand in a dynamic fashion. 

In this future SRL scenario, logistics planners will be 
dealing with a very different logistics environment. New 
models and tools must be developed to explore the 
ramifications of fully decentralized logistics infrastruc-
tures. A crucial factor with such tools is that contingency 
planning must no longer be focused solely on throughput 
of supplies, but rather must focus upon communication 
throughput – soldiers will depend crucially on the ability 
to communicate with their peers in order to requisition 
goods. Models, then, of netcentric SRL must incorporate 
the reliability of communications networks, and logistics 
planners will need to shift supplies throughout their 
theater of operations to accommodate weaknesses in the 
communications grid. 

1.3 PROLOG: a bridge from here to there 
A first step in this transformation from a hierarchy-driven 
logistics system to fully distributed, netcentric SRL is to 
supplement existing hierarchical logistics infrastructure 
with peer-to-peer (P2P) coordination and dynamic supply 
channels. We can augment the existing framework by re-
laxing several constraints in the existing system, while 
still harnessing existing capabilities and processes. First, 
we permit requests to move freely across the hierarchy; 
secondly, we allow supplies to move between peers.  

Note this does not conflict with existing functionality. 
Supplies still move over established routes, and depots 
still maintain asset awareness. However, this modified 
scenario directly addresses the problems discussed above: 
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• It is robust, as compromised supply routes can be sup-
planted by P2P links on the fly. 

• It is fast, as assets move between nearby units rather 
than via out-of-theatre supply chains. 

• It is self-balancing, as assets in sub-hierarchies are 
moved where they are needed. 

 
This modified supply chain introduces a novel require-

ment at the level of the individual user that is not 
currently being met: explicit support tools for P2P 
coordination allowing fielded units to coordinate supply 
transfers. This is precisely the gap PROLOG hopes to fill. 

1.4 Paper organization 
Section 2 discusses PROLOG’s background work, 
particu-larly Ant Colony Optimization (ACO) [6] and the 
current state of logistics technology. Section 3 describes 
PROLOG’s software architecture; section 4 describes its 
implementation. Section 4 also discusses what we believe 
is a novel way of incorporating user feedback into an 
ACO system. Section 5 describes some results from our 
early validation testing. Conclusions appear in section 6. 

2 Background and related work 
A full SRL solution should automatically sense current 
supply needs and predict future needs based on the 
current environment. An SRL solution must also respond 
to sensed needs, which entails identifying supply sources 
and managing supply transportation. Supply sources or 
routes can be compromised or can change suddenly. The 
commercial logistics industry has not developed solutions 
for these problems, primarily because these problems are 
severe, and “just-in-time” solutions are effective. 

One technology demonstrated to be effective at solving 
routing problems in dynamic environments is ant-based 
technology. This has been used to solve complex internet 
routing problems in a fully decentralized fashion [2], as 
well as for path-planning for multiple Unmanned Combat 
Air Vehicles (UCAVs) [3]. The technology is robust in 
the face of evolving requirements, and degrades 
gracefully due to its decentralization. Ultimately, we 
decided that an ant-based system would provide us with a 
good partial solution for an SRL implementation. 

2.1 Ant Colony Optimization  
The field of Artificial Life uses natural metaphors to study 
emergent organization. Ant-like control techniques [3, 4] 
for exploration and search in optimization problems are 
the most widely used techniques generated by the field to 
date. ACO is based on the foraging behavior of ant 
colonies, which have been found to compute minimal 
spanning trees [5] between ant nests and food sources in 
nature. Figure 1 shows an example of path condensation 
in an Ant Search system. 

ACO routines are easily decentralized, and are one of 
the few known approaches to providing adaptive 
optimization behavior in dynamic environments for 
complex problems. Memory of the environment’s state is 

distributed across digital “pheromone trails” laid across a 
network by agents acting as virtual ants. Different 
populations of ant agents can drop different “flavors” of 
pheromone [3], storing multiple types of information 
simultaneously across the same network. 
 

 Figure 1: Path condensation in an Ant system [3] 

2.2 ACO and other algorithms 
We began our work on PROLOG by researching several 
algorithms used in routing contexts. Our search led us to 
compare two in particular: Tabu search, and ACO. Both 
are used for searching complex spaces in which there are 
no known exact solutions. Both are also relatively recent 
developments; ACO is generally attributed to Dorigo [6], 
and Tabu search was first proposed by Glover [7].  

For logistics problems, the canonical Traveling Sales-
man Problem (TSP) is modified into the “Vehicle Routing 
Problem” (VRP). At their core, VRPs involve solving 
multiple TSPs, possibly subject to side constraints. ACO 
has been shown to be competitive with Tabu search in 
solving VRPs, outperforming other methods such as 
simulated annealing and neural networks [4]. For 
canonical problems, Tabu search typically finds better 
solutions than ACO. However, this is only in cases where: 

 
• The problem can be specified in advance. 
• Supply and demand remain constant. 
• Vehicle routes are always available. 
 

In real-world situations, these assumptions rarely hold. 
No studies appear to have been done comparing Tabu 
search to ACO for dynamic environments; on the basis of 
our analysis, however, ACO has several features that are 
very nice for our environment, including on-the-fly opti-
mization, distributed memory, and inherent flexibility. 
ACO has been demonstrated to be a good technique for 
approximating a subset of graph problems related to the 
TSP [4, 8, 9, 10,]. Other applications leveraging these 
capabilities of ACO include network routing schemes for 
telecommunications and IP networks [2, 11]. 

2.3 State-of-the-art logistics technology 
Stepping back from ACO, we next examined what types 
of technologies are used in logistics planning today. We 
identified three classes of technology: descriptive 
systems, normative systems, and integrative technologies.  
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Descriptive systems are often simulations, a 
simulation’s value depending on the fidelity of its 
underlying model. 

Normative systems attempt to “solve” given logistics 
problems automatically, using complex models and algo-
rithms to optimize some function. These systems remove 
humans from the calculation loop; this is both the source 
of their power and their primary weakness.  

Integrative technologies improve the throughput of a 
supply chain by improving the flow of information 
through the system. Examples include RFID tags, total as-
set visibility, and enhanced autonomous transport 
vehicles. These improve the logistics infrastructure, and 
potentially improve throughput and reaction time, at the 
cost of increasing information load and complexity. 

All these technologies retain a central position for the 
human decision maker. An analyst must monitor 
incoming information streams, build models to forecast 
logistics requirements, use optimization algorithms to 
identify candidate plans, and task the logistics network.  

However, as information bandwidth becomes larger, 
models more finely grained, and optimization routines 
more complex, the load on the decision maker grows geo-
metrically. Furthermore, with an emphasis on dynamicity 
and mobility, the decision maker is constantly being 
forced into tighter and tighter decision cycles. 

This problem is widely recognized, but most typical so-
lutions only involve a combination of decentralization and 
“better decision support.” The centrality of the decision 
maker – the primary bottleneck – remains. This is mainly 
for safety’s sake; movement of assets is a critical function, 
often too critical to be left to automated routines. Yet a 
gap in the process appears when a human is not available 
to make decisions that need to be made fast. What is re-
quired, then, is a continuously adaptive system that can 
function in the absence of human intervention, and that 

simultaneously provides human facilities for rapid and 
intuitive control of system behavior. 

Ultimately, we decided that ACO was ideal for our 
purposes. However, we decided not to employ ACO in a 
traditional, model-based manner. Instead, we would use 
ACO as a run-time algorithm, modeled after Schoonder-
woerd’s telecommunication work [2]. 

3 PROLOG system architecture 
At its heart, PROLOG is a multiagent system capable of 
running across multiple computers. It can be conceptually 
divided into a simulation layer and an agent layer, both 
constructed on top of an underlying agent framework 
called COUGAAR (see section 4.1). Figure 2 shows a 
high-level view of PROLOG’s software architecture. 

3.1 Simulation layer 
PROLOG’s simulation layer consists of several 
components aimed at modeling a logistics environment. 
The core of this layer is a configuration translator, which 
reads in an xml-based configuration file describing PRO-
LOG’s clients and transport links in a very simple format, 
and uses this information to generate the agents and 
objects present in the desired logistics environment. 

Commodities and vehicle objects also may be defined in 
this configuration script. This lets us build large, complex 
motor pools and commodity catalogues, and allows us to 
set initial commodity parameters (types, quantities, etc.) 
on a unit-by-unit and commodity-by-commodity basis. 
 
3.2 Agent layer 
PROLOG’s agent layer consists of a collection of client 
agents, transport link agents, and a single “server” agent. 

Clients are COUGAAR agents that form the backbone 
of any simulation. Clients contain plugins that define their 

 

 
Figure 2: A high-level schematic of PROLOG’s agent architecture.
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specific behavior. Each client also has a UI, an interface 
through which users interact with the simulation.  

Link agents act as simulated roads and air routes, con-
necting clients to one another and permitting the passage 
of vehicles (and ants) from one client to the next. 

The server is an agent that contains a global system 
map, simulation clock, and simple control console. It sits 
apart from the clients, acting as a centralized simulation 
coordinator without taking a direct part in the simulation. 

All three types of agents are capable of communicating 
with each other across a distributed computer network. 
Any number of agents (theoretically) can be configured 
on any number of computers. COUGAAR’s underlying 
infrastructure can detect new arrivals as well, adding them 
into an existing agent community as they appear.  

3.3 ACO for vehicle and commodity routing 
Our ACO algorithm runs as follows: 
1. Each PROLOG client is associated with a simulated 

unit representing an autonomous node in a supply 
net-work. Each client maintains its own pool of 
transport vehicles and a private supply inventory. 

2. Each client agent maintains a private collection of 
“pheromone tables.” One table per client is dedicated 
to managing vehicle routing. The rest are commodity 
routing tables, one per commodity in the client’s in-
ventory. These are used to track which other clients 
in the supply network are most likely to positively re-
spond to a request for a given commodity. 

Figure 3 shows a sample vehicle routing table, 
associated with Node 1 in the diagram. Columns 
represent transport links leading out of the node; rows 
represent other nodes in the network. Table values 
represent the probability that a given transport link is 
on the shortest path to a given destination. 

 

A D
2 0.95 0.05
3 0.49 0.51
4 0.05 0.95

 
Figure 3: A sample network and pheromone table 

 
3. Each client periodically releases a batch of ants. 

a) The exact periodicity of this release is 
controllable by the simulation developer. 

b) Each ant is just a simple data packet. It contains 
the minimum amount of information needed to 
route itself across the network, and a set of “pher-
omone” parameters for updating the pheromone 
tables of the clients it visits.  

c) The number of ants released at once is equal to 
one less than the number of simulation clients, 
multiplied by the number of transport route types 
connected to the client. So, for example, if there 
are five clients and two transportation modes (say, 
air and land routes), each client spawns eight ants 

(four ants divided among the air routes, and four 
divided among the land routes). 

4. The ants are sent out along all transport routes con-
nected to their parent. 

5. When an ant reaches another client, it updates that 
client’s pheromone tables (as per Schoonderwoerd’s 
formulas [2]). 

a) PROLOG uses pheromone-based routing tables 
for managing both vehicles and commodities. 

b) Vehicle routing tables are updated on the basis of 
how accessible transportation routes are across 
the simulated network. These table values are 
weighted according to the incoming ant’s age, 
which will be affected by speed limits, slowed 
routes, or blocked routes (i.e. the “cost” 
associated with a given logistical arc). 

c) Commodity routing tables are a bit subtler. They 
are updated not only on the basis of route avail-
ability, but also based on the amount of a given 
commodity possessed by other units. 

6. If the current client is the ant’s destination, the ant 
“dies”; otherwise, it passes to another client, updating 
local pheromone tables as it goes.  

Usually, ants will use existing values in a client’s ve-
hicle routing table to chart the next step in their path. 
However, we have also introduced a 10% chance that ants 
will choose a step randomly, rather than referring to the 
pheromone tables. This “noise” factor is intended as a 
hedge against the shortcut problem: a possibility that ants 
may become so entrenched in a route that they fail to dis-
cover newer, shorter routes which may appear across the 
system at a later time. By periodically forcing ants off the 
best known courses, we hope to ensure that potentially 
better routes are not ignored, while still taking advantage 
(most of the time) of the best available routing data. 

If a client gets disconnected from the network, its rout-
ing information remains locally viable but decays over 
time. Newly introduced clients will eventually become in-
corporated into the network’s collective routing informa-
tion as wandering ants discover them. 

Together, the pheromone tables encode an ordered set 
of continuously updated “best” paths for each source/des-
tination pair in the network. The system requires some 
warm-up time on startup, giving the client agents time to 
initialize their routing tables. Once this is done, the tables 
can provide useful decision-making assistance.  

If clients want help determining whom in the network 
they should send requests to for a given commodity, they 
need only check the commodity tables for a clear ranking 
of who in the network would be a better supplier.  

When a simulated vehicle wants to traverse the 
network, it simply follows the best path defined by the 
vehicle tables to reach its destination. If one path becomes 
blocked or congested, a transiting vehicle automatically 
selects the next best path to its destination (as determined 
from the local client’s information). 

Our algorithm does not merely optimize routing across 
a static network. It is flexible enough to reflect any altera-
tions to the system that might occur during runtime such 
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as blocked transportation links, cut communications, or 
supply shortages. All demands are emergent, and the 
network addresses them as best as possible, using the 
adaptive memory encoded in the clients’ pheromone 
tables. During use, the adaptive memory eventually 
encodes the lowest cost commodity routing strategies that 
meet all demands in a timely fashion. 

4 PROLOG Implementation 

4.1 The COUGAAR Agent Framework 
As noted earlier, we decided to build the bulk of PRO-
LOG’s implementation using the COGnative Agent AR-
chitecture (COUGAAR) framework, an open source agent 
architecture created by BBN [12]. It was funded as part of 
DARPA’s Advanced Logistics Project, being specifically 
designed to model military logistics using distributed 
agent technologies. 

All client and transportation link agents described in 
section 3 above are implemented as COUGAAR agents. 
Client inventory, routing functions, and GUIs, and all 
other functions are encapsulated as agent plugins. 

4.1.1 Commodity and vehicle representation 
PROLOG commodities are represented by a group of ob-
jects implementing a collection of COUGAAR asset inter-
faces. (COUGAAR provides an “asset” interface class, 
which lets users specify extremely detailed property lists 
to associate with asset-implementing objects – a fact we 
lost no time exploiting.) These commodity objects are 
stored in a hash table representing the agent’s inventory. 

A client’s initial commodity list can be specified at 
startup in the simulation configuration files. Thanks to the 
flexibility of COUGAAR’s asset framework, it is also 
easy to define new PROLOG commodity types on the fly.  

Vehicles, like commodities, are represented by objects 
implementing a COUGAAR asset interface. Vehicle ob-
jects contain a list of cargo commodities, a destination 
tag, a source tag, a vehicle ID, and a simple type tag 
(“truck”, “plane”, etc.). Again, COUGAAR’s flexible 
asset framework made it very easy to define vehicle 
objects. 

Vehicles store a bare minimum of routing information 
within themselves. All they need are an origin and a 
destination address; the agents a vehicle passes through 
on its journey do the real routing work (via plugin 
processing coupled with lookups of the local pheromone 
tables), and pass the vehicle around the network 
accordingly.  

4.1.2 Simulation control 
All timekeeping in PROLOG is keyed to a generic “tick” 
unit. Numbered tick messages are broadcast by the server 
at regular intervals, and interpreted by the clients.  

By default, we equate one simulation tick with one hour 
of real time. A tag in the simulation configuration script 
lets the scripter map a specific real-world time to the first 
simulation tick, allowing a given sequence of ticks to 
represent any given stretch of calendar dates. 

4.1.3 Event scripting 
PROLOG clients each have an event script associated 
with them. These scripts can encode a wide array of 
simulation events, including (but not limited to): adding 
commodities into a client’s inventory; consuming 
commodities; dynamically changing a client’s commodity 
consumption rate(s); dynamically opening or closing 
transportation and communication links; and broadcasting 
text messages either to the entire network, or individual 
clients. 

Each client and link agent has a script reading function 
associated with it. This function reads in the local script 
file when the agent starts up, parses it for any events flag-
ged for the agent at hand (or anything flagged as a global 
event), and stores the relevant events. As the simulation 
clock ticks away, the function checks the current simula-
tion time against the timestamps of its stored events; if 
any events match, the function executes them. 

4.2 The PROLOG User Interface 
Each PROLOG client contains a UI plugin, allowing the 
user to interact with PROLOG. Figure 4 shows a sample 
screenshot of our interface: 

 
Figure 4: The PROLOG User Interface. 

 
The PROLOG UI is divided into six key components: 

• Inventory Management. This displays the client’s cur-
rent commodity inventory and commodity consumption 
rates. It also provides access to controls for setting sup-
ply reordering and sharing thresholds (see section 4.3). 

• Network Map. This is a visual representation of all the 
clients and transport links in the simulation network. 
Different types of transport links are color coded (e.g., 
roads are black, air links are blue). 

• Incoming Requests. This panel displays resupply re-
quests sent by other clients in the network. Each request 
appears as an entry in a table, and each row has an as-
sociated dialog allowing the user to fill, deny, or partial-
ly fill incoming requests, as well as chose the transport 
method by which the supplies are sent. 

• Order Management. This panel displays uncompleted 
resupply requests the user has sent to other clients in the 

Network 
Map 

Events Motor pool 

Outside Requests Order management 

Inventory Management 
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network. It also indicates whether or not requests have 
been accepted by their intended recipients, and a gives a 
rough ETA for incoming supplies. 

• Motor Pool. This panel lists the simulated vehicles pre-
sent at the current client’s location in the network, inclu-
ding their destination and cargo. 

• Events. This is a display for system-generated alerts. 

4.3 ACO and PROLOG 
Our ACO implementation is managed by a pair of client 
plugins. One stores the agent’s pheromone tables (both for 
vehicle routing, and commodity routing). The other cre-
ates, transmits, receives, and processes ants. Each client 
has its own collection of routing tables, initialized at start-
up with equal probability values across all possible routes. 
The tables are made accessible to the rest of the system 
through an interface, letting other functions access and 
update the pheromone table’s values. 

Our ants are little more than data packets containing an 
origin address, destination address, age counter, and com-
modity information from the original agent. Our phero-
mone table class manages the details of updating itself, 
using the ant’s age as a weighting factor [2]. 

4.3.1 More on commodity routing tables 
Vehicle routing straightforwardly follows the ACO algo-
rithm laid out in section 3.3. In realistic logistics prob-
lems, however, it is not enough for a unit in the field sim-
ply to know the shortest path from one unit to another. In 
order to make intelligent supply requests, a requester must 
also know the nearest unit which has the particular com-
modity they require. 

We encapsulate this supply information in our commod-
ity routing tables. Each client contains one table per com-
modity available in the system, per transportation mode. 
(So in a network with three commodities and two trans-
portation modes, each unit has six tables). 

Each commodity table is a two-column matrix. The first 
column is a list of clients in the network (excluding the 
parent client itself). The second is a series of normalized 
probabilities associated with each client. A higher proba-
bility in the table indicating the given client is a better 
potential supplier. These probabilities are updated by the 
same flow of ants that updates the vehicle routing tables.  

4.3.2 User interactions with commodity routing 
Currently, users are able to set (on a per-commodity basis) 
two thresholds involving a client’s commodity inventory. 
One threshold is the “reordering threshold.” Whenever the 
client’s quantity of a given commodity drops below this, 
the client will either attempt to reorder the supply itself (if 
running in automatic mode) or alert the user they are run-
ning out (if in manual mode). 

The second threshold is the “supplier threshold”. This is 
the threshold beyond which the user is not worried 
enough about their supply levels to request more of a 
given commodity, but is concerned enough to stop 
sharing. If the client’s inventory drops below this, it will 
stop responding to external supply requests. 

When an ant is sent out from a client, it is given a list of 
all of the client’s commodities that exist in quantities 
above the supplier threshold. As the ant passes through 
other nodes, it finds and updates each node’s commodity 
routing tables. For each table corresponding to one of the 
commodities the ant carries, the ant updates the row in the 
table corresponding to its parent, setting the probabilities 
using exactly the same formulas used in the vehicle 
routing tables. This ensures that the older an ant is (i.e., 
the farther away in time its parent is from the client) the 
less influence it will have on the commodity’s ranking. 

If a client does not possess a given commodity, the ants 
it sends out will not contain that commodity in their lists. 
Thus they will never update any tables associated with 
that commodity, and the sender will drop to the bottom of 
the rankings over time. 

When operating in automatic mode, a client in need of a 
particular commodity goes to the relevant commodity 
routing table and picks the destination with the highest 
probability associated with it. This destination is most 
likely to have what the requester needs, and so the system 
automatically sends a supply request to that destination. 

In manual mode, when the user wants to reorder a given 
commodity, they open a dialog box to manage the re-
ordering process. This dialog contains a list of possible re-
quest destinations, sorted from “best” to “worst” using the 
relevant commodity tables’ probabilities. A user may send 
their requests to any client they want, but they still have 
some guidance as to which is the “best” choice. 

But what if the user wants to influence the system’s 
probabilities? For example, by pegging the system so that 
even in automatic mode, the system always requests sup-
plies from one client preferentially over all others, regard-
less of what the ACO algorithm says is “best” (perhaps re-
flecting private information the user possesses)? 

We allow this by creating a preferences dialog for each 
commodity. This dialog contains a table identical to the 
relevant commodity’s routing table, except the table en-
tries are editable by the user. By default, these entries are 
normalized at 1/(the number of possible destinations). By 
tweaking these values, the user can create their own 
customized commodity routing table.  

Let’s define: 
α = the vector of user-defined destination probabilities. 
β = the vector of ACO-defined destination probabilities. 
γ = a variable with a value between 0 and 1, represent-

ing the percentage of automatic control over the system 
(where 0 = complete manual control, and 1 = complete 
automatic control). 

We can represent the probability of a given destination 
being the “best” commodity request destination as a mix 
of the probabilities defined in α and β: 
  
       P = (1-γ)α + γβ         (1) 

 
This way, when the system is run completely manually, 
only the user’s predefined preferences are used. If the sys-
tem is run completely automatically, only the ACO prob-
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abilities are used. If the user wants assistance from the 
system, but still wants to interject their own preferences, 
they can tweak the value of γ (via a slider UI), weighting 
the respective probability contributions. 

Bear in mind γ can be set on a per-commodity basis, so 
the user can manually monitor some commodities while 
letting the system automatically handle others. 

4.3.3 Our novel contribution to ACO 
This last equation is particularly interesting. All the ACO 
research we have been able to uncover so far is mostly 
aimed at using ACO to solve problems with a bare mini-
mum of external input. The thinking goes that an ACO 
system, as an adaptive system, should be capable of 
adapting to its environment as best it can on its own, 
without needing “crutches” in the form of dynamic user 
intervention to push it in a desired direction. (Un-
derstandable, given that most ACO implementations are 
geared towards solving a particular optimization problem, 
such as the TSP; in this context, letting a user “steer” the 
system into a particular solution is pointless.) 
 Our application of ACO, however, is a little different. 
We are not just trying to find the best solution to a supply 
routing problem and impose it on hapless users. We are 
trying to build a collaborative system where hu-mans are 
very much in the loop, and may have information the 
system itself does not possess. In this environment, it is 
critical that users be able to influence the system’s 
automatically calculated routing probabilities. 

The probability-mixing formula introduced above al-
lows users to influence the probabilities ultimately used 
by the routing system, and to dynamically weight their 
contribution vs. that of the ACO algorithm. The ACO 
system becomes a collaborative guide for human 
decision-making, rather than an absolute arbiter or 
human-replacement; it is a piece of the solution, but not 
the complete solution. This approach appears to be unique 
in the field of ACO research, and points toward further 
work using ACO as a collaborative decision making tool. 

5 Validation testing 

5.1 Test design 
Once built, we needed to test PROLOG’s implementation: 
 
• PROLOG had to be able to find the shortest route be-

tween two arbitrary simulation network clients. 
• It needed to find that shortest route in a reasonably 

finite amount of time. 
• In the event of the underlying supply network changing, 

PROLOG needed to be able to readapt to the new net-
work topology (again, in a reasonably finite time). 

 
We spent the better part of the last two years subjecting 

PROLOG to a battery of scenarios simulating real-world 
logistics problems. In the interest of brevity, we present 
three streamlined test networks here to demonstrate PRO-
LOG’s typical behavior.  

 
Figure 5 : Our 5- and 10-node test networks 

 
These test networks contain five, 10, and 20 client 

nodes apiece. Each of them was designed to have at least 
one clear pair of “farthest nodes”, and a fairly complex set 
of connecting links (each link having a “length” of one, 
meaning it would take a typical ant one simulation tick to 
cross any given link). Figures 5 and 6 show the layout of 
our test networks, with the “X” in the diagrams represent-
ing links cut during testing, and shaded nodes indicate the 
nodes we use as path-monitoring endpoints. 

 

 
Figure 6: Our 20-node test network 

 
In each test run, we measured the time it took the 

system to discover the (predetermined) shortest path 
between two farthest nodes. We then cut some of the links 
along that path, and measured the time it took the system 
to discover the next-best path between the selected nodes. 

5.2 Results 
Our results (averaged over 10 runs per network) appear 

in Table 1. 
In all cases, PROLOG managed to find the shortest path 

between two given nodes in each network very quickly, 
and managed to settle on the next best path in a 
reasonable amount of time once the shortest path was cut. 

 
Table 1: Sample experimental times 

Time (in Simulation Ticks) to 
Discover: Number of 

Test Network 
Nodes Best Path 

between Most 
Distant Nodes 

Best Path after 
Altering 
Network 

5 2.2 9.0 
10 6.4 5.5 
20 4.7 27.6 
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Unsurprisingly, our tiny 5-node network (Figure 5) 
initialized the fastest. We monitored the shortest path be-
tween nodes A and E (A-C-E); once the link between C 
and E was cut, the system always restabilized around the 
next-best path A-C-B-E. 

In the 20-node network (Figure 6), we monitored the 
shortest path between nodes B and T. At first, this was B-
H-N-T (three steps); once the link between H and N was 
cut, the system invariably discovered B-G-M-S-T as the 
next shortest route. 

Our 10-node network (Figure 5) exhibited the most 
interesting behavior in our tests. We monitored the short-
est paths between nodes A and J, and we deliberately de-
signed this network to present routing difficulties between 
these two nodes.  

The shortest path PROLOG initially calculated was A-
D-I-J. It took the system a bit longer to discover this 
three-step path, as its signal was washed out by the large 
number of similar-length paths connecting A and J (the 
geometry of the network presents 10 second-best routes, 
each four steps long, between A and J). 

Once the link between D and I was cut, the system 
switched to A-D-F-I-J as the favored route between A and 
J. This happened as fast as it did thanks to the behavior of 
nodes D and I. The formulas we use to update client rout-
ing tables severely penalize blocking behavior along 
routes. Once the D-I link was cut, the values associated 
with it in D’s and I’s routing tables plummeted. This 
almost immediately bumped up D’s and I’s values for the 
next best route between them (D-F-I) to best-route status.  

Roughly 18-20 ticks after this initial stabilization, the 
routing tables for A and J started showing a great deal of 
fluctuation. This was likely due to the fact that once the 
original shortest link was cut, all of the remaining shortest 
paths between A and J had the same length. None of the 
other nodes displayed much variation at all, given that no 
other routes (save the one between D and I) were affected 
by the severed link. With all other things remaining the 
same, A and J could not settle on a single best path be-
tween themselves, and so their routing table values tended 
to spread, fluctuating around roughly equal probabilities 
for each possible outgoing route. 

In short, PROLOG successfully met all of our stated 
testing goals. It found the shortest route between two arbi-
trary nodes our test networks in reasonably short times, 
and successfully adapted to changing network topology 
(also in reasonably short times). 

6 Conclusions and future work 
We have presented an implementation of a collaborative, 
ant based agent system and logistics simulation platform, 
and empirically demonstrated that our system can find the 
best route through a moderately complex simulated 
supply network in a timely fashion. 

In the future, one task we hope to accomplish is to cre-
ate a more sophisticated sensor model for PROLOG. 
While there is already some “sensing” in the system, in 
the sense that faults in the simulated supply networks can 

be detected and routed around, there is far more that could 
be added in terms of giving PROLOG the ability to 
actively predict supply needs before problems arise. 

We are also currently in the process of lining up a lar-
ger, more comprehensive user study of PROLOG. Future 
tests will involve teams of users attempting to solve sets 
of logistical problems using our system; we hope that by 
doing so, we can empirically demonstrate how 
PROLOG’s tools can actively help human users navigate 
a dynamic, netcentric logistical environment. 
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