
User Issues Associated with Sensor Fusion and ATR 
 

John M. Irvine  
SAIC 

Burlington, MA, USA. 
john.m.Irvine@saic.com 

 
Abstract Growing military requirements and shorter 

timelines are placing greater demands on Intelligence, 
Surveillance, and Reconnaissance (ISR) assets. At the 
same time, advances in sensor technology have vastly 
increased the quantity and types of imagery data 
available to support ISR missions. Together, these 
factors are driving toward greater reliance on 
automated processing and exploitation techniques, such 
as automated target recognition (ATR) and sensor 
fusion.  While there are substantial challenges 
associated with the development of effective methods for 
processing sensor data, a critical component is the role 
of the human operator. Often, ATR and sensor fusion 
technology is designed to aid the analyst, but the final 
decision rests with the human. The role of the human 
raises two related sets of issues:  

Optimization of the Interface: A system that accurately 
extracts information from sensor data is only of value if 
the information is successfully conveyed to the user.  The 
design of the human-computer interface, presentation 
and visualization of results, and the control that the user 
exerts over the flow of information are all critical 
factors in the development of a successful system. 

 Evaluation with the Human in the Loop: Assessing 
the benefits of ATR/sensor fusions assistance raises 
interesting methodological challenges.  We will review 
the critical issues associated with evaluations of human-
in-the-loop systems and present a methodology for 
conducting these evaluations. Experimental design 
issues addressed in this discussion include training, 
learning effects, and human factors issues.   
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1 Introduction 
Automated target recognition (ATR) and sensor fusion 
technology offer the promise of providing timely sensor-
derived information to the warfighter to support a range 
of military missions.  A critical element of most ATR and 
sensor fusion (ATR/SF) systems is the role of the human 
that is using this technology.  For intelligence, 
surveillance, and reconnaissance (ISR) missions, the 
ATR and sensor fusion assist the image analyst in 
providing accurate, timely imagery-derived intelligence.  
For strike applications, the user may be the aircraft pilot 

or other weapon system operator. In either case, it is 
critical that the ATR and sensor fusion provide 
information to the user in a way that enables him to 
achieve the military mission.  Historically, ATR and 
sensor fusion research and development has emphasized 
the design and testing of algorithms, rather than the 
interaction with the user.  While good algorithms are 
essential, addressing the interaction between the 
technology and the user is critical to the transition of 
ATR/SF technology. This paper examines the interaction 
between the human operator and the sensor fusion 
technology:  
 
Search problems, including directed and limited area 
search, can be challenging for humans. Factors that affect 
search performance include target salience, complexity of 
the background clutter, the nature of the user interface, 
operator training, and fatigue. Automated target cueing 
can focus the operator’s attention, but only if false alarm 
rates are low enough. In searching over large areas for 
isolated targets, unassisted performance can be quite 
poor. In some cases, assistance can improve detection 
rates by an order of magnitude. [1] [2] [3].   
 
This paper examines three issues related to the human 
operator employing ATR and sensor fusion technology: 

 
Training: The type of level of training an analyst 
receives will determine his ability to use ATR and 
sensor fusion techniques effectively 
 
User Perceptions: The user’s perception of the 
accuracy of the ATR/SF system affects the degree to 
which the user will accept or override ATR/SF 
output.  
 
Information Display: In principle, sensor fusion 
should improve exploitation performance, since it 
provides the analyst with additional information.  
The challenge is how best to convey that information 
to the user.  

 
This investigation was motivated in part by a recent 
evaluation of sensor fusion for target detection.  The 
AFRL/SN Comprehensive Performance Assessment of 
Sensor Exploitation (COMPASE) Center evaluation of 
the Multi-Sensor Image Cueing (MUSIC) [4] system for 
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Space Warfare Center (SWC) examined target detection 
performance of analysts working with and without the 
target cueing assistance provided by MUSIC.  The 
evaluation included exploitation of single images and 
fusion across multiple images.  The approach was to 
compare the performance using assisted exploitation to 
performance of the same task without assistance from the 
ATR and sensor fusion.  The difference in performance 
quantifies the value added by the ATR and sensor fusion.  
The experience from the MUSIC assessment and similar 
studies underscores the need to develop a better 
understanding of the issues that affect performance when 
the ATR and sensor fusion technology assist the analyst.   
 
2 Training 
Training the analyst in the use of ATR and sensor fusion 
tools can occur in several ways.  At the most basic level, 
training involves introducing the analysts to the 
functionality of the tools, i.e., what tasks can the tool 
perform and which buttons or pull down menus are 
needed to invoke various operations. If the user interface 
is well engineered, this level of training often proceeds 
quickly.  The second level of training involves user 
practice to insure proficiency in the use of the tools.  This 
type of training is a prerequisite to conducting objective, 
timed performance evaluations. The third type of training 
provides the analyst with feedback based on image truth. 
This type of training helps the user to understand the 
types of mistakes that the ATR and sensor fusion 
algorithms are likely to make.  Furthermore, it 
demonstrates that types of mistakes an analyst might 
make that the automated tool does not.  The feedback 
provided by this type of training helps the analyst learn 
when to trust the tools and when to rely on their own 
expertise.   
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Figure 1. The Ratio of Assisted to Unassisted 

Exploitation for Two Training Regimens 
 
Figure 1 shows how the level of training affects user 
performance when assisted by an ATR.  The bars show 
the ratio of assisted exploitation time to unassisted 
exploitation time for the same scenes.  In the case of the 
left, analysts received minimal training in the 
functionality of the tool.  During the actual exercise, they 

spent a lot of time checking out pull down menus and 
exploring the features of the ATR tool. In the case on the 
right, analysts received a full week of training and 
practice prior to the exercise, so they knew how to use 
the system effective.  The result was that they could 
exploit the imagery faster with the aid of the ATR than 
without it, because they knew how to reap the benefits of 
the ATR in a timely manner. In both cases, however, the 
analysts did not receive training that included feedback 
based on image truth and, therefore, did not take full 
advantage of the assistance available.  Other studies have 
shown that in the absence of such training, analysts are 
likely to disregard ATR decisions because they think they 
know better than the ATR [5] [6] [7]. 
 
3 User Perceptions Of Algorithm 

Performance 
To assess the impact of the ATR/SF information on the 
IA’s performance, an evaluation was conducted in which 
28 regions of interest (image chips) were provided to the 
IA. Each chip was viewed twice – once with the 
assistance of simulated ATR decisions and once without.  
The order of presentation was counterbalanced to control 
for learning effects. The ATR decisions were simulated 
from the image truth to emulate a good, but not perfect, 
ATR.  The observed performance indicates the degree to 
which the IA benefited from the ATR assistance. 
Identification probabilities, expressed as ratios of IA 
performance to simulated ATR performance, show that 
ATR assistance had a modest effect on performance at all 
recognition levels beyond the basic detection task (Table 
1).  In short, the analysts received minimal benefits from 
the ATR, yielding performance that was only marginally 
better than the unassisted case.  In post-evaluation 
discussions, the analysts indicated that obvious false 
alarms and misidentifications by the ATR on a few chips 
quickly undermined its credibility. 
 

Table 1.  Identification performance: Ratio of IA 
Performance to the Simulated ATR Performance 

 Probability Ratio 
 Unassisted 

ATR 
Assisted 

ATR 
1. Detect 98% 101% 
2. Classify 57% 63% 
3. Recognize 8% 19% 
4. Identify 0% 17% 

 
4 Fusion Displays And Human Target 

Perception  
The user interface and the display of imagery is critical to 
successful performance of image exploitation tasks [8]. A 
set of simple experiments provide insight into the way 
analysts might interact with Automated Target 
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Recognition (ATR) tools and sensor fusion designed to 
assist the analyst in typical image exploitation tasks.  The 
experiment used a simple “target” and background to 
minimize effects that could be specific to an imaging 
modality, exploitation task, or military mission.  The 
targets were simple geometric shapes, while the 
background was formed from Gaussian noise with 
varying degrees of correlated clutter.  The experiment 
was designed to explore two issues: 

• Target Cueing: What is the effect of a simple 
target cueing capability on performance of a 
search task? 

• Data Fusion: For two co-registered images, what is 
the most effective way to present the data to 
theanalyst?  

 
For this search problem, a simple geometric figure 
represented the target (figure 2). In the actual experiment, 
the search target and the background were presented with 
noise, so that target detection was somewhat challenging.  
Figures 2 present the notional idea for the unassisted and 
assisted search.  The subject was asked to detect the 
target of interest by clicking on the target and supplying a 
confidence level (1-10) for each detection.  In one case, 
the image appeared with no additional information.  In 
the second case, a “simulated ATR” has cued the targets 
with a red circle.  However, the target cueing was not 
completely accurate. We simulated a detection rate of 
75% and a Poisson false alarm rate of about 3 per scene.  

 
AssistanceNo Assistance AssistanceNo Assistance

 
Figure 2. Notional Representation of the Unassisted and Assisted Search Tasks 

 
4.1 Design of the Experiment 
Each participant was presented with the sequence of 
images twice. In one presentation no assistance is 
provided, while in another presentation the target cueing 
is provided.  The analyst had the freedom to roam and 
zoom through the image.  When a target was found, the 
analyst needed to click on the target and provide a 
confidence rating.  Confidence ratings range from 1 
(might be a target) to 10 (certain it is a target). The 
experiment used 10 scenes, so each participant will 
actually looked at 20 images – 10 with assistance and the 
same 10 images without assistance.   
 
The presentation followed the counterbalanced design, 
described above, to control for learning effects. Let 
A1,…,A10 denote for the scenes with assistance and 
M1,…, M10 for the corresponding scenes exploited 
manually (no assistance).  Participants were split into two 
groups and the viewing sequences will different for each 
group. 
 
Group 1:  A1,…,A5, M6,…,M10,M1,…,M5,A6,…,A10 
Group 2:  M1,…,M5, A6,…,A10,A1,…,A5,M6,…,M10 

 
 
In the scenes where assistance is provided, i.e. target 
cues, a green circle will indicate the target. The green 
circle can be toggled off and on by clicking the “help” at 
the top on the GUI screen. 
 
To assess performance in the presence of fusion, a 
second synthetic image was generated that matched the 
first scene in terms of target locations. However, the 
noise and clutter in the second scene were statistically 
independent of the first scene. The intent is that each 
scene provides information about the same targets and 
the joint exploitation of the two images would lead to 
improved detection performance.  
 
Three methods of jointly displaying the two images were 
considered:�

1. Co-register the images and display them side by 
side – the analyst can roam and zoom through both 
scenes jointly (figure 3). 

2. Co-register the images, but provide a single view – 
the analyst can toggle between the two scenes, 
while roaming and zooming. The display is 
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essentially the same as for a single image, with the 
addition of the “toggle” button. 

3. “Fuse” the two scenes in a single color display.  In 
this case, one image was displayed in the red 
channel and one in the green channel.  The results 
color scene was displayed as a single image. 

 
The observed performance (figure 4) suggests that fusion 
can provide a benefit, but realizing these benefits will 
depend on the manner in which the information is 
portrayed.  For a single image source, the detection levels 
off below 60 percent, because the analysts are not able to 
discern subtle targets.  The major factor contributing to 

missed detections was low contrast between the target 
and the background, although target size also had some 
effect. In the fusion case, however, a target that was low 
contrast in one image was often more evident in the other 
image.  Both the toggle and side-by-side displays enabled 
the analyst to take advantage of the best information 
available from the two scenes. This synergy produced 
better detection performance. The color presentation, 
however, fails to convey this information to the analyst. 
In fact, performance with the fused color display from 
two images was worse than for a single image.  
 

 

 
Figure 3. The GUI for the Side-by-side Display 
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Figure 4. Empirical FROC Curves for Single Image and 

Fusion Using Different Displays 

 
The Free Response Operating Characteristic (FROC) 
model provides a method for quantifying the 
performance differences [9], [10], [11]. The FROC 
model generalizes the standard Receiver Operator 
Characteristic (ROC) model for two-alternative forced 
choice decisions to the search task in which multiple 
targets are present and multiple false alarms are possible.  
Estimation of the exponential FROC model  [11] 
produced the parameter estimates in table 2.  Small 
values of θ indicate good target-back separability.  The 
values of λ indicate the propensity for false alarms, with 
high values corresponding to higher false alarm rates.  
The estimated models appear in figure 5.   
 
The FROC models indicate the theoretical performance 
achievable at varying confidence levels, based on the 
observed performance. If confidence thresholds were 
reduced, high detection rates with a single image would 
only be possible with an enormous false alarm rate. 
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Because the estimates rest on standard statistical 
methods, formal inferences about relative performance 
are possible.  In this case, for example, standard 
hypothesis tests would confirm that performance for the 
toggle and side-by-side displays are statistically 
indistinguishable, but both are superior to the color 
display and to reliance on a single image.  
 

 
Table 2. Estimated Parameters for the FROC Models 

 theta (θθθθ) lamda (λλλλ)
Single Image 0.18 144.52 
Toggle 0.45 21.06 
False Color 0.71 37.07 
Side-by-side 0.42 26.82 

 
 
5 Color Fusion Revisited 
The initial findings from this experiment indicate that 
simple color renditions of the “fused” data sets may be of 
limited value.  This raises a concern, since many fusion 
systems rely on color-based visualization techniques to 
convey information to the user. Further investigation is 
exploring the relationship between the specific color 
visualization method used to display the fused 
information and the associated level of performance.  
The initial analysis shows that target salience can vary 
dramatically for different display techniques.  Figure 6, 
for example, shows one image chip displayed in three 
different ways.  The first is the simple color merging used 
in the evaluation described above.  Each of the two 
images was assigned to a single color channel for display.  
The second example uses a hue-saturation-intensity (HSI) 
transformation to accentuate the differences between the 
target and background.  The third example computes the 
relative contrast between a center point and a 
surrounding field, thereby enhancing contrast. While HSI 
shows the target with greater clarity in this cases, that is 
not true in general.  Further evaluations are underway to 
explore the effect of various color display methods on 
performance. 
 
6 Conclusions 
The successful application of ATR and sensor fusion 
technology will depend on the interaction between the 
technology and the user.  Focusing on the target detection 
task, this paper examined three critical areas: operator 
training, user perceptions of the system, and the nature of 
the display for image fusion.  The nature and level of 
user training will have a substantial effect on 
performance of assisted image exploitation tasks. User 
perceptions are a special challenge, since they can be 
influenced by a few examples that quickly sensitize the 
analysts. Finally, a set of preliminary experiments 

indicates that the nature of the display significantly 
affects performance of fusion-based exploitation. 
Although further investigation is warranted, the initial 
findings suggest that naïve color displays may be less 
effective in conveying the information obtainable from 
image fusion. Alternative color-based methods for 
visualizing the fused information are being explored.   
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Figure 5. Estimated FROC Models for Single Image and Fusion Using Different Displays 

 

 
Figure 6. Examples of the Fused Target Using Various Methods for Display 
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