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Abstract – This paper presents a new architecture for 
motion- and video-based event recognition using the 
fusion of multiple hidden Markov models (HMM) with a 
Bayesian belief network. We begin with a fifteen para-
meter structural model of the human body, where unique 
parameter groups and extracted gait variables define 
individual nodes of the network. Each node is character-
ized by a conditional probability mass function (PMF) in 
addition to evidence regarding its current state given a set 
of observations. The evidence for each state is virtual and 
derived from the conditional output probabilities of two 
HMMs; one represents a fundamental activity while the 
other defines a tracking failure event. This novel inte-
gration provides a means of recognizing a variety of 
activities in the presence of noise, occlusion, ambiguity, 
and entirely missing observations. We demonstrate the 
effectiveness of our approach on numerous multi-view 
video sequences of complex human motion. 

Keywords: human motion analysis, gait analysis, hidden 
Markov model, Bayesian network, event recognition 

1 Introduction 
Recognition for human motion analysis is applicable to 
several areas including gesture understanding, human-
computer interaction, and gait analysis. As one increases 
the levels of noise, ambiguity, and occlusion, however, the 
effectiveness of most recognition schemes rapidly de-
clines. To manage these complexities, many researchers 
attempt to improve the accuracy of the underlying models 
or fundamental methods used in feature tracking [1]. In 
contrast to these approaches, however, this paper focuses 
on a new architecture for motion-based recognition that is 
explicitly robust to occlusion and partial tracking failures. 
As recognition is typically context dependent, we concen-
trate on the field of gait analysis and briefly summarize 
previous efforts in this and related areas. For a more 
complete review, we refer the reader to [2]. 

1.1 Previous Work 
Motion modeling and recognition is a fairly new field of 
research, but one that has progressed very quickly with the 

influx of innovative and successful concepts from 
neighboring, tangential fields. Wren and Pentland [3] 
describe a method for tracking and understanding human 
motion using dynamic, contextual models. Haritaoglu et 
al. [4] introduce a single-view tracking and analysis sys-
tem for detecting and recognizing simple events and activi-
ties among multiple people. Ju et al. [5] introduce a 
parameterized model of articulated human motion based 
on a collection of planar patches. Bobick and Davis [6] 
introduce a novel representation for human motion based 
on temporal templates. For this task, the authors consider 
motion history and energy images, where the former is a 
binary map indicating the location of motion and the latter 
is a scalar map describing the timing of motion. Periodic 
modeling of human motion has also proven quite effective 
in detecting and recognizing gait, as has been demon-
strated, for instance, by the previous work of Cutler and 
Davis [7]. The framework presented in this research, 
however, is intended to be applicable, but not limited, to 
gait and quasi-periodic motions. As such, we consider an 
approach that is equally germane to many types of 
articulated and interacting activities and events. 
 Considerably more effective than classical techniques, 
hidden Markov models have shown great promise in 
human motion analysis. Some of the earliest work using 
HMMs for motion-based recognition is that of Yamato et 
al. [8]. Building on these early concepts, Bregler [9] 
presents a technique for human motion modeling and 
applies it to the recognition of gait patterns. Galata et al. 
[10] use variable-length Markov models to describe human 
behaviors that consist of both long- and short-term 
dependencies. Starner et al. [11] extend HMMs to include 
representations for gestures. Wilson and Bobick [12] 
suggest a modification to typical hidden Markov models 
that parameterizes the output probabilities of the states. 
 Despite their many promising aspects, though, HMMs 
have failed to fully capture the essence of human motion in 
a compact and effective way. Models of greater com-
plexity are required to better describe the interactions 
between multiple persons or even between the articulated 
components of the human body. Morris and Hogg [13], for 
instance, develop statistical models of object interaction 
using simple feature trajectories. The algorithm creates 
models of typical behavior and then seeks to detect 
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atypical deviations from them. Another early technique 
addressing interactions has been the use of coupled hidden 
Markov models. In [14], Brand et al. introduce the concept 
of coupled hidden Markov models, a technique that 
extends conventional recognition by introducing condit-
ional probabilities between the hidden state variables of 
multiple Markov models. The authors contend that, in 
addition to improvements in recognition accuracy for 
complex actions, coupled HMMs offer superior training 
speeds and robustness to initial conditions. Vogler et al. 
[15] present an alternative to modeling multiple interacting 
motions simultaneously using the concept of parallel 
hidden Markov models. 
 Coupled Markov and other such models often lack the 
sophistication to properly handle the issues of ambiguity, 
availability, and confidence that often accompany complex 
tracking and human motion analysis scenarios. Recently, 
Pavlović et al. [16] have discussed the use of switching 
linear dynamic systems (SLDS) as a subset of dynamic 
Bayesian networks and later as an improvement over 
traditional HMMs. The method provides an excellent 
improvement in temporal description, although each time-
slice does not truly leverage the descriptive, inferential 
power of a static Bayesian network. Dynamic Bayesian 
networks that explicitly apply time-varying inference have 
only recently been suggested for human motion analysis, 
and even then only in a very limited capacity for gait and 
full-body analysis. Hoey [17] presents a multi-level 
dynamic Bayesian network that learns the dynamics of 
facial expressions. Garg et al. [18] present a system for 
multi-modal speaker detection that uses the dynamic 
nature of the network to model temporal variations and the 
static nature to capture variable dependencies. 

1.2 Contribution 
In this paper we propose an improved configuration for 
human motion analysis that uses both the temporal 
conviction of hidden Markov models and the inferential 
structure of Bayesian networks. We construct a static 
Bayesian network for classifying basic events and 
activities, where each node [variable] of the network 
represents a group of body model parameters or specific 
gait variables. These nodes are connected in an innate and 
inferential fashion, leveraging the dependencies between 
certain parameter sets and gait variables. The evidence for 
an individual node is derived from the conditional output 
probabilities of two hidden Markov models; one is trained 
to detect a specific activity, while the other is designed to 
anticipate tracking failures. Each Markov model that is 
trained to recognize an activity does so using only 
observations local to its particular node within the 
network. For recognition, all Markov models as well as the 
Bayesian network, itself, are trained on the same activity, 
yielding a different Bayesian-Markov model, M, for each 
unique activity or event. 

 Our distributed configuration has all the benefits of 
coupled hidden Markov models. Compared with a single 
HMM, one notices a reduction in state-space complexity, 
an improved mechanism for characterizing interacting 
activities, and an ability to accurately model articulated 
components and events. However, the integration of 
multiple Markov models within a Bayesian belief network 
has other advantages as well. First, a Bayesian network is 
considerably more accurate and expressive than simplistic, 
probabilistic coupling and can capture causal as well as 
correlated dependencies. Second, a static network driven 
by Markov evidence is less complex than a complete 
dynamic Bayesian network that unnecessarily models time-
varying conditional dependencies between variables. 
Third, and most importantly, a Bayesian network provides 
a natural mechanism for handling missing or ambiguous 
observations while independent and coupled Markov 
models do not. This final consideration is critically 
important for human motion analysis, where severe 
occlusion is commonplace. Our method empowers 
intelligent classification despite the absence of one or 
more Markov models within the Bayesian network, 
perhaps due to the occlusion of an entire body part or 
region. 

2 Theory 
2.1 Tracking and Feature Extraction  
Activity recognition is founded upon a robust means of 
tracking and extracting a three-dimensional structural 
model of the human body. The mth [vector] parameter, 

,  15mp m N≤ = , of this body model is represented by an 
estimated mean position, ˆ [ ]m kσ , and noise covariance, 

[ ]m kΓ , at each frame, k. We illustrate the construct and 
coordinate system of the structural model in Figure 1. 
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Figure 1. Structural modeling of the human body with 
corresponding gait variables. 

 Tracking of the structural model is performed using a 
multi-camera surveillance system. Following the extraction 
of parameter trajectories is the creation of several motion-
based biometric features and gait variables. We represent 
these scalar features at the kth frame as [ ],  [0,7]i k iπ ∈ . 
The variables correspond to gait speed, 0[ ]kπ ; stride 
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length, 1[ ]kπ ; stance width, 2[ ]kπ ; stance times, 
{3,4,7}[ ]i ikπ ∈ ; arm swing, 5[ ]kπ ; and cadence 6[ ]kπ . For a 

detailed treatment of parameter modeling, tracking, and 
gait variable extraction, we refer the reader to [19]. 

2.2 Event Definition and Recognition 
For the purposes of this research, an event or activity is 
defined as a sequence of characteristic, time-varying 
motion patterns leading to a semantically meaningful 
occurrence. We refer to such events as fundamental 
activities, examples of which include walking, running, 
sitting down, and standing up. Specific examples of these 
activities are presented in §3. Any fundamental activity is 
also augmented by an auxiliary activity that interacts or 
interferes with the underlying recognition task. In 
particular, we introduce the concept of a tracking failure 
event as a means of precisely quantifying both the 
accuracy and confidence of our tracked structural model 
parameters. For a detailed discussion of tracking failure 
events, we refer the reader to [20]. 

2.3 Parts-Based Hidden Markov Modeling 
Fundamental activities are described by a set of HMMs, 

( ){ } 
, , ,  1l A B l Sλ ζ= ≤ ≤ . The lth model is characterized 

by a discrete alphabet size, M; some number of states, R; a 
state transition matrix, A; an observation symbol 
probability matrix, B; and an initial state distribution, ζ . 
Each model also necessitates an observation, 

 ( )1 2k T k T k− + − +=O o o o , (1) 

extracted over a sequence of T frames. The value of T 
remains fixed at AT  for auxiliary activities. Note that we 
omit the dependence of the HMM parameters and 
observations on l for the sake of notational simplicity. 
 Each model, 

 lλ , is supplemented by an auxiliary 
activity model, ( ) 

* * * *, ,l A Bλ ζ= , designed to describe 
tracking failures. At each frame, k, there exist observation 
vectors, ko , constructed uniquely for the lth hidden 
Markov model, auxiliary or otherwise. We summarize the 
variable parameters for each of 12S =  pairs of hidden 
Markov models in Table 1. Notice in the table that 
observations for 

 lλ  are based primarily on derivations of 
the estimated position vectors, 0

ˆ [ ]m m Nk ≤ ≤σ . Observations 
for 

 

*
lλ , however, consider spatio-temporally correlated 

measures based on noise covariance determinants, [ ]m kΓ . 
In particular, we have for each node 

 *
1 15[ ] [ ]k k k k= =   o o Γ Γ .  (2) 

The reader should also note that each auxiliary model, 
 

*
lλ , 

despite its broad observation base, is designed to only 
identify failures associated with the lth group of 
observation parameters. 
 Each activity model, 

 lλ , is fully ergodic due to the 
simplicity of the corresponding observation, ko , and state 

dimension, R. That is, where { }ijA a= , : 0ijij a∀ ≠ . In 
contrast, typical values of ko  and *R  for auxiliary activity 
models, 

 

*
lλ , are considerably more spatially complex, thus 

demanding a more constrained Markov topology. In 
particular, we have 

 * **
2 30,  ,  R Rija i j i= > < − , (3) 

where { }* *
ijA a= . This constraint allows for the 

progression of noise covariance changes from which the 
algorithm cannot recover. Sample HMM topologies are 
illustrated in Figure 2. 

Table 1. Hidden Markov model parameters. 

 lλ  
 

*
lλ  

l 
R M ko  *R  *M  ko  

1 5 16 [ ]0[ ]kπ  6 64 *
ko  

2 5 16 [ ]1[ ]kπ  6 64 *
ko  

3 6 24 [ ]2 6[ ] [ ]k kπ π  6 64 *
ko  

4 2 2 [ ]4[ ]kπ  6 64 *
ko  

5 2 2 [ ]3[ ]kπ  6 64 *
ko  

6 5 16 [ ]5[ ]kπ  6 64 *
ko  

7 6 24 [ ]5 1[ ] [ ]k kπ π  6 64 *
ko  

8 8 1024 [ ]1 7ˆ ˆ[ ] [ ]k k  6 64 *
ko  

9 7 512 [ ]8 10ˆ ˆ[ ] [ ]k k  6 64 *
ko  

10 7 512 [ ]9 11ˆ ˆ[ ] [ ]k k  6 64 *
ko  

11 7 512 [ ]12 14ˆ ˆ[ ] [ ]k k  6 64 *
ko  

12 7 512 [ ]13 15ˆ ˆ[ ] [ ]k k  6 64 *
ko   

 Generalizing the above theory to an arbitrary HMM, 
( ), ,A Bλ ζ= , with parameters R and M, we estimate the 

remaining statistical parameters using the Baum-Welch 
method [21]. Specifically, an optimal model is estimated 
according to 

 ( )ˆ arg max Pr |i

iλ
λ λ

 
=    

 
∏ O , (4) 

where ( )iO  is the ith observation training sequence. For the 
sake of brevity, we do not discuss the above calculation in 
detail, but instead refer the reader to [21]. 
 After training, one may test the likelihood that an 
observed sequence, O , was produced by λ . A greater 
likelihood implies a higher correlation between the 
observed sequence and those known to correspond with 
fundamental and auxiliary activities. A simple threshold, 
λ , placed on this probability is a sufficient test for 
detecting events. Thus, where a state sequence is denoted 
by ( )1 2k T k T kr r r− + − +=r , we have for 

 1A activity=  
and 

 0  A uknown activity=  

 [ ] [ ] [ ]   

1

0

Pr | Pr | , Pr |
A

A

λ λ λ λ>≡ ⋅ <∑
r

O O r r . (5) 
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The above output probability, hypothesized to correlate 
with various activities, is equally applicable to all Markov 
models and can be estimated using the well-known 
forward estimation procedure [21]. 

1 2 8

1 2 3

4 5 6

: : 0ijA ij a∀ ≠
 8 : 8,Rλ = 1024M =

* *: 0,  3,  2ijA a i j i= > < −
 

* *
8 : 6,Rλ = * 64M =

 
Figure 2. Various HMM topologies for fundamental and 
auxiliary activities. 

 As suggested by (5), one might consider a simple 
threshold, λ , for activity detection. We consider two such 
thresholds, 

 

*
lλ  and 

 

*
lλ , for tracking failure events effecting 

the structural parameters of the lth observation vector, ko . 
The low threshold, 

 

*
lλ , is the point at which one is 66% 

confident that a failure will occur in the lth observation 
vector within the next 4

AT  frames. A high threshold, 
  

* *
l lλ λ> , is the point at which one is 90% confident that a 

failure will occur within the next 4
AT  frames. Since we do 

not propose a self-correcting system, in the event that 
( )   

* *
1Pr , , |k T k l lλ λ− + ≥  o o  for some frame, k, we set 

 ( )  

*
10 : Pr , , | 1k T t k t lt λ− + + +∀ > ≡  o o . (6) 

This indicates that an uncorrectable failure has likely 
occurred at one or more variables within the observation 
vector for the lth activity model. 
 As the division of observations in Table 1 suggests, 
we now have a means of detecting a single activity using 
not just one Markov model, but a collection of S models. 
Each HMM is capable of recognizing a specific event with 
a limited degree of accuracy and is accompanied by an 
additional, specially designed model for detecting tracking 
failure events. We provide in the next section a means of 
integrating the S components for the formation of a unified 
recognition architecture. 

2.4 Bayesian Integration 
We introduce a static, Bayesian network, M , consisting 
of 1S +  nodes, 0 1, , , Sκ κ κ , for the recognition of an 
individual activity. There exists a single, convergent child 
node, 0κ , that represents the presence or absence of the 
fundamental activity; this node (or random variable), 0κ , 
is discrete and binary. The remaining S nodes of the 
Bayesian network exactly correspond to the S hidden 
Markov models that define the fundamental activity. Each 
non-root node of the network is also discrete, but consists 
of MR  states. We demonstrate the topology of the 
Bayesian network in Figure 3. 

 The network describes the PMF, [ ]0 1Pr , , , Sκ κ κ , by 
taking advantage of the conditional independencies that 
exist between many of the variables. For 12S = , we have 

 

[ ] [ ]
[ ] [ ]
[ ] [ ] [ ]

[ ] [ ] [ ]

0 12 0 1 10

7 9 12 2 11 12

3 11 12 6 9 10 4 12

12

5 11 1 8
8

Pr , , Pr | , ,

      Pr | , , Pr | ,

      Pr | , Pr | , Pr |

      Pr | Pr | Pr i
i

κ κ κ κ κ
κ κ κ κ κ κ
κ κ κ κ κ κ κ κ

κ κ κ κ κ
=

=

⋅ ⋅

⋅ ⋅ ⋅

⋅ ⋅ ⋅∏

. (7) 

To fully describe the Bayesian network, one must define 
each of the conditional and prior distributions outlined in 
(7). This is performed for every activity. 

8κ

9κ10κ

11κ12κ

7κ 6κ5κ

4κ

3κ

2κ

0κ 1κ

 
Figure 3. Static Bayesian network topology. 

 The operation of the Bayesian network is based upon 
a collection of evidence, { }lje=e , where lje  corresponds 
to evidence that the lth node of the network is in state 

,  1 Mj j R≤ ≤ . Given a trained Bayesian network, the 
likelihood that an activity has occurred is provided by 

 
[ ]
[ ]  

1

0

0

0

Pr 1 |
1

Pr 0 |

A

A

κ
κ

= >
<=

e
e

. (8) 

This may be calculated using 

 [ ] [ ] [ ]0 0 1
:1

1Pr | Pr , , , ,
Pr

l

S
l Sκ

κ κ κ κ
∀ ≤ ≤

= ∑e e
e

. (9) 

To derive the above probability, we first instantiate 
evidence at the available nodes and then use a belief 
propagation algorithm to update the evidence from e to e . 
This standard practice in Bayesian and causal networks 
uses the defining conditional probability mass functions 
within the network to pass, update, and calculate new 
evidence at each node. The procedure involves the passing 
of messages from parent to child nodes and vice versa, the 
details of which may be found in [22]. With a collection of 
updated evidence, e , the calculation in (9) becomes much 
less complicated. 
 Where [ ] 

Pr |M lj R λ′  = ⋅ O  and 
 

* *Pr |l lp λ=   O , we 
begin by constructing evidence for the jth state of the lth 
node in the Bayesian network according to 
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 ( ){ }
 

 

 

* *

1* * *

* *

1, ,  

1 1 ,  

0, ,  

l l

lj l l l

l l

j j p

e j j p p

j j p

λ

λ
λ

−

 ′= <
 ′= + − ⋅ − ≥
 ′≠ <

. (10) 

It should be clear from (10) that the evidence at each node 
is based on both the fundamental as well as the auxiliary 
activity HMM. The conditional output, [ ] 

Pr | lλO , is 
effectively quantized into MR  states, but is only loosely 
categorized based on *

lp . A low value of *
lp  allows a 

direct instantiation of evidence into a single state. A high 
value, though, creates virtual evidence that successfully 
captures our uncertainty in tracking accuracy. In the 
extreme scenario, in which * 1lp = , we have : 1ljlj e∀ = ; 
this is the condition for which there exists no useable 
evidence for the lth node. 

 
Figure 4. Tracking results for various activities. 

 After updating and calculating new evidence, we have 
e . This updated evidence captures information for each 
parent node of 0κ , thus allowing the inference, 

[ ] [ ]0 0Pr | Pr |κ κ→e e . Specifically, where S S′ <  is the 
number of parent nodes at 0κ , as indicated in Figure 3, we 
calculate an activity probability as 

 

[ ]
1

1 2

0 0 1
, , ,

1

11

Pr | Pr | , ,

                                     

S

S

M

l

j S j
j j j

RS

lj ln
nl

e e

κ κ κ κ
′

′

′

−′

==

 =  

   ⋅ ⋅  
   

∑

∑∏

e

, (11) 

where ljκ  is the event that node l is in state j. Here, we 
convert the updated evidence immediately prior to 
calculation so that [ ]0Pr |κ e  corresponds to a valid 
distribution. This will clearly be the case since 

 
1 2

1

, , , 11

1
M

l
S

RS

lj ln
j j j nl

e e
′

−′

==

   ⋅ ≡  
   

∑ ∑∏ , (12) 

where 1S ′ >  and 1 l Mj R≤ ≤ . Using the above equations 
one may easily calculate the likelihood of an event given 
some evidence, e. Due to the inferential nature of the 
network and the power of belief propagation, recognition 
is entirely possible using even an incomplete set of 
evidence. Furthermore, the incorporation of tracking 

failure detection, *
lp , at each node enables the use of 

virtual evidence. Such information supports an inherent 
uncertainty in the observation sequence, O, used for 
activity recognition. 
 With a collection of different activities, { } iM , the ith 
activity is identified from a finite sequence of frames as the 
one that satisfies (11) with the greatest probability. As was 
considered for an individual hidden Markov model, one 
might also contemplate an accuracy-maximizing threshold, 

 iM , for the ith activity’s BMM in order to distinguish 
between known and unknown events. Thus, for activity 
recognition we need 

 { }{ } 
 

1

0

( ) ( ) ( ) ( )
01 01Pr | max ,max Pr |

A
i i j j

i j
A

κ κ≥     <  e eM , (13) 

where ( )ie  refers to updated evidence within the ith BMM 
and ( )i

ljκ  is the event that node l of 
 iM  is in state j. 

3 Experimental Results 
We test the suggested contribution using multi-view video 
sequences captured in a home environment. We use a total 
of 180 minutes of derived 3-D data with a temporal 
sampling rate of 1

30 sect∆ = . Three fourths of the data is 
reserved for training and model construction while the 
remaining 25% is used for testing and analysis. The 
training data consists of a fairly equal distribution of 
walking, running, standing up, sitting down, and tracking 
failure events. The test data is based on these, as well as 
many other, arbitrary activities.  

Table 2. Tracking failure model thresholds. 

l 
 lλ  

 lλ  l 
 lλ  

 lλ  l 
 lλ  

 lλ  

1 0.56 0.82 5 0.70 0.86 9 0.69 0.83 

2 0.69 0.89 6 0.72 0.88 10 0.66 0.80 

3 0.68 0.81 7 0.68 0.81 11 0.71 0.87 

4 0.76 0.91 8 0.71 0.89 12 0.63 0.84  

 Presented in Figure 4 are frames extracted from a 
variety of video sequences showing the tracking of 
structural model parameters during each of the activities 
being modeled with our Bayesian-Markov design. Each 
sequence of frames shows only a particular view, as 
extracted from the multi-camera system. The first, second, 
third, and fourth rows illustrate walking, sitting down, 
standing up, and tracking failure events, respectively. We 
omit running from the figure, as it is comparable in 
appearance to walking, but with an increased velocity and 
zero double stance time. As suggested by the content of 
the aforementioned figure, the collected data is, as a rule, 
corrupted by severe occlusion and ambiguity, especially 
from the vantage point of a fully visible body model. That 
is, self-occlusion is typically significant, and sometimes 
prohibitively so, for tracking and recognition. 
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Figure 5. HMM performance for walking. A particular 
column presents the average output probability of the lth 
node plus or minus a single standard deviation. 

 Each Bayesian network is constructed such that 
10S ′ = , 10MR = , and 30AT = . For tracking failure 

events, Table 2 presents the low and high thresholds, 
 

*
lλ  

and 
 

*
lλ , for the 1 l S≤ ≤  nodes in an arbitrary Bayesian 

network. Testing indicates that tracking failures are fairly 
consistent across all fundamental activities, thus resulting 
in a single list for all Bayesian-Markov models. 
 In Figure 5, we outline the impact and effectiveness of 
each node in the Bayesian belief network on recognition 

accuracy, but only for walking events. For sequences in 
which (13) is the greatest for walking, we make note of the 
mean and standard deviation of the conditional output 
probability, [ ]Pr | λO , at each node. This measure is 
plotted as a vertical distribution in each column of Figure 
5. As discovered by the data, several nodes are 
consistently indicative of walking activities. Nodes 2, 11, 
and 12 are especially relevant, as each exhibits a high 
mean and low variance. It is interesting to note that these 
nodes correspond to measured stride length as well as the 
3-D parameter trajectories of the legs, the most obvious 
features for gait analysis. Less coherent variables include 
those associated with the upper body and limbs. 
 In Figure 6 we show sequences of frames known to 
correspond with specific activities, with each quadrant 
dedicated to a single event. An individual curve yields the 
probability, [ ]0Pr 1 |κ = e , as a function of time that a 
sequence of frames corresponds to a particular activity 
given that the sequence actually relates to a single ground 
truth event. Each plot shows this output for a unique 
ground truth event: walking, running, sitting down, and 
standing up. The sequence of frames used to create the 
measurements in Figure 6 extends from the first frame in 
each plot to the current frame, k, for any given sample 
point. The final classification decision for a sequence of 
frames is based on the probability measured at the final 
frame. Each plot below shows a correct activity labeling. 
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Figure 6. Activity recognition performance. The upper left, upper right, lower left, and lower right plots correspond to 
ground truth frames for walking, running, sitting down, and standing up, respectively.  
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 The confusion matrices in Tables 3 and 4 identify 
specific error modes associated with recognition for both 
the Bayesian-Markov and coupled hidden Markov models. 
Each row presents the estimated activity for a sequence of 
frames, while each column specifies the actual class-
ification based on annotated ground truth. The numbers in 
each cell indicate the total number of frames in that 
particular category. A perfect recognition scheme yields a 
diagonal matrix. For instance, in the first row of Table 3 
we see that given a classification of walking, the actual 
activity being performed is walking 92.85% of the time, 
running 4.31% of the time, standing up 0.15% of the time, 
and some unknown activity 2.69% of the time. Since every 
sequence of frames must be classified as one of the five 
events, each row of percentages must add to exactly 100%. 
 A thorough evaluation of the experimental results 
identifies a number of trends. First, as published in Figure 
5, most of the variation in the BMM during periods of 
walking is due to those nodes associated with the upper 
body and arms. Nodes 6, 9, and 10 are especially variable 
and therefore of less utility for recognition. This is an 
expected result, however, as walking is often, but not 
always partially independent of upper body and limb 
motion. When extended to activities other than running 
and walking, the outcome in Figure 5 tends to favor a 
lower variance and higher mean at node 8. 

Table 3. Recognition confusion matrix for the Bayesian-
Markov model. Each row represents an estimated event; 
each column identifies the corresponding ground truth. 

BMM 

79.5% 
Walking Running 

Sitting 

Down 

Standing 

Up 
Other 

Walking 
17223 

92.85% 

799 

4.31% 

0 

0.00% 

28 

0.15% 

499 

2.69% 

Running 
353 

3.67% 

8681 

90.36% 

0 

0.00% 

0 

0.00% 

573 

5.97% 

Sitting 

Down 

104 

3.22% 

61 

1.89% 

2662 

82.17% 

30 

0.93% 

383 

11.79% 

Standing 

Up 

66 

2.40% 

85 

3.10% 

27 

0.97% 

2297 

83.40% 

279 

10.13% 

Other 
2399 

5.12% 

1911 

4.08% 

3917 

8.36% 

5135 

10.96% 

33488 

71.48%  

 Second, in Figure 6 we see that for walking and 
running events, longer sequences of frames are required 
for accurate identification. Sitting down is often initially 
confused with walking and running, but is correctly 
classified using a longer observation sequence. Finally, in 
Tables 3 and 4 we see that a generalized coupled HMM, 
which itself is superior to a single HMM, proves less 
accurate and reliable than the suggested Bayesian-Markov 
model for recognition in the presence of severe occlusion. 
Using a BMM has the distinct advantage of being able to 
successfully handle occluded, ambiguous, or missing 
observations. A coupled HMM presents no such capability 
and, thus, yields noticeably lower accuracy. The accuracy 

across all events for the BMM is 79.5% while that for the 
CHMM is only 65.9%. The lower percentages are due in 
part to the ambiguity of classifying unknown events 
according to (13), without an explicit activity model. The 
majority of error, however, is a direct consequence of the 
severe occlusion present in the input data. The Bayesian 
network compensates for this with virtual evidence derived 
from tracking failure detection. 

Table 4. Recognition confusion matrix for the coupled 
hidden Markov model. 

CHMM 

65.9% 
Walking Running 

Sitting 

Down 

Standing 

Up 
Other 

Walking 
11409 

78.74% 

1296 

8.94% 

30 

0.21% 

32 

0.22% 

1722 

11.88% 

Running 
511 

5.17% 

7507 

75.96% 

0 

0.00% 

0 

0.00% 

1865 

18.87% 

Sitting 

Down 

261 

7.67% 

125 

3.67% 

2150 

63.16% 

29 

0.85% 

839 

24.65% 

Standing 

Up 

312 

9.64% 

209 

6.46% 

36 

1.11% 

2096 

64.79% 

582 

17.99% 

Other 
7652 

15.31% 

2400 

4.80% 

4390 

8.78% 

5333 

10.67% 

30214 

60.44%  

4 Conclusions 
This research introduces a new and effective architecture 
for human motion recognition that integrates the 
temporally descriptive abilities of a hidden Markov model 
with the inferential power of a Bayesian belief network. 
We use a collection of hidden Markov models for 
simultaneous activity recognition, where each HMM 
focuses on only a unique observation, parameter group, or 
gait variable. We incorporate this robust, distributed 
recognition scheme as evidence for each node of an 
activity-specific Bayesian network. The conditional output 
probability of a node’s fundamental activity HMM is 
quantized into discrete evidence while the same metric for 
a node’s failure HMM is used to derive an underlying 
distribution of uncertainty. This technique has all the 
advantages of coupled HMMs, but with a demonstrated 
increase in robustness to occlusion, ambiguity, and entirely 
missing observations. Using multi-view video sequences of 
complex human motion, we show an ability to accurately 
recognize various activities such as walking, running, 
sitting down, and standing up. 
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