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Abstract - Standard techniques for data fusion are
quantitative in character.  Numerical methods, however,
are not always suitable for data that are not numerical but
rather qualitative and/or relational in character.  In Russia
Professor Victor K. Finn has developed an approach to
data fusion in qualitative contexts that he calls “the JSM
Method of Hypothesis Generation.”  This report is a brief
survey of Finn’s approach.
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1 Introduction

Well-known techniques for data fusion typically involve the
application of methods—statistical analysis and inference,
Bayesian methods, and the like—that are quantitative and
numerical at heart.  Not all information, however, is
natively numerical.  When information derives, for
example, from reports given in natural language, either
written or oral, it is often given in non-numerical terms.
Rather than containing or embodying quantities, such
information involves only qualitative assessments.  In order
for standard numerical methods to apply to such
information, the information must first be converted into
some sort of numerical representation.  At bottom, for
example, the application of fuzzy set theory to handle
qualitative information typically employs some technique
(or perhaps a black art) for representing qualitative
information in quantitative terms.  The same could be said
also of the use of non-parametric statistics.

But in fact, most conversions of qualitative information into
quantitative information at best presuppose answers to a
variety of prior questions and at worst are little more than
arbitrary assignments of numbers to qualities.  An example
of a technique that lies midway between the best and worst
cases is the familiar technique of assigning ratings based on
questionnaires with multiple-choice entries such as
“always,” “usually,” “sometimes,” “usually not,” and
“never.”

For approximately twenty years in the former Soviet Union
and the present Russian Federation, the research team of
Professor Victor Konstantinovich Finn has been elaborating
and implementing a novel approach to problems of
automating non-deductive reasoning (also known as
plausible inference) that has proved itself in practice to be
extremely powerful.  Moreover, Finn’s approach is
fundamentally a qualitative one that bases itself upon
mathematical logic (also known as “semeiotic methods”)
rather than numerical methods.  It also provides techniques
for certain types of data fusion.  Unfortunately, outside of
Russia knowledge of  Finn’s approach is extremely rare.
This report is an attempt to disseminate knowledge of
Finn’s work in the West.

2 The JSM Method

Finn's work depends upon a long logico-philosophical
tradition in the theory of inquiry, experiment, and plausible
reasoning.  The major thinkers in this tradition to which
Finn refers are Francis Bacon, John Stuart Mill, Charles
Sanders Peirce, and Karl R. Popper.  What Finn finds in
these thinkers are patterns of non-deductive inference that
can be used to generate hypotheses about complex sets of
data.  The resultant inferred hypotheses are the fused data.
Thus, in the present context data fusion is the process of
reaching such hypotheses on the basis of raw input data.

The American logician Charles S. Peirce (1839–1914)
coined the word “semeiotic” to designate logico-linguistic
topics.  He distinguished at least three types of non-
deductive inference.  Induction was basically statistical
inference, inference from sample to population (by means
of the so-called “straight rule”).  Abduction was inference to
an explanatory theory or an explaining cause.  Analogy was
argument from one thing or group of things to another that
is based on similarity between the two things or groups.
Any general account of non-deductive inference must
certainly provide an account of all three forms: induction,
abduction, and analogy.



Finn’s most recent work argues that his fundamental
technique is a synthesis of all three forms of plausible
inference.  Finn calls his technique the “JSM Method of
Automatic Generation of Hypotheses” in honor of the
English thinker John Stuart Mill.  Its basic process has two
stages, a stage at which hypotheses are generated (brought
forth, adduced) and a stage at which hypotheses are either
accepted or not accepted.  The context in which Finn's
approach is applied is reasoning concerning causes and
effects of various phenomena.

More exactly, the JSM Method operates after the fashion of
ideas that were conceived initially by Francis Bacon in the
sixteenth century and were developed extensively by John
Stuart Mill in the nineteenth century.  The methods of
causal reasoning elaborated by Mill are known as “Mill's
Methods of Causal Reasoning.”  These methods include the
Method of Agreement (in three variations: the Direct
Method of Agreement, the Inverse Method of Agreement,
and the Double Method of Agreement), the Method of
Difference, the Joint Method of Agreement and Difference,
the Method of Residues, and the Method of Concomitant
Variation.

Only one of these “Mill’s Methods” is immediately relevant
to the work Finn has completely implemented so far: the
Direct Method of Agreement.  In the Direct Method of
Agreement, an effect e is identified and we are searching
for a cause c of this effect.  In order to find c we first list all
the situations we know in which e is present and then look
for the maximal factor c that is present in these situations. If
such a maximal factor c is found, then the relation found so
far between e and c is that if e then c.  Hence, a candidate c
for being a causal condition of a given effect e is found (in
the sense of being a necessary condition for e).

Finn’s approach is to generalize this simple idea of Mill.  At
any given stage of constructing causal hypotheses, that is to
say, the crucial task is to construct the maximal factor that
is present whenever the effect e being investigated (which
might be either the existence or the non-existence of some
set of properties) is present.

In order to explicate Finn’s thinking, let us begin with the
basic semeiotic idea of a “formal language.”  A formal
language consists of a set of symbols (the “vocabulary” of
the language), together with rules of formation for
constructing the “well-formed formulas” (the wfs of the
language).  The wfs of a language represent the
propositions or sentences of the language.

A formal language may be a purely “propositional”
language.  Propositional languages are the simplest sorts of
formal languages.   Such languages are able to express only
whole propositions and the ways in which whole
propositions are connected with one another in order to
produce other whole propositions.  A formal language may
be a “quantificational” or “predicational” language (also

known as a “predicate” language).  Such languages are able
to express the ways that the parts of individual propositions
are connected with each other in order to express claims
that entities have properties and interrelationships.
Predicational languages may have very sophisticated
powers of expression.  Indeed, complicated formal
languages have been used to express the general structure
of many subject domains.  The languages that Finn uses to
express the subject domains concerning which hypothesis
generation is accomplished are predicational languages, not
merely propositional languages.

The signs and the formulas of formal languages are to be
regarded as existing quite independently of any logical
“meanings” or “values” whatsoever that these signs or
sequences of signs might have or might be given.  They are,
as such, uninterpreted.  The discussion of languages and
their structures, independently of logical “meanings” or
“values,” is known as logical “syntax.”  Syntax is
contrasted with logical “semantics,” which does attend to
logical “interpretations,” “meanings,” or “values.”

Even though logic begins with a language in which
inference is accomplished, there also needs to be a second
language in which to refer to elements of the first language
and in which perhaps to prove theorems related to the
structure of this first language.  Such a second language
was called a “metalanguage” by the Polish logician Alfred
Tarski, and theorems about the structure of the first
language he called “metatheorems.”

The Russian logician Dmitri Bochvar, who was Finn's
teacher, discovered a way of making metastatements about
a language L with statements in a larger language L′ that
itself contains L.  The construction is a clever technical
device.  Bochvar referred to the first language as the
“internal” language, and he referred to what serves as the
metalanguage as the “external” language.  This usage of
Bochvar is retained by Finn. For those not overly concerned
with technical details, the idea is simply that “internal
language” is in effect the object language, and the “external
language” is in effect the metalanguage for the object
language.

When they are supplemented with what is called an
“inferential structure,” formal languages become what are
called “formal theories,” or simply “theories.”  An
inferential structure is a set of what are called “axioms” and
a set of what are called “rules of inference.”  Hence, a
theory consists of a language, a set of axioms, and a set of
rules of inference.  Axioms are intended to express the most
basic truths about the subject domain that a formal language
is designed to represent.  Rules of inference typically have
the job of allowing transitions to be made from the basic
truths of a theory to other truths, which are typically called
“theorems” of the theory.  Even after a suitable language is
chosen for a subject domain, the subject domain might still



be represented in various ways, depending on various
choices of axioms and rules of inference for the language.

One of the most distinctive features of Finn’s approach is
that he uses rules of inference in certain theory-like
constructions—which he calls “quasiaxiomatic theories”—
to express non-deductive inferences.  In particular, his rules
express (certain forms of) inference to causes and (certain
kinds of) inferences by analogy.

Let us now turn to the topic of formal “semantics,” that is to
say, the topic of assigning “interpretations,”  “meanings,”
or logical “valuations” to propositions of a logical
language.

The most basic idea of a “meaning” in logic is the idea of
what is called a “truth value.”  In two-valued logic, the truth
values are the truth value T and the truth value F, or the “set
of truth values {T, F}.”  Here we regard every proposition
as having the one or the other (but not both) of these two
truth values.  Also, in two-valued logic we speak of a truth-
determination of a proposition as being an assignment to
that proposition of a member of the set {T, F}.  Thus, we
represent the fact that each proposition of a propositional
language has one of the two truth-values T and F by the
existence of a function from the set of all propositions of
the language to the set {T, F}.  We may call such a function
a “truth-determination function” or an “interpretation
function” or a “valuation function.”

It is, however, often desirable to have more than two truth
values and a valuation function whose values are other than
(merely) T and F.   A logical semantics with such values is
the basis for what is called a “many-valued logic.”  For
example the set of truth values might be {T, F, I}, where
“I” is the “indeterminate truth value.”   This set could also
be represented as {1, -1, 0} or as {0, ½, 1} or in some other
way.  Valuations need not be understood as designating
some or other degree of truth; they might, for example, be
understood to represent degrees of confidence in (the truth
of) a proposition.  A similar usage may occur, for example,
when probabilities are assigned to propositions.  Such
valuation functions as probabilities are infinite-valued;
indeed, in this case the values are the range of real numbers
between 0 and 1, so that the logic is uncountably infinite
valued.  In case there are some truth values other than T,
some of them may represent rather close approximations to
truth; we may speak of the union of the set of these and {T}
as being the “distinguished (or: designated) truth values.”
The union of {F} and the truth values that do not represent
close approximations to truth we may call the “non-
distinguished (or: non-designated) truth values.”

Finn has employed various multi-valued logical
arrangements to represent certain factors in the process of
constructing hypotheses.  A typical arrangement he has
used, for example, is a set of truth values, in which there
two external truth values T and F, and a countably infinite

set of internal truth values of four types, namely +1, -1, 0,
and τ.  The value-type +1 is used to represent “factual
truth,” −1 is used to represent “factual falsity,” 0 is used to
represent “factual conflictedness,” and τ is used to represent
indefiniteness.  In Finn’s theories the “external” truth
values T and F are used strictly for what is in effect
metalogical appraisals. The truth value types  +1, −1,  and 0
(and +½ and −½, if they are used) are said to be the definite
truth value types or the truth value types of definiteness; τ
is said to be the indefinite truth value type or the truth value
type of indefiniteness.

With such an arrangement Finn represents information
gaps.  The truth value type τ is assigned to a proposition
when there is no knowledge whether the proposition is true
or false.  And the truth value type 0 is assigned to a
proposition for which there is both evidence that it is true
and evidence that it is false.

Finn’s basic procedure begins from a database with
incomplete information, which, as we saw, is represented
by assigning the truth value type τ to a proposition.  Then,
evidence is search-for that may enable plausible hypotheses
to be generated.  Such evidence is used to fill in the missing
information with “good guesses.”  If positive evidence is
found and no negative evidence is found, then the truth
value type 1 is assigned.  If negative evidence is found and
no positive evidence is found, then the truth value type –1 is
assigned.  If both positive and negative information is
found, then the truth value type 0 is assigned.  If neither
positive nor negative evidence is found, then the truth value
type is left as τ.  In general the process results in the
diminution of cases in which the value τ is assigned.

Let us turn briefly to the notion of a  “quasiaxiomatic
theory” (QAT).  A QAT is like an axiomatic theory in that
it consists of language, axioms, and rules of inference.  But,
rather than consisting of just a single language, it consists at
a minimum of an “internal language” and an “external
language.”  Recall that the internal language is the language
for expressing the structure of the subject domain and that
the external language expresses the semantics for the
internal language.

The axioms of a quasiaxiomatic theory are stratified.  One
subset of the axioms is called the “knowledge base.”  It  in
turn consists of axioms of two sorts, “core axioms” and
“specific axioms.”  Core axioms contain the basic axioms
that apply to all quasiaxiomatic theories.  Specific axioms
encode the general structure of the subject domain under
examination and will vary from subject domain to subject
domain.  Each quasiaxiomatic theory must be “fine-tuned”
to the subject domain it is designed for.  Moreover, the
specific axioms do not contain any empirical data about any
of the particular objects of the domain other than their most
general structure.  Rather, the empirical data about
individual objects of the subject domain is contained in



another subset of the axioms, which is called the
“database.”

The database contains empirical information about the
particular objects of the subject domain.  For any object and
any basic property the database contains either the
information that the object has the property, the information
that the object does not have the property, or no information
at all.  In the first event the proposition that the object has
the property is assigned the truth value type of +1; in the
second event it is assigned the truth value type −1; and in
the third event it is assigned the truth value type τ.  (In the
initial database there are no assignments representing
conflicting information.)  The initial set of all +1 and −1
propositions is sometimes called the “training set” or
“training sample” of the initial database, in accord with the
vocabulary generally used in the theory of machine
learning.

The rules of inference of a quasiaxiomatic theory divide
into rules of reliable (that is, deductive) inference (RRI’s)
and rules of  plausible (that is, non-deductive) inference
(RPI’s).  Rules of reliable inference specify how complex
properties relate to elementary ones.  (A typical
arrangement is that a “property” is understood simply as a
subset of some given set of basic “attributes.”)  Rules of
plausible inference are rules of two types, the first (RPI-1)
specifying how causal propositions (causal hypotheses) are
to be inferred from propositions about the properties of
objects, and the second (RPI-2) specifying how predictions
about previously-unknown properties of objects are to be
inferred from causal propositions.  These rules will be given
only scant further elaboration here.

What is important to note about the RPI’s is that they may
be formulated in various ways, depending on the underlying
criteria that are used for identifying causes, that is to say (in
effect) which of the group of Mill’s various methods are
being formulated in the RPI’s.  In theory, any subset of the
whole class of Mill’s methods could be used.  In practice,
however, the use of many of Mill’s methods simultaneously
quickly drives us into computational intractability, and the
usual approach is to use only the direct method of
agreement together with a condition called “prohibition of
counterexamples.”

Although the topic of quasiaxiomatic theories is important
to Finn’s thinking, no further discussion of them will be
given here.  In fact, as it turns out, there are ways of
formulating the JSM Method that do not use quasiaxiomatic
theories, as Finn’s colleagues have shown.  For this reason,
the notion of a quasiaxiomatic theory (QAT) should not be
conflated with the  JSM-Method of Automatic Generation
of Hypotheses”  (the JSM-MAGH) itself.  The two ideas
are distinct and should be kept separate.  A QAT is a logical
structure for representing knowledge about a subject
domain.  The JSM-Method is a method for constructing
hypotheses.

To employ the JSM Method, we must begin with some
subject domain.  This subject domain will contain entities
of some more or less uniform sort.  (Perhaps these are all
chemical compounds, perhaps they are all persons, etc.)
The subject domain will also include various properties that
the entities may or may not have.  We may call a
specification of the entities of the subject domain and of the
properties that are of interest to us an “ontology” for the
subject domain.  An ontology for the domain naturally
involves a representation of the composition of the entities
of the domain.

In addition to including the entities and the relevant
properties of the subject domain, creating a suitable
ontology may be accomplished in various ways.  Indeed,
the design of a suitable descriptive and identifying system
of representation for the entities of a particular subject
domain might involve a great deal of creativity.  The goal
of an ontology is a system of representation such that there
is a one-to-one correspondence between descriptions and
entities: every entity has a unique descriptive or specifying
representation in the system.  One way, for example, in
which the composition of an entity might be specified is to
stipulate that each entity of the subject domain is to be
understood as a set of “elements” or elementary building
blocks.  If, ahead of time, we are given the entire set E of
“elements,” then an entity is understood as being a
particular subset of E.  Another way that the composition of
an entity might be given is as a vector or “tuple” whose
components are entries of +1 (for a property known to be
present), −1 (for a property known to be absent), or τ (for
lack of knowledge whether a property is present or absent).

Ignoring the difference, therefore, between an entity and its
unique representation, we can introduce the neutral word
“object.”  As an object we may consider either an entity as
uniquely represented in the ontology, or else the
representation itself of this entity.  We can also introduce
the word “subobject,” which means either some proper part
of an entity or else (if one prefers) a fragment of the total
representation of the entity.

Thus, the entities of the subject domain are expressed in
terms of an ontology of  “objects” and their “subobjects.”
An example of objects might be chemical compounds, and
an example of subobjects might be certain parts of chemical
compounds, such as covalent bonds, benzine rings, (OH)−

radicals, and the like.  The language of representation might
be some more or less standard form of representation of
chemical compounds, such as three-dimensional chemical
diagrams (graphs), the representations of Chemical Markup
Language, or the like.  A typical way Finn represents
chemical compounds is as a set of “pharmacophors,” which
are standard structural chemical features that have been
found by chemists and pharmacologists to be associated
with varieties of pharmacological activity.



There is one feature of any ontology of a subject domain,
however, that is absolutely crucial if the JSM Method is to
be applied to the domain.  Finn expresses this necessary
feature by saying that the ontology must admit the
definition of an “operation of similarity.”  This means that
the ontology is expressible in terms of a semi-lattice.  This
crucial idea will not be explained in any detail here, but it is
necessary in order to define the rules of plausible inference.
Finn, in formulating this requirement, is implementing the
idea that, in Mill’s direct method of agreement, the
candidate for being a cause is the maximal set of features
that are common to all the cases in which a given effect is
present.  This maximal set of features in Mill’s work is
expressed in the idea of the meet operation of a downward
semi-lattice.

As Finn uses the words, “a similarity” of a set of various
objects means a subobject that all the objects of the set have
in common.  Finn’s “operation of similarity” is an operation
that, when applied to any finite collection of objects,
produces the maximal subobject that all the objects of the
set have in common.  That is to say, the operation of
similarity produces the maximal similarity of the objects in
the collection.  (Finn has an additional distinction between a
“local” and a “global” similarity that here is skirted over.)

The point of insisting on an operation of similarity is
simple: in order to construct a candidate for the cause of a
given property (more generally: of a given set of properties)
in an object, we consider the collection of all the objects
that do have this property (or: this set of properties), and we
find their maximal similarity (that is, the maximal subobject
that all these objects have).  This maximal similarity is a
good candidate for being a cause of the presence of the
property in an object.  For example, if in all chemical
compounds (the objects) that are basic (the property under
investigation), we find that there is an (OH)− radical (a
similarity) and that there is nothing further that all these
objects have in common (the similarity is maximal), then
having an (OH)− radical is a good candidate for being a
cause of being basic.  (Finn’s actual rules also require that
having an (OH)− radical not be common to all the objects
that are not basic in order that having an (OH)− radical be a
good candidate for being a cause of being basic; but this
point can be left ignored in the present context.)

To repeat what was said about the first stage of the JSM
Method: the first, inductive, sort of step generates
hypotheses about causes, while the second, analogical, sort
of step generates hypotheses about possessed properties.
The rules for the two kinds of hypothesis generation are
said to be rules of plausible inference of the first sort (RPI-
1) and rules of plausible inference of the second sort (RPI-
2), respectively.  Here we leave the rules of the first and
second sorts unspecified.  The fundamental idea is that at
the completion of each step of application of the JSM
Method to a subject domain we have a particular (perhaps
new) state of knowledge about the domain.  Each state of

knowledge divides into knowledge about the properties
possessed by objects—let us call it Γ knowledge—and
knowledge about the causal relations of subobjects to sets
of properties—let us call it ∆ knowledge.

The fundamental idea of the first stage of the JSM Method
is to use Γ knowledge at one step to hypothesize as to ∆
knowledge at the next step, and then to use the ∆
knowledge at this step to hypothesize as to Γ knowledge at
the still next step.  The process zigzags from Γ to ∆ and
back again to Γ, over and over until stabilization is
achieved.

We begin the whole process with some initial database or
base of facts about the subject domain.  Each determinate
fact in this initial base says that some particular object
possesses some particular property or that some particular
object does not possess some particular property.  There
will also be what we might call “indeterminate facts,” or
(more precisely) facts about the indeterminacy of facts.
These “quasi-facts,” as we might also call them, express the
incomplete information with which the process begins.  In
the ontology for the subject domain, there will of course be
many objects and many properties.  In some cases we do
not know whether a particular object possesses a particular
property, so we have incomplete information.  Let us
consider every possible pair of the form 〈object, property〉.
Then, to any such pair we assign the truth value type 1 if
the object is known to have the property, −1 if the object is
known not to have the property, and τ if it is not known
whether the object has or does not have the property.  Thus,
such an assignment constitutes our initial database.  The
initial database will contain no assignments of 0 (for
contradictoriness, or conflictedness); so it contains no overt
information about conflictedness of properties in objects,
although it may covertly (that is, by implication) contain
information which might lead us to hypothesize such at a
later point.

Also, the initial database contains no overt information
about the causes of the presence or absence of properties in
objects, although by virtue of containing information about
the properties of objects (and because our ontology contains
information about the subobjects of objects), the initial
database may covertly (that is, by implication) contain
causal information.  We may represent the fact that the
initial database contains no overt causal information as
follows.  Let us consider every possible pair of the form
〈subobject, set of properties〉.  Let us agree to the following:
to any such pair we assign the truth value type 1 if the
subobject is known to be a cause of the presence of the set
of properties in an object, −1 if the subobject is known to be
a cause of the absence of the set of properties in an object,
and τ if it is not known whether the subobject is or is not a
cause of the set of properties in an object.  Since we are
assuming that the initial database contains no overt causal



information, all such pairs will end up being assigned the
value type τ in the initial database.

It is at this point that Finn’s four types of (internal) truth
values are related to the countably infinite set of (internal)
truth values themselves.  A truth value in Finn’s sense is an
ordered pair <ν, n>, where ν is one of the types of truth
values: 1, -1, 0, and τ, and where n is a non-negative
integer.  This non-negative integer is a representative of the
step of the application of rules of plausible inference of sort
1 or sort 2 at which a type of truth value is assigned to a
proposition.  Hence, what it means for a proposition to have
the truth value <ν, n> is simply for that proposition to be
assigned the truth value ν at step n of application of the
rules (of either sort).  Propositions together with truth
values whose second entry is 0 are simply the facts of the
initial database S0 (more specifically of Γ0).  Propositions
together with truth values whose second entry is an integer
greater than 0 are hypotheses that are generated as
conclusions of the rules of plausible inference at some step.

Now that we have discussed the first stage (hypothesis-
adducing) of the JSM Method, we are now ready to discuss
its second stage (hypothesis-testing and acceptance or
rejection).  When stabilization is reached at the end of the
first stage, a test is performed to check on the explanatory
adequacy of the sets of formed hypotheses.  This test is
based on what Finn calls the “Axiom of Causal
Completeness” (ACC).

The ACC test is simple.  After stabilization we look at all
the facts in the training sample of the initial database, that is
at all the pairs of the form 〈object, property〉 such that they
initially had assigned to them the truth value type +1 or the
truth value type −1.  After stabilization each such fact
should be “explained” by a relevant hypothesis.  What it
means for (such) a fact to be explained is the following.  If
the fact has the truth value type +1, then there must be some
hypothesis that causally connects one of the subobjects of
the relevant object to the presence of the property.  If the
fact has the truth value type −1, then there must be some
hypothesis that causally connects one of the subobjects of
the relevant object to the absence of the property.  The ACC
test is passed if and only if every fact in the initial database
is thus explained.  The test can be made more exacting by
requiring not only that the facts of the initial database be
explained by a relevant causal hypothesis but also that the
generated predictions about the properties of objects be so
explained.  This more demanding form of ACC seems to be
favored in Finn’s recent work.

If the ACC test is passed, then the hypotheses are accepted
for sufficient reason; if the ACC test is not passed, then the
hypotheses are either rejected or else they are accepted for
insufficient reason.  If the hypotheses are rejected, then this
fact may signal that the “training sample” of facts in the
original database was too small or was otherwise
insufficient.  In this case, the original database needs to be

either expanded or replaced before the JSM Method can
yield useful resultant hypotheses.

It has been demonstrated repeatedly, however, that when
the initial database is reasonably fertile, even if it be small,
the JSM Method can yield powerful and useful results that
can be “accepted for sufficient reason.”

3 Conclusion

The JSM Method represents genuine progress.  It has, just
to take one example, a facility for handling data that is
qualitative rather than numerical in a way different from,
and often superior to, statistical methods.  It seems to be
quite superior to statistical methods in connection with
qualitative data that are not easily or naturally put into
numerical form, and it can produce useful results on
databases that contain only small amounts of information.
In its techniques for classifying objects, and by implication
for forming concepts, it is a useful supplement to statistical
methods of cluster analysis, which require the invention of
a metric for data that are already numerical in form.

Moreover, the JSM Method of Automatic Generation of
Hypotheses is a straightforward, well-motivated set of
techniques whose rationale is obvious and whose range of
applicability is wide.  Additionally, it can be readily
formulated in terms other than those of a quasiaxiomatic
theory.  Moreover, its basic ideas are not very difficult to
implement computationally.

The JSM Method points to an avenue of approach to data
fusion that can lead along many different particular paths,
all united by the fact that methods of mathematical logic are
crucial in them.  It is a method that has been continually
ongoing and changing in the hands of Finn and his
colleagues.

Perhaps the most difficult thing to accomplish in applying
and computerizing the JSM Method is to find a suitable
ontology for the subject domain in such a way that the
relevant rules of non-deductive inference can be formulated
for it.  In general, this task must be done “by hand tailoring”
or “fine-tuning” the JSM Method to each separate subject
domain.


