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Abstract – The main goal of our work is to have a robot
navigating in unknown and not specially structured
environments, and performing delivery like tasks. This
robot has both unreliable sonar and infrared sensors. To
cope with unreliability a sensor fusion method is needed.
The main problem when applying classical fusion
methods is that there is no a priori model of the
environment, just because the robot first carries on a map
building process. There exist some simple methods for
sensor fusion but, as we show, they do not address all the
specific issues of our desired robot task. This way, we use
neural networks for such fusion, and so we obtain more
reliable data. We discuss some important points related
to the training procedure of neural networks and the
results we obtained.

Keywords: Sensor fusion, neural networks, mobile
robots, map building.

1 Introduction

A mobile robot collects information about its environment
through external sensors. This is combined with the
information provided by internal sensors and both of them
are utilised to do navigation tasks. External sensors used
in mobile robots are ultrasonic, infrared, and laser
sensors, vision cameras, and more. Each of them provides
readings with a degree of uncertainty depending on the
sensor characteristics. In many applications, matching
inaccurate information coming from various sensors
results in a reduction of uncertainty of global sensor
information.
In our research, a mobile robot with ultrasonic and
infrared sensors is used. Sonar sensors measure distances
up to nine metres, but short distances are very imprecise
and they have many problems with multiple reflections
and wide beam width. Infrared sensors measure up to
eighty centimetres with less uncertainty than sonar. Both
kind of sensors are placed with the same orientation in the
robot, and so, different redundant sensors can reduce the
uncertainty of information.
Many techniques had been studied in the process of
integrating data from different sensors (sensor fusion).
These methods translate the different sensory inputs into
reliable estimates that can be used by other navigation
subsystems. There have been several reviews of sensor
fusion [18], [13]. Luo [18] shows the advantages gained

through the use of multi-sensory information as a
combination of four aspects: redundancy,
complementarity, timeliness and cost of information. Kam
[13] makes a review describing integration techniques in
two categories: low level fusion used for direct integration
of sensory data, and high level fusion used for indirect
integration of sensory information through control signals
or commands suggested by different modules in the
control architecture.
Sensor fusion with known statistics relies on well-
developed techniques such as Kalman filtering or
Bayesian theory. Their goal is to determine a parameter θ
∈ Rm from a set of observations z ∈ Rn. They both are
related through the non-linear function g(z, θ)=0.
Extended Kalman filtering [16] is the most popular tool
proposed in the literature for sensor fusion in mobile
robot navigation.
If there is not a model of the uncertainty, other specific
techniques as rule based sensor fusion [6], fuzzy logic or
neural networks [4] and others are used. These algorithms
do not require an explicit analytical model, resulting in
more flexible models. These are obtained taking into
account experiments (inputs and outputs) without prior
knowledge, or the knowledge of an expert operator
through descriptors or rules.
Many authors have used neural networks as sensor fusion
models with sonar sensors [4]. Others use them as
interpreters [22], [12] where information coming from
different sonar sensors is merged to produce a probability
value of space occupancy. There are many antecedents in
sensor fusion with sensor of different nature too.
Buchberger [3] compiles information coming from a laser
radar and some sonar sensors, Courtney [5] utilises
readings from ultrasonic, vision and infrared sensors to
localise a mobile robot.
In our research, the final goal is to have a simple custom
mobile robot performing delivery tasks in an indoor
office-like environment, without prior knowledge of the
floor plant, and without any modification or special
engineering of the environment. This objective, among
other things, dictates the necessity of having reliable
sensors both to build maps and to navigate the robot. The
main topic of this paper is the first one. The robot has
sonar and infrared sensors and we need to fuse them. As
the robot builds its own map, techniques that need a
model of the environment in advance are not applicable,
and others, for instance like rule based ones, are not
powerful enough. That is why we use neural networks for



such task. When working with neural networks a key
point is data gathering. In section 2 we present the models
of the sensors, the map building approach, and a
description of the data gathering process. With these data
sets we train a neural networks. In section 3 we describe
the neural networks we use, and the training procedure.
Then, in section 4, we show the different experiments, the
working scenarios, and some results. Finally in section 5
we present some conclusions.

2 Data gathering

In this work we only deal with low cost sensors that return
a distance as output: ultrasonic sonars and infrared
sensors. As these two kind of sensors can be
complementary (each one has its own pros and cons) the
natural way to cope with the uncertainty is to perform
sensor fusion. One of the most crucial problems when
developing a neural network based sensor fusion method
is data acquisition. As we are developing and testing
software while building the robot, it is very difficult to get
enough representative sensor measurements: we need
both the sensor reading and the real distance, for different
incidence angles, object surfaces, and distances. This
task, although important, is very time consuming. There
are models for the sensors we use, so we have chosen
simulation as the main tool for data gathering. We have
designed and developed a mobile robot programming
framework (http://ants.dif.um.es/~humberto/robots),
which includes:

• A robot programming language named BG [9], based
on a fuzzy agents architecture [8].

• Some learning methods to assist in the development
of controllers for the robot [10].

• A robot simulator to test the controllers developed.

This framework also has a module for testing different
sensor fusion methods based on those sensor models,
which we describe in this section. As we use the fused
sensors for map building, we briefly describe the method
we have implemented for such task.

2.1 Ultrasonic sonar range finders

We use the Polaroid 6500 series Ultrasonic Sonar Range
Finder. These sensors operate using a single transducer
for both sending and receiving the ultrasonic pulses (at
49.4 kHz). The maximum intensity width of the ultrasonic
beam is typically about 15 – 20 degrees.  The module can
measure from 15 centimetres up to 10 meters with an
accuracy of ± 1% over the entire range. There are three
fundamental kinds of error:

• Lost of echo signal. When the angle of incidence
between the sonar and a given objet is big enough,
the pulses do not go back to the receiver and the
sensor does not detect the object.

• Uncertainty due to angular aperture. Given the
typical sonar beam, the further away the object is, the

more uncertainty the measure has. The uncertainty
zone of the sonar is a cone with its vertex located on
the sensor. The distance to the object is known, but
its position is not.

• Double rebounds. Sometimes, when the angle of
incidence between the sonar and the object is big, the
reflected pulse can reach another object and then go
back to the sensor. In this case the sensor detects the
object but produces a wrong measurement (longer
than the real one).

There are some sonar models available in the literature
[1][16], based on the physical model of an ultrasonic
pulse reaching planes and corners. These methods feature
a local scope, because they decompose the environment in
discrete elements (segments, corners, cylinders, etc) and
then model the sonar behaviour with each element. The
mayor drawbacks of these methods are: when using a
given environment it must be decomposed in the different
elements, and they fail to model double rebounds, which
are very significative in a cluttered environment. To cope
with these problems there are techniques [7] based on the
well-known raytracing method for computer graphics [23]
and the sonar models described below.
The method of sonar tracing for a given sonar is as
follows [7]:

• Let θ be the orientation of the sonar. First compute
the sensibility level ∆θd (1). Then send δ rays from
θ − ∆θd to θ + ∆θd. Recursively follow each of the
rays until they reach the sensor. Return the distance of
the shortest path.

• To compute the path of an emitted ray rout, first find
the intersection point p with the environment, and the
direction rref. Then test if rref reaches the sensor with
an amplitude greater than a0. In this case the distance
d is calculated (2) based on the path followed by the
ray (p1 … pn).

• If the amplitude is not greater than a0 then compute
the next reflection, in the rref direction. This way rref
becomes rout. Then follow the same method described
below.

The method to compute the amplitude of a ray is as
follows:

• Let rin be the ray from the transducer to the
intersection point p.

• Compute the angle ∆κ between rin and rref.
• Compute the angle ∆η between rin and θ.
• Compute the sensibility a (3).

∆θd =
θ0 − ln(a0 )
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2.2 Infrared sensors

We use the Sharp GP2D02 High Sensitive Distance
Measuring Sensor. These sensors operate using an
infrared LED emitter and a PSD light detector. The
maximum intensity width of the light beam is typically
about 10 centimetres. The module can measure from 10
centimetres up to 120 centimetres with accuracy and
resolution depending on the distance. There are three
fundamental kind of errors:

• Object colour/reflectivity. As light reflectivity varies
with colour, the darker the object, the further it
appears. The accuracy degrades quickly with the
distance. The object can even be undetected.

• Global illuminance. As regular illumination contains
light in the infrared band, the brighter the light the
further the object appears.

• Quantisation error. This sensor converts the measure
to 8 bits. This conversion is not linear in the full
range, and so the further the object the less accurate is
the reading.

Figure 1: Sharp GP2D02 distance output (left) and
sensing range (right).

There are not many infrared models in the literature. We
have developed a model based on the manufacturer’s
datasheet. The angle of incidence is not as important as in
sonars, so we simply ignore it. As can be seen in figure 1,
the output of the infrared sensor is not linear with the
distance. Due to this non-linearity we have modelled the
sensor response using equation (4), decomposing the
response curve into three line segments.

y = −0.25x + 95.00 x ∈[60,120]
y = −1.14x +148.57 x ∈[25,60]
y = −5.33x + 253.33 x ∈[10,25]

(4)

where y is the output of the sensor and x is the real
distance to the wall. The output of the sensor is a 8 bit
value. This model is rather approximate for reflective
objects between 18% and 90%, and the range of
maximum accuracy is between 10 and 80 centimetres.

2.3 Map building

The choice of internal map representation depends on
various characteristics but mainly of the environment
itself (obstacles density, rooms dimension, etc.). Lee [15]
makes a classification attending to the range of geometric
properties that can be derived from the map. According to

the properties of an indoor high density environment, a
metric map can be considered as the most appropriate
choice. This stores a more compacted representation of
the environment. The square cells grid maps are the most
widely used metric maps [20], [2], [17]. Although they
have many shortcomings, the advantage of employing grid
maps is that path planning is rather simple. In recent
years, different tools have been introduced to build grid
maps based on neural networks [14], [22] or fuzzy logic
[21].
The method we use for map building is based on the work
of Oriolo [21], and it is described below. For each cell in
the map, there are associated two values: the degree of
certainty that the cell is empty εij and the degree of
certainty that the cell is occupied ωij. These values are
calculated for each cell in the beam of a single sensor. As
sonar and infrared sensors have different aperture widths,
we use that of the wider sensor (sonar). Let τ be the fused
value for a given pair s of sonar and infrared sensors. Let
cs be cells in the aperture of s. For each cs, whose polar
co-ordinates from s are θ and ρ, compute the value of its
corresponding εij and ωij using equations (5) and (6).

ε(θ ,ρ) = kεgbgcgd (5)
ω(θ, ρ) = kωga gcgd (6)

These equations combine some possibilities and beliefs
about the cells, taking into account their position along the
sensor beam. In these equations, described below, we use
the constants: ∆ρ = 0.15, kε = 0.1, kω = 0.5, h1 = 1.2, h2 =
1.0, and h3 = 0.1.

• The possibility ga that cells in the arc of the sensor
range τ are obstacles (7).

• The possibility gb that cells in the circular sector of
radius τ are empty (8).

• The belief gc that shorter distances are more accurate
(9).

• The belief gd that cells near to the beam axis are
empty (10).

ga (ρ) = 1 − ρ − τ
∆ρ
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The εij and ωij obtained this way are then aggregated to the
previous values of each cell, to obtained the aggregated
degree of certainty that the cells are empty E(i,j) or
occupied O(i,j), using equations (11) and (12).

E(i, j) = ε k (i, j) (11)
O(i, j) = ωk(i, j) (12)



As these E(i,j) and O(i,j) correspond to fuzzy degrees of
membership, we combine such information in an
additional value for each cell M(i,j), which represents, in a
conservative way, if the cell is occupied. The meaning can
be defined precisely based on its definition (13): the
degree of certainty that the cell is empty, is not occupied,
and is not ambiguous (12).

C(i, j) = E(i, j) O(i, j) (13)
M(i, j) = E(i, j) O(i, j) C(i, j) (14)

One important point to be noticed here is derived from the
fact that the original work from Oriolo [21] took only into
account sonar sensors, modelling the uncertainty directly
on the map. We have tested that it does not only work
with sonars but also with infrared sensors. This is mainly
because the simplifications that he assumes to prevent
double rebounds do not affect when the measure comes
from an infrared sensor.

3 Neural network training

3.1 Automated learning experiments

The task of managing learning experiments is, most of the
times, hard to do if no software tool is available. The
normal process, in order to put a learning algorithm to
work, is:

• To search for the software.
• To try to understand the software.
• To touch the software a little bit to adapt it to your

own purposes.
• To try to make it work.

After that, you still need and do not have:

• A log software component, in order to record all
necessary data that has been produced during the
execution of the data analysis process.

• A kind of expert system that would help in the task of
deciding which learning algorithm should be suitable
for the particular experiment we are involved in.

• A data visualisation tool adapted to the problems of
intelligent data analysis, to help in the validation
process of the learned models.

All this features would be desirable in an integrated data
analysis tool. We have developed a distributed and
component-based software tool that tries to satisfy all the
requirements above mentioned. The name of this tool is
GEMININS (GEneric MINIng System) and a detailed
description of it can be found in [11]. The experiments
presented in this work have been realised with GEMINIS.
Its philosophy could be summarised in the following key
points:

• The system tends to integrate as many learning
algorithms as possible, under a common behaviour
pattern that all of them must accomplish.

• Learning algorithms have not been implemented from
scratch. Instead of this, Internet has been surfed
searching for suitable algorithms to be used. All this
algorithms have been adapted, with a minimum
programming effort, and through the CORBA
middleware.

• The CORBA middleware has been used as a strategy
for software integration, and for platform distribution.
The first reason is important because, as it has been
mentioned, learning algorithms can be implemented
in different programming languages and CORBA
helps in the integration of C, C++ and Java, (and
others but we use only these three languages). The
second reason is concerned with speeding up
algorithms, as the data sets they work with could be
very big. It is important for an interactive dialog
between system and human to have a powerful system
in the back door.

• An scheme of inductive meta-learning, i.e. learning
from previous learning experiments, has been
designed to make the system reasoning about the
suitability of an algorithm to be used, for a concrete
analysis task, and for a concrete data set.

3.2 Automating the right model search

In order to efficiently execute and follow the neural
network based experiments carried out in this work, four
hosts (in a variety of different platforms) have been
involved. A component-based diagram about the situation
of each software process and the different hosts used
appears in figure 2. It shows four different algorithms
(EPANN) running in different machines, a log server
running in host C, and the client that governs the whole
process and make calls to the others in host B.

Figure 2: Distributed learning environment.

The four backpropagation algorithms that are running in
the different machines are exactly the same. The only
difference between them is the computational power of
the machine they are running in. It must be noticed that
each learning experiment will be defined by the following
parameters:



• The number of input, hidden and output nodes that
define the topology of the neural network.

• The learning rate, that governs the influence of each
example in learning.

• The momentum, that indicates the strength of the
vector pointing to the highest error variation
direction.

• The number of epochs that will last the training
procedure.

All these parameters are explained in detail in [19].
Obviously, the number of input and output nodes are fixed
(they depend on the training data set). We decided to fix
as well the momentum and the number of epochs. The
momentum is not important for a coarse grained search,
and the number of epochs, if set high enough, is only an
arbitrary measure. So, for each learning experiment, we
have tried different numbers of hidden nodes, and learning
rates. Hidden nodes numbers are in the set {5, 10, 15, ... ,
80}. Learning rate values are in the set {0.01, 0.06, 0.11,
0.16}. So, a total of 16 x 4 = 64 learning experiments
have been tried. In terms of load balancing distribution
between the four machines, this has been configured
indicating the hidden nodes range explored for each
algorithm:

Table 1: Parameter distribution in different machines.
Host/Architecture Hidden nodes Exps.

B/ UltraSparc Server-250 From 65 to 80 4 x 4
A/ Sparc Ultra-10 From 45 to 60 4 x 4
D/ Sparc Ultra-5 From 25 to 40 4 x 4
C/ Intel Pentium III From 5 to 20 4 x 4

All the results of each experiment were automatically
stored in a LDAP [24] database. The stored data includes
all the above mentioned parameters, both training and test
errors, time of training in milliseconds, and the weights of
the arcs of each neural network. In this way, results were
obtained off-line in an easy manner.

4 Experimental set up and results

To test the validity of the neural network fusion model, we
compare it with the simple but useful Flynn’s rules model
[6]:

• If the sonar reading is greater than the maximum
range for the infrared sensor, then ignore the infrared
sensor.

• If the sonar reading is at its maximum value, then the
real distance is greater.

• Whenever the infrared sensor detects a change from
no-detection to detection, and the associated sonar
reading is less than 10 feet, then a valid depth
discontinuity has been detected.

This way, the original sonar boundary is redrawn to take
into account features that are found by the infrared sensor.
This model works well in simulators and even in the real
world, but it presents some problems in our case:

• The rules do not exploit the fact that modern infrared
sensors have a greater accuracy (like the Sharp
GP2D02), and the robot should rely on them to get
accurate short distance measures. A better fusion
method should give more importance to the infrareds.

• When used in grid based map building, due to its
crispness, it can detect distant objects that do not
exist.

• It does not take into account the physical
characteristics of each pair of sensors: the sensor
manufacturing process is not really uniform and there
are some calibration differences between sensors [7].

We use two different scenarios for both collecting sensor
data and for neural network validation. The first one is
strongly inspired by the basement of our Faculty (where
our lab is located in). Its overall dimension is 17 by 22
meters, with corridors measuring 2 meters of width, and
doorways of 80 centimetres. The other one is based on the
floor plant of the Trinity College Robot Fire Fighting
Contest (http://www.trincoll.edu/~robot). Its overall
dimension is 3.5 by 3.5 meters, with corridors and
doorways of 65 centimetres.
The robotics platform (figure 3) is a holonomic mobile
robot with a diameter of 40 centimetres. It has two
differentially steered wheels, two caster wheels, and 10
pairs of sonar/infrared sensors, symmetrically and radially
oriented at the following angles: 0º, 30º, 60º, 90º, 135º,
and 180º.

Figure 3: Robotics platform

The data acquisition procedure has consisted on storing
triplets of data (sonar, infrared, and real measure) in
different positions along two different manually defined
paths in both scenarios (figure 4). This data set has been
used for neural network training. As it can be observed,
the data set is not regular and contains many contradictory
values, as it happens in the real world. This fact reveals
that information obtained from simulation can be a good
starting point in this kind of sensor fusion.



Figure 4: Training data set.

Applying the automated training procedure to this data
set, we observe that the best test set error is obtained
(figure 5) with the following parameters: 10 hidden nodes,
and a learning rate of 0.04363. We use 20,000 epochs in
every training test.

Figure 5: Error evolution with different training
parameters.

The output of the neural network approximates pretty well
the training data set (figure 6). One point to notice is that
in this paper we use the same neural network for each pair
of sensors, because we use simulated sensors, all
exhibiting the same physical characteristics. If data is to
be collected from real world, it is necessary to obtain
different data sets, and then produce a series of neural
networks, one for each pair on sensors. Gallardo [7]
reported that there are noticeable differences in a series of
Polaroid 6500 sonar sensors.

Figure 6: Neural network fusion surface.

After the training process has finished, we run the robot in
both scenarios along other predefined paths, taking
measures of both sensors, that are later fused, and
calculating the error of the fused measure against the real

distance. The purpose of this step is to check the
generalisation capabilities of the neural network, and to
measure how well it performs. We define two different
error metrics:

• Exponential. It is based on the relative difference
between the fused and real distance, exponentially
augmented (15).

• Euclidean. It is based on the absolute error of all the
sensors, measured in meters (16).

Exp = e
2

virtuali −real i

max virtuali ,real i{ } −1
i

n

∑
(15)

Euc = virtuali − reali
i

n

∑
(16)

where virtuali is the fused distance and reali is the real
distance to the wall.

The results of the tests are summarised in tables 2 and 3.
They represent both the average error (Avg) and the
rooted mean square error (RMSE) using the two
previously defined error metrics. It can be noticed that the
neural network fusion outperforms better in all cases
except for some error figures in the trinity scenario. This
is due to the fact that the walls are always so close that
most of time the infrared suffices to approximate the real
measure. This is not a hard drawback because, as we show
later, for map building the neural network performs better
in this scenario. The reason is while the Avg is higher for
the network, the RMSE is lower, so that there are some
errors but not very relevant in absolute value.

Table 2: Errors in the trinity scenario.
Method Measure Avg RMSE
ANN Exp

Euc
5.1407
0.5499

5.4262
0.6638

FLYNN Exp
Euc

3.3696
0.4841

4.0425
0.6778

Table 3: Errors in the basement scenario.
Method Measure Avg RMSE
ANN Exp

Euc
5.3592
2.8014

6.0011
3.3804

FLYNN Exp
Euc

5.5034
3.2924

6.4772
3.7761

The last step is to validate how well the fusion method
works while performing map building. We run the robot in
both scenarios executing a real delivery task, running the
whole set of control software [9]. The robot starts at a
home position. It has to reach a predefined goal location,
and then return back to the home position. The grid map is
used only for path planning, and there is a module in
charge of the reactive navigation. Inaccuracies in the map
result in bad paths but not in collisions. In figures 7 and 8
we show the different grids obtained in the trinity scenario
using both the Flynn’s rules and the neural network. The
grid is composed of standard square cells with a side of 10
centimetres. Darker cells (black) correspond to higher



degree of certainty that the cells are occupied, while
lighter cells (yellow) correspond to higher degree of
certainty that the cells are empty. It is noticeable that
Flynn’s method detects an object (bottom right part of the
grid) that does not exist, while the neural network does not
detect it as an object. As we use the grid map for path
planning, the paths are computed so that they can cross a
yellow cell, but never a black cell. This results in jerkier
paths using the rules method.

Figure 7: Trinity grid map using Flynn’s rules.

Figure 8: Trinity grid map using the neural network.

5 Conclusions

In this paper we show how we solve the sensor fusion
problem for a given, not quite simple, robotics task. The
key point is that the robot does not know anything in
advance about the environment. In this case some
techniques are not applicable, while others are not
powerful enough. The main contributions of this work are:

• We have developed a validation environment,
including models of sonar and infrared sensors.

• We have approached the sensor fusion problem using
neural networks. Moreover, we have automated the
neural network training process.

• We have validated the map building process using the
proposed sensor fusion method.

The results are very encouraging, although there are
points for future work, some of them we are working on:

• To use real data to train the neural networks. As we
stated previously this should not be a mayor

drawback because the simulated data set is similar in
nature to that of the real work.

• To measure quantitatively the performance of the
map building process [15]. We present a qualitatively
measure using the maps themselves.

• To test the complete task in a real world environment.
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