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Abstract - Diagnostic information fusion is the method
by which one would determine a system’s state for those
instances where several different diagnostic tools, and
possibly other sources, are used for state estimation.
Because system state predictions from different
diagnostic tools will disagree at some extent, if not
completely contradict one another, a robust fusion tool
is necessary to produce a reliable assessment of system
state. This paper addresses the need for a reliable
solution to the problem of diagnostic information fusion,
particularly with the absence of a priori knowledge of
diagnostic tool performance.  Tool performance
specifications are often times hard to come by, in
particular where data about events are sparse or where
a comprehensive evaluation cannot be performed. In
response, a fusion process, using a set of neural
networks, was developed to distinguish recognizable
patterns from the output of the individual diagnostic
tools.  This fusion concept was applied to data that were
gathered from a high-speed milling machine and
processed by several previously developed diagnostic
tools.

Keywords: fusion, information fusion, diagnosis,
classification, soft computing, neural network,
diagnostic information fusion.

1 Introduction and background

An increasing demand for quality and reliability, in both
product manufacturing and service providers, raises new
issues on the best ways to reach such standards.  This is
particularly true, and somewhat difficult to control, in
automated processes.  Because these automated processes
are often left to run without close human supervision, it is
difficult to determine the health of the machine and its
parts without shutting down and investigating the
equipment.  One way to achieve high reliability and
quality levels for automated processes is through on-line
monitoring and diagnosis of machine health and
operation.  New advances in technology have made it
possible to acquire data at a rate and granularity never
before possible by human interaction.

With the new capability to receive and analyze data at
such high rates, high granularity, and high availability,

there is a need for accurate and reliable ways to interpret
the data into a comprehensible result correlating to
machine health.  There are many ways to do this,
depending on the system we are speaking of, and the
level of diagnosis we are trying to achieve.  And because
there is an abundance of tools and methods to reliably
and accurately diagnose machine health, it is often the
case that more than one tool is used at a time for a single
machine, possibly with partially overlapping problem
domains.  Hybrid applications that try and yield the
advantages of two or more types of applications, are
becoming more popular as the thought is they add some
value by having different mechanics acting together to
produce one result.  In a sense this is what diagnostic
fusion is doing.

Diagnostic information fusion attempts to find a
reliable way to combine the estimates of different
diagnostic tools [1].  In some instances, the requirements
for a diagnostic fusion tool, aside from accurate and
reliable results, include its ability to successfully produce
results without a priori knowledge of system limitations
or exceptions.   This paper examines the effectiveness of
neural networks (NN) to handle this problem.

1.1 Diagnostic fusion via neural networks

A two-level system was developed, consisting of four
different diagnostic tools in the first level, and a single
fusion tool in the second level.  Raw sensor data are fed
into the first level and the resulting outputs are collected
and fed into the second level that produces a better
solution than the best diagnostic tool for any condition
under consideration. As shown in Figure 1, the input to
the first level of the system are the measured features.
The output consists of four values indicating the degree
of membership for each of the four output classes.  We
chose this approach over an approach where the first
level subsystem generates a crisp class  (from 1 to 4)
because this approach gives much more flexibility and
information to the second level system.  In the approach
chosen here, the membership approach allows a softer
classification.  The second level system then combines
the results of the first level systems and classifies the
input into a single class.  We focus in this paper on the



fusion task and evaluate performance based on the fused
membership values.
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Figure 1: The system architecture

Since we want to be able to determine the best possible
estimate from all the diagnostic tools, without a priori
knowledge of diagnostic tool performance, a neural
network was chosen to discover patterns related to
specific classifications and to produce an accurate overall
assessment.

Three fusion tools were created and evaluated.  1.) a
single 2 layer perceptron NN used to produce a single
fused output; 2.) a set of 2 layer perceptron NNs used to
fuse an output value; 3.) a 3 layer perceptron NN that
outputs the fused value. The set of 2 layer NNs was
created after drawbacks were discovered from
approaching the problem with only a single 2 layer NN
as the solution.  We have chosen to include design notes
and results of the single 2 layer NN method as a basis of
comparison to the eventual solution.  This information
also proves useful in explaining the success of the
eventual solution.

We compare the results of all three methods to draw
conclusions on their overall effectiveness and make
recommendations for their usefulness.

2 Experimental setup

A milling machine under various operating conditions
was selected as the machine health we wish to diagnose.
In particular, tool wear was investigated in a regular cut
as well as entry cut and exit cut.  Data sampled by three
different types of sensors (2 acoustic emission sensors, 2
vibration sensors, motor current sensor) were used to
determine the state of the wear of the tool.  As the wear
measure, flank wear VB (the distance from the cutting
edge to the end of the abrasive wear on the flank face of
the tool) was chosen.  The flank wear was observed
during the experiments by taking the insert out and
physically measuring the wear.  The basic setup
encompasses the spindle and the table of the Matsuura
machining center MC-510V.  An acoustic emission
sensor and a vibration sensor are each mounted on to the
table and the spindle of the machining center.  The
signals from all sensors are amplified and filtered, then
fed through two RMS before they enter the computer for
data acquisition.  The signal from a spindle motor
current sensor is fed into the computer without further
processing.  Data are categorized into four classes and
are approximated by fuzzy membership functions (no
wear, little wear, medium wear, high wear).

Figure 2.  Input data

2.1 Input data transformation

Before being used, the following transformations were
applied to the data:
1. The data was smoothed by averaging using a

window of 50 points, and then the sample size was
reduced by sampling the resulting data set at 50
point intervals.

2. Each input and the output data was normalized to lie
between 0 and 1

3. Since the output variable was sampled at much
larger intervals than the input variables, and since it
represents tool wear, the output data was further
smoothed by fitting a 3rd order polynomial.

Figure 2. shows the normalized input data.  The output
data was categorized into four classes using fuzzy
membership functions as shown in Figure 3.

Figure 3. Membership functions

2.2 Diagnostic tools employed

Nearest Neighbor classifier (NNBR): The first subsystem
uses a nearest neighbor scheme for classifying the data.
The case base consists of a set of sensor readings and the
associated unclassified wear value.  Given an input, the
k-nearest data points are determined and the associated
wear values are averaged.  This average is then used to
compute the membership degree for each of the four
classes.



Neural Network (NN1): The second subsystem is a
neural network that was trained on binary classes.  That
is, the target values were 0 and 1 vectors determined by
the maximum membership value over the four classes.

Neural Network (NN2): The third subsystem is also a
neural network, but this was trained to learn the
membership values themselves, as opposed to the
classes.

Fuzzy Inference System (RM): The fourth subsystem is
a fuzzy inference system implemented using a relational
matrix.

2.3 Previous approaches to determine tool
wear

On-line tool wear estimation is an issue in manufacturing
because most of the time it cannot be measured directly.
In the case of milling operations the diagnostic task is
confounded by extremely high noise as well as signals
seemingly indicating a different than true wear state due
to changes in work piece hardness, non-uniform depth of
cut during the first pass, changing amount and quality of
lubricant, etc. The highly non-linear nature of this
process makes it hard to estimate the current wear state.
However, it is desirable to know the current wear state to
properly asses the impact on surface qualities thus
avoiding the need to throw out work pieces. Furthermore,
there is a potential for costly damage to the machine due
to tool conditions (for example chatter) or tool breakage.
As a result manufacturers use conservative operating
procedures to prevent these malfunctions [2]. However,
these result in less efficient and more costly production.
A number of diagnostic techniques have been developed
in the past attempt to deal with theses problems,
including neural networks [3], clustering algorithms [4],
Kohonen’s Feature Map [5], fuzzy logic  [6], and
probabilistic influence diagrams [7]. To achieve further
performance improvement, hybrid systems were proposed
to overcome shortcomings of individual systems, such as
fuzzy-neural systems [8]. Here, the author tried to cope
with the diagnostic task training membership functions
for each wear state using neural nets and then combining
them using fuzzy inferencing techniques. The results in
most approaches are optimized to a local level but suffer
from applicability to a wider range of operating
conditions.

3 Fusion approaches

Three different approaches were used to solve this
problem.  The first approach used a single 2 layer
perceptron NN to learn the patterns of all four output
membership functions. The second approach used was a
set of four independent 2 layer perceptron NN, each one
representing the output of only one of the membership
functions.   The final approach used was a 3 layer
perceptron NN trained to learn the patterns of all four
output membership functions.

The first two approaches were chosen to compare the
effectiveness of a 2 layer NN that is trained to discover

multiple interleaved patterns from a data set of smooth
and continuous data versus the effectiveness of multiple 2
layer NNs trained on similar data to discover a subset of
the problem. The hypothesis underlying was that it was
more effective (and easier to implement) to construct
multiple independent NNs customized to solve a subset of
the overall problem rather than implement one NN to
solve the entire problem. A side by side comparison
yields evidence for the ability, or lack thereof, of a NN to
learn multiple traits from continuous data.

The 3 layer NN approach was chosen to exploit the
universal generalization capabilities of such a system and
compare its ability to model multiple interleaved patterns
from a data set, versus the effectiveness of simple NNs
with only one hidden layer (i.e., 2 layer perceptrons).
We expected the 3 layer NN to outperform the 2 layer
NNs due to the former’s promise to allow general
nonlinear mappings. However, in comparing results the
authors also note the ease of implementation and training
of the solutions.

A training set of data was created from the experiments
undertaken choosing one setting for feed and depth of cut
which were partitioned into four partially overlapping
states of tool wear.  Data corresponding to “no wear”,
“little wear”, “medium wear”, and “high wear” at various
membership degrees were used.  Although not as smooth
or continuous, Figure 3 gives a good representation of the
output membership values of the training file.

3.1 FNN1

This fusion neural network (FNN1) was a 2-layer
perceptron, with 16 inputs, 16 nodes in the hidden layer,
and four output nodes.  FNN1 was trained using a
gradient descent backpropagation method, and originally
was trained using all the data points in the training data,
but was unable to model the smooth and continuous
nature of the membership functions and the training data.
The granularity was too high for this NN to recognize
any distinctions within the data set and to partition the
data into the desired classes.  Therefore select features
were extracted to reduce the size and granularity of the
training data and to avoid overtraining the network.  The
selected features are shown as the shaded regions in
Figure 4.

Figure 4.  FNN1 Training Data Features



These features, the max range of the membership
functions and the overlapping membership function
crossover points, were chosen because they provide the
essential information about the shape of the membership
function: it’s height, width, and support.  While it would
be desirable for a neural network to model the entire
smooth membership function, simply having it model the
maximum, minimum, and crossover points reduces the
complexity of the task. This allows the general shape of
the membership function to be realized, producing
acceptable results and limited classification error.

The features corresponding to maximum membership
function values contained twice as many data points as
those features corresponding to the membership
crossover points.  This was done because the NN had
difficulty modeling the steep slope of the membership
functions around the crossover points with increasing
numbers of data points.  One will also notice that due to
the specific nature of the membership functions used,
selecting a larger interval of data representing the
maximum range of a membership function gave us
information about the crossover of non-adjacent
membership functions.  The NN was able to model these
crossover points with the larger number of data points
from the maximum value range because the membership
function slopes were much more gradual than at the true
crossover points. Figure 5 shows the architecture of
FNN1, a simple perceptron with 16 inputs, 16 hidden
nodes, and 4 output nodes.

Figure 5.  FNN1 Architecture

3.2 FNN2

FNN2 consisted of a set of four 2 layer perceptrons, each
one trained to learn the pattern of just one specific
output membership function.  One NN was trained to
recognize the “no-wear” function, one for  “little wear”,
one for  “medium wear”, and one for the “high wear”
function. Similar to FNN1 these were also 2-layer
perceptrons, with 16 inputs, 16 nodes in the hidden
layer, and four output nodes, trained using a gradient
descent backpropagation method.

Figure 6.   FNN2 Training Data Features

FNN2 was trained with the same data as FNN1,
however there was initially only minimal improvement.
Therefore additional features were extracted from the
general training file.  Figure 6 illustrates the features
selected. Two major differences between the new
features chosen and the originals were the number of
different features selected and the consistent interval size
of the features.  (Each feature was represented by the
same number of data points).  Again the maximum of
each membership function was chosen, but the crossover
points were omitted. The reason the crossover points
were omitted from this feature selection was because
they did not provide useful information about the shape
of the membership function as once thought.

Instead features about the change in the slopes of the
membership functions were chosen as critical regions to
define the shape of the membership functions.  From
Figure 6 we can see the regions we are speaking of
correspond to the slopes with ±45° tangents on each side
of the maximum value of a membership function.  These
same regions, because of the nature of the membership
functions, also gave us information about the change in
slope behavior of the adjacent membership functions.

Figure 7. FNN2 Architecture

Note that FNN1 could not be trained with the features
used for FNN2 because there was too much information
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and the information was too continuous for FNN1 to
handle and accurately represent the four output
membership functions.  FNN2 was able to handle this
training file because each of the perceptrons within
FNN2 was used to represent only one output membership
function.  Thus the changing values of all the
membership functions and the crossing of thresholds
between membership functions did not affect its learning,
because each network was interested in only the behavior
of one membership function.

Figure 7 is the architecture of one of the perceptrons
FNN2, (recall that FNN2 consisted of 4 such
independent NNs).

3.3 FNN3

The last implementation was a 3-layer neural network
(FNN3), with 2 hidden layers, 8 nodes in the first layer, 4
nodes in the second layer, and 4 output nodes.  This
network was trained by a genetic algorithm (GA) using
the same training data as FNN2. We opted to use GAs for
tuning the network weights and thresholds, mainly for
their ease of use compared to a backpropagation
approach. We will not give a detailed account of GAs
here and instead refer to the literature (for example in
Holland, [9], Grefenstette [10], and Goldberg [11]).

Chromosomes represented the 192 network weights
and were real valued chromosomes bound on the interval
[-1 1].  500 random chromosomes were used in the initial
population.  Normalized geometric selection was used
with crossover rate of 60% and mutation rate of 5%, for
5000 generations.  50 trials were run, with the best
performer from each run tested against the test data set,
and the average of these errors is reported.  Figure 8
shows the architecture of the 3-layer neural network
(FNN3) with 16 inputs, 8 units in the first hidden layer, 4
units in the second hidden layer, and 4 output nodes.

 Figure 8. FNN3 Architecture

FNN1, FNN2, and FNN3 were tested against the same
test data, which was separate from the training data.
 

 4 Baseline case
 
 In simple fusion schemes such as majority voting a basic
problem is the danger of ending up with a system that

performed worse than the best individual tool because
the poor estimates drag down the better one.  One
potential solution is to use an off-line learning system to
discover patterns and useful information in aiding
correct and accurate fusion of data.

The high success rate of one tool means that if it were
used as part of the majority fusion, the performance
degrades somewhat.  This is to be expected, because the
votes of the poor performers will sometimes out vote the
correct one.  The problem is greater with increasing
number of classification regions, as there will be cases
when each system will generate a different class, and the
majority voting system will then pick one randomly.

 To avoid that, a priori information about tool
performance can be used to scale the different tools.
That is, the diagnostic opinion of some tools becomes
more important than that of others. This can be
accomplished by scaling the tools by a weight, which in
turn is based on the tools’ classification rate. This is
admittedly a crude way because it does not take into
account the performance for individual classes within a
tool. However, it serves well as a benchmark tool for our
purposes. Applying the above described scaled voting
scheme to the diagnostic fusion task at hand, we get a
slightly improved result of 97.0% classification
accuracy.
 

5 Results

Results’ accuracy were measured by comparing the output
of the fusion NNs with the expected value for each
membership function.  An error is calculated as a point
for which the highest membership value for the fusion
NN output does not correspond to the same membership
function as the expected value.  In other words, an error
is not the difference in magnitude of the output
membership values, rather the absence of the correct
membership value as having the highest magnitude, i.e.,
if for a sample the expected output is for the “medium
wear” membership function to have the largest value, and
the fusion NN outputs “high wear” as having the largest
magnitude, then that is counted as a misclassification
error.  We compare the two different approaches by
measuring the hit percentage, or number of correct
classifications produced.  Table 1 summarizes the results
of the accuracy rating of the four pre-fusion diagnostic
tools using this method.
 

 Table 1. Classification Rates
System Rate (%)

Nearest Neighbor (NNBR) 96.8
Neural Network 1 (NN1) 80.6
Neural Network 2 (NN2) 86.7
Relational Matrix (RM) 81.0

FNN1 was trained to generate four values
corresponding to the four output membership functions.
On the first set of attempts FNN1 was unable to recognize
the “no_wear” membership function and thus scored only
an accuracy rating of 82.88%.  The problem was in the
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feature extraction of the training files because the no wear
data were too much undersampled.  However, aside from
the lack of “no_wear” output, the network seemed to
model the system performance reasonably well.  Figure 9
shows the output of FFN1 plotted against the expected
values (dashed lines).  One can see that the output closely
follows the shape and magnitude of the expected curves.

Figure 9. FNN1 original output

After expanded feature selection (as mentioned in
section 2.3.1 and Figure 4) and retraining FNN1 the
output classification rate improved to 92.89% (still
beneath the best performing individual tool).  The plot of
the generated output versus the expected values also
seemed to change for the worse.  Figure 10 shows that no
longer do we see a tight tracking with the expected values
as we did for the first attempt.  The fact that this network
was able to recognize “no_wear” was the reason its
classification rating went up, but overall the system lost
the ability to model the system performance with the
same granularity it once had.

This is the type of performance we would expect to see
from FNN1 given the close, interleaved, relationships of
all the membership functions, and the continuous, smooth
nature of the data.  These factors make it difficult for this
particular NN (especially since it is only a 1-layer
perceptron) to distinguish between correct membership
values.

Figure 10. FNN1 improved output

The perceptrons within FNN2 were trained to each
learn the membership function patterns of one output
function.  Figure 11 shows the result of the trained FNN2
module.  One can see how by training each membership
function separately the network was given a chance to
learn the idiosyncrasies associated with that membership
function better than trying to learn all at once.  Each
curve closely follows the predicted value, even better
than previous networks.  As a result the networks within
FNN2 resulted in a classification rate of 97.3%, which is
better than the best performing diagnostic tool and better
than the voting using a priori information. Table 2
summarizes the accuracy ratings of the different fusion
neural network methods.

Figure 11.   FNN2 output

The success of FNN2 is attributed to the fact that it was
able to learn more details about each membership
function than the single FNN1.  As the number of
membership functions (output categories) increases, with
more complex systems, one can infer from the results
obtained through this study, that multiple NNs trained to
recognize each membership function individually will
outperform networks trained to recognize all of the
functions at one time.

Figure 12.   FNN3 output

FNN3 provided the greatest accuracy.  On average the
technique of using a GA to tune a 3-layer NN gave us an



accuracy rating of > 95%, with the single best performer
having an accuracy of 97.8%.  In fact 34% of the trial
runs resulted in accuracy > 97%, while only 22% of the
trials gave accuracy less than 96%, with the lowest rating
of 88%.  We can see from Figure 12 that the output
membership functions were closely recognized, and
although they did not reach the full potential membership
value of 1, from the tight following of the desired output,
we have high confidence in the actual values of each
output value as an accurate result of the diagnostics. We
would like to point out that there is an upper limit for
performance improvement because the tool wear was
approximated by a polynomial function while in fact we
were looking at finite steps of progressing tool wear.
Removal of this condition may further improve the
results.

Table 2.  Classification Rates of Fusion
System Rate (%)
FNN1 original 82.9
FNN1 improved 92.9
FNN2 97.3
FNN3 (best) 97.8
FNN3 (avg) 95.8

6 Summary and final remarks

The use of fusion neural networks provides a means to
improve performance of individual diagnostic tools.  In
experiments with data from a milling machine, the
performance of such neural networks is shown.  The
advantage to the off-line learning approach of a neural
network is the ability to successfully fuse the diagnostic
information without a priori knowledge of individual
diagnostic tool performance. A priori knowledge is
sometimes hard to come by. Either the classes have not
been observed sufficiently on the real system or it would
be extremely hard to run simulation because of a lack of
a proper model, etc. Therefore, a fusion system that can
deal without explicit a priori tool performance
specifications is very attractive. One has to keep in mind
that there is implicit information about system
performance embedded in the labeled data. In other
words, data for each class and information about the real
system state holds engrained information about how a
particular diagnostic tool behaves.

It has also become apparent how important proper
feature selection is. Ideally one would like to choose the
optimal features before venturing off to design the
classification and fusion tasks. Tools have been
developed to automate the feature selection process [12].
However, this is often times an iterative process because
particular tools can deal with particular features and
additional or other features need to be chosen when a
different tool is considered. This area still has some open
questions that are outside the scope of this paper.

Although we have shown the application for diagnostic
information fusion, the task is essentially the same for
any classification task. Similarly, the tool wear example
shall not be understood as limiting this process to a

manufacturing environment. Rather, applications from
the finance world, business, etc. are equally pertinent.

6.1 Future work

The networks used in this discussion were trained using a
simple backpropogation technique, as well as by
evolving GAs to discover optimal weight settings.
Another use of GAs would be to evolve a population to
construct the actual NN architectures as well.

Other future activities include attempting to solve this
problem by using genetic algorithms for fuzzy rule
discovery.  One could attempt to evolve a set of fuzzy
rules describing the data coming from the different
diagnostic tools and mapping it to an appropriate
classification.  This approach will address the search
capabilities of the GA, as well as its emergent properties
to discover sets of schemata to represent broad-based
rules.  The problem of input universe coverage and
successive overlap and fusion of these rules will also be
an issue to consider.

Since it became apparent that proper feature selection
posed a bottleneck early in the project, a proper feature
selection process needs to be employed to choose the
most relevant features upfront.
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