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Abstract – We present work on methods and user 
interfaces developed  for interactive mining for Feature 
Foundation Data (e.g. roads, rivers, orchards, forests) in 
fused multi-sensor imagery.  A suite of client-server 
based tools, including the Site Mining Tool and Image 
Map Interface, enable image analysts (IA) to mine multi-
sensor imagery for feature foundation data and to share 
trainable search agents, search results, and image 
annotations with other IAs connected via a computer 
network. We discuss extensions to the Fuzzy ARTMAP 
neural network which enable the Site Mining Tool to 
report confidence measures for detected search targets 
and to automatically select the critical features in the 
input vector which are most relevant for particular 
searches. Examples of the use of the Site Mining Tool 
and Image Map Interface are shown for an EO, IR, SAR 
data set derived from Landsat and Radarsat imagery, as 
well as multispectral (4-band) and hyperspectral (224-
band) data sets. In addtion, we present an architecture 
for the enhancement of hyperspectral fused imagery that 
utilizes internal category activity maps of a trained Fuzzy 
ARTMAP network to enhance the visualization of targets 
in the color-fused imagery.  
 
Keywords: sensor fusion, image fusion, data mining, 
target recognition, 3D visualization, collaborative 
exploitation, Fuzzy ARTMAP, pattern recognition. 
 

1 Introduction 
 
The exploitation of remotely sensed multi-sensor 
imagery for agricultural, military, and civilian 
applications has become an important research area in 
recent years.  Spaceborne imaging satellites and airborne 
sensors continue to produce an ever increasing amount of 
data requiring timely investigation.  In many applications 
it is necessary to be able to efficiently ‘mine’ this 
imagery for significant features, such as roads, rivers, 
forests, and orchards, also known as Feature Foundation 
Data. Classification of image content is complicated by 
several factors including, immense areas of coverage, 

incomplete or unavailable truth data to develop 
classification algorithms, a wide variety of sensor data 
and the non-literal nature of the imagery itself (e.g., 
thermal IR or SAR).  

In this paper we present our interactive Site Mining 
Tool and the Image Map Interface, which together 
address several of these complicating factors in the 
context of fused multi-sensor imagery [1]. The Site 
Mining Tool, based upon the Fuzzy ARTMAP neural 
network [2], provides an intuitive means by which an 
image analyst can efficiently and successfully mine large 
amounts of multi-sensor imagery for Feature Foundation 
Data. The Image Map Interface enables the visualization 
of both raw and processed search results, and textual and 
graphical annotations in the context of geo-referenced 
color-fused imagery 

In developing these interfaces and methods, we build 
upon work that we have presented over the last several 
years focusing on the real-time fusion of low-light visible 
and thermal infrared imagery [3,4], and previous work on 
interactive image mining tools for multi-dimensional image 
analysis [5]. We have also demonstrated the modification 
of these techniques to the fusion of imagery from up to six 
different bands, ranging from the visible to SWIR, as well 
as fusion of visible, infrared and SAR (synthetic aperture 
radar) imagery [1,6-9]. 

This paper begins with a description of the steps 
needed to prepare the multi-sensor imagery for use by the 
mining tools (Section 2).  Section 3 introduces the Site 
Mining Tool and Image Map Interface and includes a 
brief description of the Fuzzy ARTMAP neural network.  
This section also provides an explanation of our 
extensions to the Fuzzy ARTMAP algorithm which 
enable the display of confidence measures with mining 
results and support the  automatic selection of important 
input features.  Section 4 presents results from the 
utilization of the mining tools on several example data 
sets.  Example searches are shown for roads, buildings, 
and golf courses.  The paper closes with a brief 
discussion of a complete system which includes the Site 
Mining Tool and Image Map Interface as part of an end-
to-end client-server image processing chain.  



 

2 Data Preparation 
 
Preparing the multi-sensor imagery for mining involves 
two stages of preprocessing.  In the first stage described 
in a companion paper [1], imagery from different sensors 
is registered by means of a 3D site model (terrain and 
buildings) and inter-band contrasts of the imagery are 
enhanced through single- and double-opponent 
processing to produce a single color-fused image for 
visualization in 3D.  In addition, an array of intermediate 
imagery suitable for input to a classifier of image content 
is created. 

 
Figure 1 : The stack of features which are mined by 
the Site Mining Tool include fused imagery, enhanced 
sourge images,  opponent processed images, and those 
in which extended contours and textures have been 
extracted.  The feature images are registered so that 
every pixel in the color-fused image has a vector of 
feature values behind it. 

 
 A second stage of preprocessing enhances extended 

contours and textural features in the original imagery and 
intermediate images from the opponent processing stage, 
to enable mining for Feature Foundation Data. 

The enhancement of edge contrasts in the imagery 
promotes the discovery of extended edge contours by the 
Site Mining Tool.  Such contours are typical of  image 
features such as roads and rivers, two Feature Foundation 
Data types of interest.  To enhance edge contours in the 
imagery, we utilize a modified version of the boundary 
contour system (BCS) introduced by Grossberg and 
Mingolla [10],  as a model of multi-scale simple cell 
processing in V1 of the mammalian  brain.   Each image 
is convolved with an array of edge-sensitive Gabor filters 
at twelve equally spaced orientations.  Multi-scale Gabor 
filters are utilized to enable the emphasis of large, 
intermediate, and small edge contours in the imagery.  
The result of this processing is a single grey-scale image 
in which the multi-scale edge information has been 
combined.  A typical BCS result is shown for an EO, IR, 
SAR data set in Figure 7a. Gray-scale values indicate the 
presence or absence of edge contrast information found 

in the original imagery (or opponent-sensor imagery) and 
provide valuable information for image mining.   
 The enhancement of textural qualities in the imagery 
can promote the discovery of homogenous textural 
regions, and can also indicate the presence of forest and 
orchards in the imagery.   To enhance textural features of 
the imagery, we employ a variety of standard texture 
measures including variance, contrast, and range [11].  
 The preprocessed imagery is combined with the 
original imagery to form a data cube in which each image 
pixel location represents a vector of information.  These 
vectors serve as input to the Site Mining Tool, as shown 
in Figure 1. Here original imagery, in this case EO, IR, 
and SAR, is combined with color fused, opponent-sensor, 
and contour- and texture-enhanced imagery to form a 
stack of registered data which will be used as input to the 
Site Mining Tool classifier.   
 

3 Site Mining Tool 
 
The Site Mining Tool is a client-server application 
consisting of a client interface connected via a computer 
network to a remote server application.  The client 
application represents the interface with the user, while 
the server performs classifier training and the actual 
mining of the imagery data cube.  In order to keep 
network traffic to a minimum, only example pixels 
selected by the client and search results obtained by the 
server are exchanged between the server and the client on 
the network.  

The Site Mining Tool user interface provides an 
intuitive means by which an analyst can search an image 
for targets of interest.  This interface supports a variety of 
multi-sensor image inspection options including, the 
changing of display characteristics for optimal viewing, 
the viewing of individual image planes in the data cube 
and a zoom function. 

Figure 2 presents a screen capture of the client interface 
for the Site Mining Tool.  As seen in the figure, a large 
upper window allows the user to scroll around the color 
fused imagery, while a smaller zoom window beneath it 
permits closer inspection of areas of interest. While 
viewing a color-fused image, the analyst constructs a 
training set for the classifier by selecting example (target, 
in green) and counter-example (non-target, in red) pixels 
with the mouse in the smaller zoom window. In so doing, 
the user creates a training set which is sent to the server 
application. In Figure 2, examples of pavement pixels 
have been selected to represent the target class, while 
building and grass pixels have been selected to represent 
the non-target class.  To perform the classification of the 
image pixels, and data cube behind the imagery, the Site 
Mining Tool employs the Fuzzy ARTMAP neural 
network [2], described in the next section.  The server 
application trains the classifier on the target and non-
target pixel selections, searches the local area of the 
image corresponding to the zoom window, and returns 
the results of the search to the client interface for display 
in 



 
 
Figure 2 :  Part (a) presents the Site Mining user interface.  It displays 4-band color-fused imagery of Monterey, 
California, with training examples and counter-examples chosen for road pixels.  A large display window allows 
perusal of the entire image, while a smaller zoom window, corresponding to the white box in the large window, 
permits closer inspection.  Within the zoom window, green and red lines represent target and non-target pixel 
selections, respectively, which are used to train the Fuzzy ARTMAP classifier.  Part (b) displays a zoomed view 
of the control panel for the user interface.
  

 
 
Figure 3 : The Site Mining user interface displays 
color-fused imagery of Monterey, California, with 
results from a search for road pixels overlayed.  
Roads, paths, and parking areas are detected.  
  
the context of the color-fused image.  The quick return of 
local search results enables the analyst to witness search 
progress and refine the training set in real-time.  The user 
can then initiate a target search on the entire site. Figure 3 
presents the results of the search for other pavement 
pixels in the entire image. High confidence hits are 

displayed in white, while those of lesser confidence are 
displayed in yellow, down to a minimum confidence 
level selected by the user.  The derivation of confidence 
values is explained in the next section.  The system also 
reports an indication of the utility of individual 
components of the input vector used for the classification 
task at hand.   
 Once a search has been conducted, the current state of 
the tool, including the internal memory of the neural 
network can be saved as a search agent. This agent can 
be used at a later time and can be shared with other IAs 
on the computer network. 

 
3.1 Fuzzy ARTMAP 
 

The Fuzzy ARTMAP neural network forms the core of 
the classification engine on the server side of the Site 
Mining Tool.  As depicted in Figure 4, Fuzzy ARTMAP 
is a 3-layer neural network, consisting of an input layer 
(F1), an internal category layer (F2), and an output class 
layer (F3).  Upon presentation of data at the F1 layer and 
desired output classes at the F3 layer, Fuzzy ARTMAP 
self-organizes internal categories at F2, which enable it to 
map input data to the desired output class.  Internal Fuzzy 
ARTMAP categories represent fuzzy membership [12] 
functions created in response to input/output mappings. 
The minimum and maximum of the functions are stored 
in weights which project from the input layer to the 
internal F2 layer.  Fuzzy ARTMAP is an extension to the 
ART and ARTMAP family of neural networks [2,13,14] 
which comprise systems capable of classifying binary 



and analog input values in both supervised and 
unsupervised settings. 

 

 
 
Figure 4 : The Fuzzy ARTMAP architecture with 
Feature Selection Extension.  Fuzzy ARTMAP is a 3-
layer neural network in which internal fuzzy 
membership functions are created in response to 
input and output mappings.  Our extension to Fuzzy 
ARTMAP considers the internal coding weights to 
determine feature overlap between target and non-
target examples and perform automatic feature 
selection. 
 
 We have extended Fuzzy ARTMAP’s capabilities to 
enable the automatic selection of critical input features 
from extended feature vectors, and have employed a 
system of Fuzzy ARTMAP networks to form a set of 
voters in order to derive confidence measures for mining 
detections. Important information relevant to these 
extensions is reported to the user through the Site Mining 
Tool user interface.   

3.1.1 Automatic Feature Selection 

 
In many applications of image mining, the number of 
features is quite large and cumbersome.  Consider the case 
of hyperspectral data (e.g., from the AVIRIS sensor), 
where a single data collection can produce 224 bands of 
spectral data.  Such a large number of features (derived 
from spectral bands, opponent contrasts, contours and 
textures) can lead to severe performance degradation in 
the responsiveness of an image mining system.  
Knowledge of the importance of input features within a 
feature vector can restore performance goals by directing 
the focus of search efforts to only those features in the 
input feature vector which are most relevant for the search 
task at hand.   Such information can also contribute to 
future sensor design (e.g., band selection) and collection 
tasking, by directing allocation of sensor utilization when 
required. 

As an extension to the Fuzzy ARTMAP classifier, we 
have introduced a module that determines which of the 
features in the input vector are of most importance for a 
given classification task. The module attempts to find 
those features in the input data vector that possess 
adequate separation between target and non-target pixels 
to ensure optimal classification performance on training 

data.   To the right of the diagram of Fuzzy ARTMAP, 
depicted in Figure 4, this extension considers the amount 
of overlap in feature space between target and non-target  
classes, encoded in the internal category nodes or weights, 
according to the formula in Figure 5. 

 
 

Figure 5 : Formula for Feature Overlap calculation, 
with diagram showing correspondence to Fuzzy 
ARTMAP category weights.  Regions of feature space 
coded by target weights are shown in green, while 
regions of feature space coded by non-target weights 
are coded in red.  Ofi is inversely proportional to the 
amount of overlap between target and non-target 
coding regions, and is the basis for ranking the utility 
of input features. 

Comparisons are made between all target and non-target 
category nodes at the F2 layer of the Fuzzy ARTMAP 
network, in order to rank features in the input feature 
vector.  For every comparison between a target node and a 
non-target node, the value Ofi is calculated which is 
inversely proportional to the amount of overlap between 
the nodes.  As the overlap increases, Ofi decreases, and so 
larger values of Ofi indicate better separation of target and 
non-target regions.  For each feature, values of Ofi , from all 
target/non-target pairings are summed and used to rank the 
features, in descending order according to value of Ofi. 

Once the features have been ranked, the training set 
selected by the user is revisited and classified using the 
ranked features, until the optimal classification rate is 
achieved. Upon determination of the critical features 
necessary for the task at hand, only those features that are 
necessary to achieve the optimal classification rate are 
employed to search the full image.  
 

3.2 Confidence Measure through Voting 
 
To provide the ability to display the confidence associated 
with detections in a target search,  we employ a technique 
known as voting [2].  Voting involves the training of 
several ARTMAP networks on differerent presentation 
orderings of the training data.  The result of this training 
procedure is the creation of multiple ARTMAP networks 
each with a different solution to the same classification 
problem, in this case, the classification of the image 
according to a target of interest. Typically, a voting 
system requires agreement among a majority of networks 
involved before reporting an input’s classification.  In our 
implementation, confidence associated with detections in 
the imagery are presented in either yellow or white.  Hits 
in white represent unanimous agreement among all the 
voting networks, while hits in yellow represent something 
less than a unanimous decision.  The display of hits at 



various confidence levels is controlled through the 
adjustment of a slider on the Site Mining Tool client 
interface, and occurs in real-time. 
 The Site Mining Tool also controls the post-processing 
of search results into a variety of products suitable for 
overlay on original fused imagery or maps.  Detected road 
networks can be thinned and replaced with centerlines, 
while regions of homogenous texture, such as forests and 
orchards can be replaced with enclosing delimiters. 
  

3.3 Image Map Interface and Client-Server 
Architecture 

 
The Image Map Interface provides a central location 
where raw and processed search results can be overlayed 
on fused imagery and maps for the purposes of 
verfication, annotation and geolocation.  The tool 
supports annotation of the imagery with text and 
graphical objects which assist in collaborative 
exploitation of image data sets. 

Figure 6 presents a screenshot of the Image Map 
Interface, in which building detections have been 
overlayed on the original color fused imagery from 4-
band  multispectral data collection.  A simple annotation 
has been added by the user, indicating the location of a 
particular detection of interest.  When map coordinates 
are available, the Image Map Interface can provide 
latitude and longitude information, thus enabling the 
geolocation of search results.  As the user moves the 
mouse through the imagery, latitude and longitude are 
displayed on the interface.  

The Image Map Interface communicates with the Site 
Mining Tool server, and supports the collaborative 
exploitation of imagery over a computer network, by 
enabling the storage and retrieval of search results, 
processed results, and image annotations at the server 
location which is viewable by all image analysts 
connected to the network and logged into the appropriate 
server web site. 

 

4 Results 
 

Here we present results of the application of our image 
exploitation tools to the discovery of Feature Foundation 
Data in fused EO, IR, SAR imagery, and multispectral 
and hyperspectral imagery.   

 

4.1 EO, IR, SAR Imagery:  
 Roads and Building Searches 
 

Figures 7 and 8 present results from the application of 
the Site Mining Tool to an image set consisting of 
Radarsat and Landsat data obtained for an area near 
Tuzla, Bosnia.  The resolution of the Landsat imagery is 
28 meter per pixel, while the Radarsat is 10 meter per 
pixel.   The imagery was initially registered to Level-2 
digital terrain data (30m resolution) and fused using the 
opponent-processing steps outlined in [1]. Boundary 

contours were extracted and statistical measures were 
derived to enhance regions of uniform texture.   

 

 
 
Figure 6 : The Image Map user interface showing 
color-fused 4-band imagery of Monterey, California, 
with results from a building search overlayed.  The 
Image Map interface enables the geolocation of search 
results by indicating latitude and longitude in the 
lower right corner.  When available, an ADRG map 
can be toggled with the fused imagery in the display.  
User annotations can be saved to the server and 
shared with other image analysts on the client 
computer network. Multiple analysts can collaborate 
on exploitation of a single site. 
  

Figure 7 presents results from the application of the Site 
Mining Tool in a search for roads.  Figure 7b displays a 
color-fused nadir view of the 3D scene with road 
detections overlayed.  The original road results have been 
replaced with thinned centerlines.  The system does a 
good job of detecting and highlighting the road network 
in this low-resolution imagery.  For this result, the 
features discovered to be most useful include the BCS-
derived image (extracted from the EO modality) and the 
IR-EO opponent contrast image.  The BCS image is 
displayed in Figure 7a. 

Figure 8 presents results from a search for buildings in 
the same EO, IR, SAR data set.  Here we see the color-
fused imagery overlayed with post-processed results, in 
this case encircled detections, highlighting the locations 
of buildings found in the scene.  For this result, the most 
important feature was the SAR imagery, which had large 
returns on the buildings.  Future enhancements to our 
system will consider the context that these building 
detections provide to constrain road searches to regions  
near them. Similarly, fragmented road networks provide 
context for multi-pass search seeking completed road 
networks. The visualization enhancement step can be 
repeated on the same enhanced fused image to emphasize 
other targets of interest.  As seen in Figure 11b, we have 
employed the visualization enhancement a second time to 
derive an image in which both the roads and the golf 
courses have been enhanced.  



       
Figure 7 : Search for roads in fused EO, IR and SAR imagery.  Part (a) displays the results of modified BCS 
processing on the EO modality, and (b) displays the results of a search for roads.  The results  have been  post-
processed to centerlines.

 
  

 
 

Figure 8 : Search for buildings in fused EO, IR,  and 
SAR imagery.  Results have been postprocessed to 
encircle the detections of buildings. 

 

4.2 Hyperspectral Data:  
 Road Networks and Golf Courses 
 
The image exploitation system, including the Site Mining 
Tool and Image Map Interface, can be extended to handle 
image sets containing any number of features.  Figure 9 
presents results from the application of feature mining to 
AVIRIS hyperspectral data consisting of 224 spectral 
bands (collected in a registered fashion). This data covers 
a region of San Franciso, California, and has a resolution 

of 28 meters per pixel.  Presented in Figure 9a are results 
of two searches conducted using the Site Mining Tool.  
Results for the road network search are displayed in 
white, and results for a search for golf courses are 
displayed in yellow.  Even though the imagery is of low 
resolution, the network of roads present in the scene 
becomes apparent after searching.  Figure 9b displays the 
post-processed results  from these searches. Road 
detections have been thinned to centerlines, and golf 
course detections have been surrounded with bounding 
lines.   

As depicted in Figure 10, classifier activity maps from 
Fuzzy ARTMAP in the Site Mining tool drive contrast 
enhancement in one of the contrast channels of the 
original fused imagery.  The original image is 
decomposed into three channels of contrast : red vs. 
green, blue vs. yellow, and  a brightness-contrast channel.  
The derived image from the Site Mining Tool, 
representing the contrast between target and non-target 
activations, is first compared to the three decomposed 
channels of the original fused image to find which of the 
channels correlates best with it.  The activity map is then 
combined linearly with this channel.  In Figure 10, the 
target/non-target contrast image is combined linearly with 
values in the red-green image contrast channel to enhance. 
visualization of roads in the scene.  The pink hue of the 
roads has been enhanced, and is shown in Figure 11a. 

The visualization enhancement step can be repeated on 
the same enhanced fused image to emphasize other targets 
of interest. As is seen in Figure 11b, we have employed 
the visualization enhancement a second time to derive an 
image in which both the roads and the golf courses have 
been enhanced.  The red-green contrast channel correlated 
well with the target/non-target activity map, but this time 
it has enhanced the green color values.



   
 
Figure 9 : Search results for roads and golf courses in fused hyperspectral imagery. Part (a) presents both roads 
and golf course detections overlayed on the color-fused imagery.  Part (b) displays these results after 
postprocessing has created centerlines (white) for  the roads and bounded regions  (yellow) for the golf courses. 
 
  

 
Figure 10 :  Hyperspectral Visualization Enhancement. The Site Mining Tool classifier activity maps  are 
utilized to enhance the visibility of search targets in the color-fused imagery. 
 

5 Summary 
 
We have developed interactive, web-based Site Mining 
and Image Map Interface tools which enable image 
analysts to mine fused multi-sensor imagery for Feature 
Foundation Data. Preparation of the original data for use 
by the tools involves the creation of additional opponent-
processed imagery and imagery in which extended 
contours and textural qualities have been enhanced.  The 
resultant set of imagery becomes the input to a Fuzzy 

ARTMAP classifier which is controlled through an 
intuitive mining interface.   We presented the Site Mining 
Tool, which  enables real-time searching of multi-sensor 
imagery, and reports utility of features in the input data 
vector.  We presented the Image Map Interface, in which 
mining detections and post-processed results can be 
overlayed on the original fused imagery to enable 
annotation, geolocation, and collaborative exploitation 
through the exchange of search agents with other image 
analysts on a computer network. 



  

      
 
Figure 11 : Hyperspectral visualization enhancement  showing (a) road enhancement, and (b) golf course and 
road enhancement in the same image.
 

In future work, we will enhance the automatic nature of 
Foundation Feature Data extraction, through the use of 
contextual information such as shape, proximity to other 
detections, and image resolution.  We shall also report 
performance in terms of probability of detection versus 
false alarm rate. Utility of Site Mining to image analysts 
is of primary concern, insofar as it impacts on their 
productivity. 
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