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Abstract - This paper illustrates the synergic 
advantages of a multi-modal object localization system 
utilizing vision and sound localization.  Prototype vision 
and sound localization systems were developed and 
integrated using spatial probability maps, which allow 
any number of cameras or microphones with arbitrary 
orientation to be easily integrated.  Test results show a 
significant improvement in the integrated vision and 
sound localization (IVSL) system’s ability to accurately 
localize objects in low signal to noise situations.  
Furthermore, the performance of the IVSL system was 
shown to surpass that of the individual sub-systems.   
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1 Introduction 
 
Many object localization systems have been reported that 
rely on a specific type of sense such as sound localization 
or vision.  While some of these have been relatively 
successful, they lack the robustness and accuracy that is 
necessary in many applications. Biological systems, such 
as human perception, can robustly and accurately 
localize objects even in the presence of significant 
amounts of noise.  One of the reasons behind this ability 
is the fact that they rely on the integration of several 
different senses instead of just a single sense.  Sense 
integration is effective because it allows the perception 
system to be applicable in a greater number of situations 
than would be possible with a single sense alone.  Also, a 
given source of noise is likely to affect only one of the 
senses.  For example, a vision system is unaffected by 
background sound sources in the environment, just as a 
sound localization system is unaffected by rapidly 
varying room lighting. 
 
Many previous artificial awareness systems have 
attempted to integrate multiple senses ([1], [2], [3], [4], 
[5]).  However, most of these implementations process 
each sense separately and integrate the overall results as 
the final step.  Such an approach may lead to a loss of 

information that could have been available if the sensors 
were processed interdependently.  The system described 
in [1] uses an array of 8 microphones to initially locate a 
speaker and then to steer a camera towards the sound 
source.  The camera does not participate in the 
localization of objects.  It is used simply to take images 
of the sound source after it has been localized.  Since the 
system was not tested in situations with low SNR, its 
performance characteristics in those situations is 
unknown. 
 
The approach proposed in this paper is based on 
integrating the information obtained from a vision 
system and a sound localization system.  During 
analysis, the system makes use of all the information 
gathered to take maximum advantage of the capabilities 
of each sense.  Data from the two senses is used to form 
a spatial probability map, which describes the probability 
of the object being found at any given location in the 
environment.  As will be shown shortly, this form of 
information integration has potential for more robust and 
accurate localizations.   Sections 2 and 3 describe the 
vision and sound localization subsystems, respectively.  
Section 4 introduces the results of integrating the vision 
and sound localization subsystems using spatial 
probability maps. 
 

2 Vision based Object Localization 
 

The vision subsystem uses a simple object identification 
algorithm known as background segmentation to 
determine the direction of an object relative to the 
camera’s frame of reference.  The first step in this 
process involves taking two images, one before and one 
after an object is introduced in the environment.  To 
identify the object (or objects) in the image, each pixel of 
the updated image is subtracted from the corresponding 
pixel in the background image.  Thus, areas of large 
intensity difference between the two images remain, 
while areas with similar intensities are removed. 

 
The possible object locations obtained by background 
segmentation are converted to a two-dimensional image 



describing the object’s probable location, as illustrated in 
Figure 1.  The resulting image is called the spatial 
probability map (SPM).  Since that with a single camera, 
it is not possible to distinguish between a small object 
close to the camera and a large object far away, the 
probable locations of the object fall into the triangular 
region shown.  
 

 
 

Figure 1 – The spatial probability map 
 
In order to pinpoint the object’s position, at least one 
more camera is required.  Then, a point-wise addition of 
the SPMs obtained will yield a two-dimensional image 
that has a local intensity peak at the location 
corresponding to the object’s position.  In the case of 
multiple objects, multiple peaks would be expected. 
 
One problem that arises in the case of multiple objects is 
the formation of false objects as illustrated in Figure 2.  
In most situations, false objects can be removed by a 
heuristic search algorithm [6].  Sense integration can 
also aid the removal of false objects.  
 

 
 

Figure 2 – The formation of false objects 
 

With the addition of extra cameras and objects, the 
situation becomes much worse.  Although this visual 
object localization approach is very simple, without any 
external help, such as multi-modal information, would 
not be practical due to the large number of false objects, 
as shown in Figure 3. 
 
 

 
 

Figure 3 – Visual object localization in the presence of 
three cameras and objects 

 
Other approaches, such as more complex visual object 
localization systems or the Intelligent False Object 
Removal algorithm provide further means of solving the 
false object problem [6].  In this paper, however, the 
focus will be placed on utilizing multi-modal 
information for real object identification. 
 

3 The Sound Localization System 
 
A variety of microphone array-based sound localization 
techniques exist.  The integrated system described in this 
paper uses an iterative spatial probability (ISP) 
algorithm, which has been shown to provide increased 
accuracy and robustness [6].  First, sound signals are 
obtained from a microphone array.  Next, cross 
correlation functions are computed for all possible 
microphone pairs.  After filtering, the peak of each cross 
correlation function is identified.  The process is 
repeated on successive sound windows and the positions 
of the cross correlation peak for each microphone pair is 
recorded in a histogram.  Changes in the position of the 
histogram peaks are monitored, and the iterative process 
is terminated when the desired localization accuracy is 
attained. 
 
Each histogram, which corresponds to a specific 
microphone pair, is converted to a two-dimensional 
spatial probability map showing the likelihood of the 
existence of an object at all spatial locations.  A high 
intensity point in the map corresponds to a high 
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likelihood that the object is at that location.  Figure 4 
shows an example of a spatial probability map associated 
with a single microphone pair. 

 
 

 
 

Figure 4 – SPM associated with a single microphone pair 
 

Since the histograms, and thus the spatial probability 
maps, represent the likelihood of an object at certain 
locations, they can be merged by adding the 
corresponding SPMs.  Figure 5 gives the results of the 
addition of 2 SPMs associated with 2 microphone pairs: 

 
 

 
 

Figure 5 – Overlapped SPMs for two microphone pairs 
resulting in an intensity peak. 

 
The iterative approach means that the sound localization 
process can be adjusted to allow the system to perform as 
accurately as needed for any signal-to-noise ratio.  The 
use of the spatial probability map makes the sound 
localization process very flexible.  Adding a microphone 
pair simply involves computing a histogram for that pair 
and adding the resulting SPM to the overall SPM [6].  In 
a similar manner, information received from other 
localization subsystems can be easily incorporated by 

adding the corresponding SPMs, as will be shown in 
Section 4. 

 
The sound localization subsystem used in the integrated 
system consisted of 3 microphones placed in a linear 
fashion at 0.5 m intervals.  The height of the array was 
fixed at 1.65 m in order to ensure that the microphones 
were coplanar with speakers in the environment.   A 
detailed discussion of the sound localization system can 
be found in [6] and [7]. 
 

4 Integrating the results of sound 
localization and vision  
 
Spatial probability maps are used in both the vision and 
sound localization subsystems to combine multiple 
cameras and multiple microphone pairs, respectively.  
This makes integration of the results of the two 
subsystems particularly easy.  By the weighted addition 
of the SPMs obtained from the two subsystems, we 
obtain a single SPM representing the combined results.  
The weights that are used prior to addition correspond to 
the relative merit of the associated sensor.  For example, 
in a low SNR environment, more weight would be 
associated with the vision system than with the sound 
localization system because the degree of confidence in 
the former is greater. 
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Figure 6 – The steps involved in IVSL system. 

 
As illustrated in Figure 6, the IVSL system consists of a 
sound localization system that continuously obtains 
SPMs of the environment.  Every completed SPM is 



passed in the form of encoded histograms to a visual 
object localization system that merges its own visual 
SPM with the sound localization SPM.  The peak of the 
integrated SPM is selected and the images of the objects 
associated with that peak are displayed as the result of 
the speaker localization process.  As an initial example, 
the results of integrating a single camera visual object 
localization system with the 3-microphone sound 
localization system are presented. 
 
 

 

 
        a)                         b)                         c) 
 
 

 
d)                          e)                           f) 

 
Figure 7 – Results of the IVSL system using a single 

camera 
 
 
Figure 7 illustrates the processing steps undertaken by 
the IVSL system.  The location of the microphone array 
and the camera are shown in Figure 7a.  The camera 
image of the room is shown in Figure 7b.  Figure 7c 
illustrates the SPM obtained by the sound localization 
system.  The weighted addition of the vision and sound 
localization SPMs and the peak of the combined SPM 
are shown in Figures 7d and 7e, respectively.  It should 
be noted that the associated vision SPM has a much 
higher weight than the sound localization SPM.  The 
reason for such a weight selection is to ensure that the 
vision results, which are more robust than the sound 
localization results, are relied upon to a greater extent.  
Finally, Figure 7e shows that the system has been able to 
identify the object responsible for the production of 
sound. 

 
Figures 8-14 illustrate the application of the IVSL 
algorithms to a two-camera situation with the presence 
of a speaker and a non-vocal object.  The implemented 
system consists of the same 3-microphone sound 
localization system used in the previous example along 
with two cameras placed in the corners of the room, as 
shown in Figure 8.  
 

 
 

Figure 8 – The camera and microphone locations for the 
dual camera example 

 
Figures 9a and 9b illustrate the SPMs formed for the first 
and second camera, respectively.  It is clear from these 
SPMs that each camera sees two objects.   
 
 

   
a)                                         b) 

 
Figure 9 – The SPMs obtained by a) the first camera and 

b) the second camera 
 
By adding the two visual SPMs we obtain the SPM in 
Figure 10, which has four peaks.  The 4 peaks arise from 
2 true object (which consist of a person and a chair in the 
room) and two false objects.   
 
 

 
 

Figure 10 – The combined SPM for both cameras 
 
The ambiguity can be resolved by using the information 
gathered by the sound localization subsystem, which 
produced the following SPM: 
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Figure 11 – The sound localization SPM 
 
In order to combine the sound localization and vision 
results, the corresponding SPMs are added together after 
being multiplied by an appropriate weight factor.  The 
combined SPM, which is shown in Figure 12a, has a 
single intensity peak (Figure 12b) that corresponds to the 
speaker in the room. 
 
 

   
a)                                         b) 

 
Figure 12 – Results of a) combining the visual and sound 

localization SPMS and b) the integrated SPM’s peak 
 
When this location is translated back to the camera 
image coordinates, it correctly identifies the speaker, as 
illustrated in Figure 13a and 13b.    
 

 

  
a)                                          b) 

 
Figure 13 – The results of the IVSL object localization 

system as seen by a) camera 1 and b) camera 2 
 

5 Performance 
 
This paper is based on the proposition that the integration 
of the vision and sound localization senses increases the 
accuracy and robustness of the overall localization.  An 
experiment was conducted to examine the effects of a 

secondary sound source on localization accuracy with and 
without sense integration.  The overall accuracy was 
computed for five different SNR values.  The localization 
error is taken to be the root mean square of the distance 
between the actual object location and the estimated one.   
 
The localization accuracy of the IVSL system is 
compared to the accuracy of the sound localization system 
alone in Figure 14.  As can be seen, the localization 
accuracy is increased in all cases, especially at low SNR 
situations where the sound localization system by itself 
would occasionally mistake the noise source for the main 
speaker resulting in a sudden increase in localization 
error.  With the addition of the vision sense, the sound 
localization system is no longer confused by the 
secondary sound source and hence the accuracy is greatly 
increased.   
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Figure 14 – The relation of IVSL localization accuracy to 

SNR 
 
Compared to the speaker localization and visual 
identification system implemented in [1], the IVSL 
system benefits from both sound and vision.  This means 
that in cases where sound localization is not able to 
correctly locate the speaker, the vision system can aid the 
localization process, as illustrated in Figure 14.  Also, the 
IVSL system was tested in a variety of SNRs, while the 
noise robustness of the implementation in [1] remains 
unclear. 
 
Another difference is that the IVSL system does not 
require a camera aiming procedure.  Unlike the 
implementation in [1], the IVSL has a fixed camera 
pointing to the environment.  The image of the speaker is 
a subset of the image obtained by this camera. 
 
Overall, the IVSL system offers superior functionality 
and robustness to background sounds and noises.  In 



terms of accuracy at high SNRs, both of the two systems 
being compared use a per-sample analysis which means 
that the accuracy at these SNRs is roughly equivalent [6].  
At low SNRs, however, the IVSL system can consistently 
locate the speaker. 
 

6 Conclusions 
 
This paper described the process of integration of a dual 
camera vision system with the results of a sound 
localization system.  The localization results of each 
subsystem are in the form of a map that represents the 
probability of an object being at any given location in a 
two-dimensional space.  Integration of the results is 
accomplished by computing a weighted sum of the two 
maps.  Test results confirm that the performance of the 
integrated system is superior to either of its subsystems.  
The important advantage of the proposed method of 
integration is that noise sources seen by one of the senses 
do not have any effect on the other.  Hence the integrated 
system is more accurate and robust and can operate at 
significantly lower signal-to-noise ratios. 
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