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Abstract – Although fusion tools have successfully been
applied to a wide variety of problem domains, fusion
research has failed to produce systems that can support
the needs of the commanders of land-based military
operations, especially those that involve operations
other than war. This paper explores the reasons for this
failure to date, summarising the lessons of recent
operations and relevant NATO research, and shows that
even the apparently simple task of training fusion system
users can impose significant technical challenges. The
paper concludes by suggesting an agenda for further
research based on the development of human-in-the-loop
systems consisting of appropriate decision support tools
embedded in a wider application framework.

Keywords: Land Tactical Fusion, Recent Military
Operations, Training, Decision Support Tools.

1 Introduction

1.1 Overview

Although fusion tools have successfully been applied to a
wide variety of problem domains, fusion research has
failed to produce systems that can support the needs of
the commanders of land-based military operations,
especially those that involve operations other than war.
This paper explores the reasons for this failure to date by
describing the characteristics of the land environment
that make it particularly challenging, and summarising
the lessons of recent operations and recently completed
NATO research. The paper briefly examines the problem
of training fusion users in a realistic military
environment, and shows that even this apparently simple
task can impose significant technical challenges.

The paper concludes by suggesting an agenda for further
research based on the development of human-in-the-loop
systems consisting of appropriate decision support tools
embedded in a wider application framework.

1.2 Terminology

In order to facilitate comparison with other work, this
paper adopts the fusion process model developed by the
Data Fusion Group of the Joint Directors of Laboratories
(JDL) Technical Panel for C3I [1], which is illustrated in
Figure 1.
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Figure 1. High-level Functional Model of the Data
Fusion Process.

In this model, Level 0 and Level 1 Fusion together
involve detecting objects (e.g. airborne platforms),
associating new detections with known objects, refining
object attributes, and typing, classifying, and identifying
objects. Level 2 involves developing a high-level
interpretation of the sensor derived information, for
example based upon knowledge of doctrine, logistics,
tactics, etc. Level 3 is concerned with identifying intents
and vulnerabilities. Finally, Level 4 is a meta-process that
optimises the overall fusion system performance with
respect to internal constraints, and also to external data
collection capabilities [2].



2 Why is Land Tactical Fusion Hard?

2.1 Success of Fusion in Different Domains

The extent to which fielded systems have achieved their
objectives varies depending on the domain in which the
systems operate. For example, in the air domain, Level 1
fusion techniques are routinely used to detect platforms
from raw radar data, and to manage the tracks of these
platforms over time.

But in the tactical Land environment, in contrast, current
fusion technology is still challenged by Level 1 issues,
and has not yet fielded automated systems that can
successfully perform higher-level fusion tasks. It has been
observed (Captain William Walls, cited in [3]) that a
successful approach to fusion requires knowledge of:

1. The physics of the phenomena to be fused, and the
capabilities of sensors.

2. Detailed knowledge of data fusion mechanisms,
processes and pitfalls.

3. Intimate knowledge of the warfare area.

4. Detailed understanding of the users.

The purpose of this section is to show that the changing
nature of the fusion problem in the land environment
(item 3 on the above list) has significant implications for
the designers of fusion systems. Unless these implications
are understood and addressed by current research
programmes, it will not necessarily be possible to field
the results of such research.

2.2 Structural and Behavioral Complexity

The most significant feature of the land domain is that
from the perspective of a commander, the entities being
tracked are large organisations rather than individual
platforms. A Brigade commander, for example, may be
concerned with enemy entities of battalion size, which
may contain hundreds of platforms and thousands of
men, distributed over a large ground area. Although the
structure of such an organisation is typically defined by
an Order of Battle (ORBAT), the ORBAT is unlikely to
be completely understood and may have been varied for
operational reasons. Although some signature equipments
are diagnostic of specific ORBAT elements, much
equipment is used by more than one type of unit, and
coupled with the uncertainties of sensor reports, it is hard
to recognise some unit types on the basis of detected
equipment. Similarly, although units will attempt to
respect predefined inter-unit boundaries, these are not
publicised, and it can therefore be difficult, even when
the type of a unit is known, to determine which parent
unit owns it. Making such an assessment is vital because
it allows intelligence officers to estimate the overall size
of the force that they are facing.

In addition to this structural complexity, the behaviour
and arrangement of a large formation’s sub-units (their
tactical posture) varies considerably according to the
specific operation that is being conducted. To use an
extreme example, an opposed river crossing operation
will require a different combination of forces to a peace
support operation. Although unit behaviour will be
constrained by military doctrine, the specific rules may be
unclear to the observer, and are in any case are subject to
local variation due to the large number of human decision
makers involved (e.g. sub-unit commanders). This
variability in behaviour complicates any fusion approach
that is based on matching observations with pre-defined
templates that describe specific enemy force dispositions
or activities.

2.3 The Changing Military Environment

Within a military headquarters, the fusion function is
likely to reside in a dedicated intelligence cell. The cell
has access to background information about the enemy, is
given intelligence requirements (questions) by its
commander, and receives intelligence reports that may
address these questions. The cell in turn issues lower
level questions (collection tasks) to its sensors, supports
planning within the headquarters (e.g. by identifying lists
of high-payoff targets), and continually maintains enemy
situation pictures that summarise the current and
predicted enemy behaviour. These inputs and outputs are
illustrated in Figure 2, which shows a cell being tasked to
locate enemy air defence assets (including SA-6 missiles).
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Figure 2. The Intelligence Function in a Conventional
Military Operation

Internally, the cell performs a variety of iterative
processes that are outside the scope of this paper, but are
sometimes summarised as Observe, Orient, Decide, Act
(OODA). The primary responsibility of a Level 1 fusion
system is to support these process by building and
maintaining a situation picture that reflects incoming
reports.

Increasingly, the focus of attention has moved from
conventional military operations as characterised by the
Gulf War to Operations Other Than War (OOTW) as



characterised by recent operations in East Timor and
Kosovo. Although the same overall intelligence processes
may be applied, the inputs and outputs are radically
different. Figure 3 illustrates this difference in the context
of an OOTW operation where the key intelligence issues
concern treaty compliance rather than determining the
behaviour of a conventional army.
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Figure 3. The Intelligence Function in Operations
Other Than War

As a result of these changes in emphasis, there is
increasing user pressure for the development and
procurement of multi-role systems. Fusion tools that
cannot support multiple modes of use will not survive in
the face of changing military requirements.

Finally, it is also likely that intelligence doctrine (i.e. the
internal processing of the intelligence function) will itself
change in response to changing military requirements, or
as new headquarters architectures are adopted, and this
will in turn increase the need for flexible tool support.

2.4 Enterprise-Wide Intelligence Architectures

The required function of a given fusion system will also
depend on the level and role of the headquarters in which
it is to be deployed. In general, a low-level unit will have
a relatively small area of interest (in terms of time and
space), a few local sensors, and will be attempting to
answer ‘simple’ tactical questions. In contrast, a higher-
level unit will accept intelligence input from many
sources such as its own battlefield sensors (of many
different types),  the agencies that control these sensors,
strategic assets, subordinate units, coalition or allied
forces, the open media, and non-government
organisations (NGOs) such as the Red Cross. This
complexity is illustrated in Figure 4.
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Figure 4. Battlefield Intelligence Architectures

Each of the sources illustrated will provide different types
of information, and may provide an equally viable
interpretation of reality. Clearly, these different views
must be reconciled in order to provide a common ‘all-
source’ picture. Unfortunately, increasing the number of
input data types increases the complexity of the
algorithms required to support fusion [2]. The massive
variations in headquarters size and role additionally
reduce the likelihood that a single approach to fusion tool
design will be sufficient, complicating the process of
providing a multi-role capability as discussed above.

Failure to perform this reconciliation, or to detect errors
in specific information sources, has dramatic
consequences. These were highlighted in Kosovo, where
in spite of nominal information superiority, NATO
wasted munitions on fake or incorrect targets, and was
not easily able to accurately determine the total amount of
Serbian equipment that was actually destroyed [4].

2.5 Expeditionary Operations

In contrast to the traditional battlefield architecture
suggested in Figure 4, many recent operations have been
characterised by ad-hoc information architectures that
were constructed in the field from a variety of disparate
national component systems provided by coalition
partners [5].

The headquarters staff (the users of fusion systems) will
therefore increasingly find themselves deployed in
unorthodox and unanticipated situations. They may find
themselves working as a national ‘staff module’
alongside coalition personnel who share different
doctrinal background, and who use different command
information systems. They may receive intelligence
inputs from unexpected sources, and will have to tailor
their intelligence products for many different consumers.



Coalition forces frequently exhibit internal information
asymmetry, such that different partners have varying
capabilities. For example, the most sophisticated partners
may increasingly wish to use network-centric styles of
information management, virtually co-located
headquarters, etc, while the least technologically
advanced may rely on commercially obsolete combat-net
radio technology.

In general, the resultant architectures are made to work
primarily by efforts of the people ‘on the ground’ [6], not
by the original system designers. In other words, the
training and capabilities of the end-users are key
determinants of the success of the system in the field [7],
and conversely, the applicability of hard-to-use fusion
tools will be limited.

From a fusion system perspective, the challenge is to
design systems that can run on a ‘lowest-common-
denominator’ communications infrastructure, are flexible
with respect to their input types and formats, and which
can easily and quickly be made to interoperate with other
systems. For example, unless two distinct fusion systems
share common data models, or present each other with
common services, they will not be able to exchange
situation models, except perhaps in the format of
relatively superficial snapshots. Unless these
interoperability requirements can be met, fusion systems
will remain as stand-alone nodes in the overall
intelligence architecture, and will therefore not fully
contribute to the command and control process.

2.6 Challenges for Fusion System Designers

In summary, the overall challenge for fusion system
designers is to build systems that can support as wide a
range of roles as possible, running within ad-hoc
organisations and on ad-hoc infrastructures, and
supporting missions that are by their nature impossible to
anticipate.

Specific technical challenges involve:

1. Reconciling data and compiled situation pictures
generated by radically different sources.

2. Extracting the ‘correct’ view from situation
databases for different users.

3. Integrating Fusion tools into the Digitized HQ.

4. Delivering better information faster than the
competition, which now includes the open media.

3 The Collective Training Problem

In order to illustrate some of the real technological
problems that may exist when deploying fusion systems,
and to highlight requirements that may not emerge from

study of obvious military needs, this section considers the
issue of introducing fusion systems into the military
Command and Staff Training (CAST) environment.
Unlike tool operator training, which can be achieved
‘simply’ by piping a recorded input stream into a fusion
tool, CAST involves placing a fully-staffed headquarters
into a synthetic environment, such that the HQ staff can
collectively rehearse their working practices over a period
of several days.

Figure 5 shows in simplified form the architecture of a
typical CAST exercise.
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Figure 5. Fusion in the CAST Environment

The synthetic environment consists of a comprehensive
battlefield simulation containing units that can be issued
with orders, and which generate reports (including
intelligence reports) as they carry out their assigned tasks.
In contrast, the trainee HQ must be as realistic as
possible, and in particular must allow the trainees to use
their normal command information systems. In order to
maintain a high level of training realism, it is clearly
necessary to ensure that all information emitted by the
simulation is made as militarily realistic as possible
before it is seen by the trainees. This can be achieved by
human role-players who are responsible for checking
reports to ensure that they realistic, and editing
unrealistic messages to fix problems that are discovered.

There are several problems associated with introducing
fusion tools into the CAST environment:

1. Fusion systems are no more guaranteed to
interoperate with a training simulation than they are
guaranteed to interoperate with any other automated
system. Any lack of interoperability necessitates a
manual swivel-chair interface, in which human
operators physically read data from one system and
type it into another, ‘role-playing’ as they do so to



inject any necessary message embellishments. This is
both expensive and error prone.

2. The training simulations must emit reports that are
representative of the data that will be encountered in
practice by a fusion system and its operators. In
general, although they may generate intelligence
reports that describe traditional military activities
(e.g. simulated sightings of enemy equipments), they
are unlikely to generate the more esoteric data (e.g.
media reports) that will be increasingly encountered
in practice. Similarly, if the trainee headquarters
expects to receive the digitized output (via database
replication, say) of a fusion system in a peer
organisation that is only represented by an entity in
the simulated environment, then the simulation must
be capable of generating appropriate electronic
output.

3. The exercise staff may introduce ‘magic’ into a
scenario that is failing to meet specific training
objectives. This may involve resurrecting a simulated
unit that has been prematurely destroyed, moving a
unit instantaneously to a new location, etc. Unless
these changes can also be introduced into the
situation database of a fusion engine, the fusion
system will itself introduce discrepancies into the
trainees’ view of the exercise ground truth.

4. There is no guarantee that the situation picture stored
in the fusion system has been fully understood by the
staff being trained. As a result, it cannot be assumed
that simple snapshots of the fusion system’s situation
picture will provide a mechanism for auditing the
performance of the trainees.

In summary, even the apparently simple task of training
the users of a fusion system poses some significant
technical challenges. The challenges of a real operational
environment are likely to be significantly worse.

4 The NATO DFD Experiment

4.1 Background

To date, there has been relatively little open research
aimed at addressing the fusion problem as described here.
One exception is the NATO Data Fusion Demonstrator
(DFD) Programme, which involved seven nations over an
eight-year period and led to the development of an
experimental Data Fusion System (DFS) that performed a
variety of Level 1 fusion tasks, namely:

1. Classification of incoming reports to determine the
type and role of the reported unit.

2. Correlation of multiple reports regarding the same
entity, either from different sources at the same time,
or from one or more sources at different times.

3. Fusion (merging) of complementary information
from successfully correlated reports.

4. Aggregation to infer the existence of high-level units
that could not directly be observed.

The DFS used rule-based blackboard techniques to
perform unit classification, and incorporated a set of rules
that precisely represented a known enemy ORBAT
(which was in effect hard-wired into the DFS). The DFS
itself contained an enemy situation database that
contained a multiple-worlds view of the emerging enemy
situation. The DFS was completely automated, in that
end-users could not modify the system’s underlying
reasoning.

DFD used a ‘classical’ cold war scenario that involved an
unopposed divisional level advance, and which was
described to the fusion system by a stream of messages
from simulated sensors. Interestingly, the DFD project
conducted a Manual Fusion Exercise in which the
message stream was also fed into fed into three distinct
All-Source Cells staffed by serving intelligence officers
using traditional paper map and acetate technology. This
led to the development of a fusion baseline against which
the performance of the automated DFS could be
evaluated.

4.2 DFD Results

When tested, the DFS classifier achieved very impressive
results, successfully classifying 98% of the units reported
in its message stream, approximately 100 times faster
than an unaided human. In contrast however, the system
made fewer correlations than were possible (although it
made very few erroneous correlations), and as a result
effectively over-estimated the strength of the simulated
enemy arrayed against it.

The success of the classifier would appear to be largely
due to the hardwiring (in rule form) of the enemy
ORBAT, and the relative lack of ambiguity in the input
message stream. Correlations were generally missed due
to gaps in sensor coverage (units disappeared and then re-
appeared at a distance too great to allow correlation), or
due to errors or extreme vagueness in particular
messages.

The project’s final report [8] recognised that:

1. There are limitations on what can be achieved by a
solely automated approach – future research must
consider from the outset information display and
manipulation by humans.

2. However, even given the limitations of the DFS,
machine-supported cells produced information that
was more accurate and timely than the solely manual
cells.



It would therefore appear that the optimal solution
involves human-computer synergy, such that
bookkeeping activities (message management, plotting,
and classification) are handled by the machine. In
contrast, human users can provide expert intuition and
apply sanity checks, particularly in areas where the
machine cannot develop a solution (e.g. a unit that cannot
be correlated).

5 Appropriate Fusion Tools for
The Human in the Loop

5.1 Discussion

Given that existing fusion technology has not yet
convincingly demonstrated automation of Level 1 tasks in
the Land domain, immediate fusion research must
address the task of providing a supportive framework
within which appropriate decision-support tools can be
embedded. Research must take account of the capabilities
and constraints of the infrastructures on which the
frameworks will run, and consider the re-use of
components (such as digital map overlay editors) that are
emerging from national digitization programmes.

Within this agenda, the first priority must be on
providing tools that exploit human information
management capabilities, and which can be applied in as
many different scenarios as possible. For example,
viewers, filters, and query mechanisms that can handle a
wide range of input data types. Only when these basic
building blocks are in place is it worth developing more
sophisticated tools, perhaps specific to particular
operational needs (e.g. message-to-unit classifiers). The
resultant tools will be ‘tiny’ compared with traditional
‘stovepipe’ command and control systems.

5.2 The User Perspective

It is clearly outside the scope of this paper to define what
such a system should look like to its users. However, it is
worthwhile considering an analogous problem, that of
providing generic software that is applicable in a wide
variety of commercial and industrial environments. By
way of example, Table 1 lists a number of support
functions that a system can supply to its users, and then
shows examples of these services in the domains of word
processing and military intelligence processing.

Function Word Processing Intelligence
Processing

Input checks Spelling,
Grammar

Validate mandatory
fields

Navigation Bookmarks,
Hyperlinks

Report→Unit,
Database drill-down

Filtering Document/outline
Views

By areas, times,
reported events,
message sources,

confidence
Staleness, etc

Background
Data

Templates,
Clip-art

ORBATs, Equipment
recognition data

Warnings Save-before-
close?

High-Payoff Target
reported in area of
interest

High-Level
Assistance

Task-oriented
Wizards

Msg→Unit
Classifiers,
Assisted correlation

Table 1. Comparison between  Office and Military
Software Support.

It is not claimed here that word processors and
intelligence support tools are manipulating similar sorts
of data. However, it is arguable that the process of
intelligence picture compilation is similar to that
conducted by users in non-military settings. In particular,
it demonstrates that with an appropriate set of cleanly
interacting low-level tools, it is possible to perform a
wide variety of tasks.

If applied correctly, this approach could provide many
advantages, such as user-driven composition of systems
from suitable components at runtime, and may facilitate
incremental procurement of systems. However, the
fundamental advantage of the approach is that it leaves
the human in the driving seat, while automating the low-
level tasks that are amenable to machine implementation
(such as information filtering).

5.3 An agenda for further research

There are of course several obvious challenges for this
approach to the construction of fusion systems. Each of
these challenges, which are listed below, is an important
area for further research:

1. Designing an underlying information base that can
provide generic support to user-level tools, for
example access to a wide variety of externally
generated data types.

2. Designing systems that can be fielded in unorthodox
network-centric environments.

3. Providing guaranteed Quality of Service to users,
with respect to data integrity, fail-over, and
transaction processing. Unfortunately, these issues
are not necessarily addressed by traditional software
development techniques such as Object-Oriented
programming [9], and the designers of such systems
must learn to think beyond the desktop.

All of these issues are key architectural drivers, and if
ignored, will compromise the deployability and usability
of software that emerges from ongoing fusion research.



6 Conclusions

The Land fusion problem imposes unique challenges that
have not been addressed by fusion research to date. Even
training the users of future fusion systems poses
significant technical challenges. The lessons from recent
military experience are that fusion systems must be as
simple to use and deploy as possible. The optimum
approach, in the short term at least, must involve the
development of human-in-the-loop systems that leave the
user in control while automating basic data management
and manipulation tasks.
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