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Abstract - This paper discusses the experiments
conducted with two conceptually different machine
learning systems in a pharmacological domain related to
the use of different excipients in drug production. It shows
how a symbolic system can be used, in a collaborative
way, to help a neuro-fuzzy system to induce a more
appropriate set of fuzzy rules.
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1 Introduction

Over the past few years there has been an increasing
number of systems which combine, in many different
ways and with many different purposes, fuzzy techniques
and neural networks. There are plenty of justifications in
literature for these combinations, the main one being that
of profiting from the capabilities of both paradigms.

One of the most successful of these combinations is
implemented by systems that use neural networks to
produce a set of fuzzy rules (which can be further
incorporated into the knowledge base of a fuzzy expert
system). In this approach neural networks are generally
part of a bigger system and are conveniently adapted
(fuzzified) in order to be used as a learning technique that
can deal with connection weights, inputs and concepts
represented as fuzzy numbers. These systems are generally
known as neuro-fuzzy systems.

Neuro-fuzzy systems generally provide a “translator”
which in the next phase converts the trained neural net into
a set of fuzzy rules. The inclusion of a “translator” in these
systems is justified in the same way that some of the
existing symbolic-connectionist systems are justified: a
need to interpret the learned knowledge in order to make it
understood by a human expert. The knowledge embedded
in a trained neural net is not symbolically expressed as it is
represented by the topology of the net, its connections and
weights. An option for making this knowledge
“interpretable” is translating the trained neural net into a

set of rules. In the case of neuro-fuzzy systems this is
particularly supported by the linguistic representation of
fuzzy variables

In [1] three advantages for using a fuzzy classifier are
listed: (1) vague knowledge can be used, (2) the classifier
is interpretable in the form of linguistic rules, and (3) from
an application point of view the classifier is easy to
implement, to use and to understand.

The main goal of this paper is to explore the
possibilities of using a symbolic system which can help a
neuro-fuzzy system induce a more refined set of rules for
drug production in the pharmacological domain of
excipients. In order to do this, the paper has been
organized as follows: In Section 2 we provide a brief
introduction to the neuro-fuzzy system NEFCLASS
[1,2,3,4,5,6,7] and to the symbolic system CN2 [8].  In
Section 3 we describe the main characteristics of the
pharmacological data used in the experiments.  In Section
4 we describe the way the experiments were conducted
with both systems and discuss the results obtained.

2 Basics of NEFCLASS and CN2

2.1 The NEFCLASS System

NEFCLASS (NEuron Fuzzy CLASSification) is part of a
collection of software made available by the University of
Magdeburg, as tools for fuzzy processing and can be
downloaded from http://fuzzy.cs.uni-magdeburg.de/. The
concepts and definitions related to NEFCLASS presented
next have been extracted from the various references about
this system and are shown at the end of this paper.

NEFCLASS implements a supervised learning
procedure where a 3-layer perceptron is trained with a set
of pre-classified training examples (training set), each of
them belonging to one of a number of distinct crisp
classes.  The training examples are expected to be
described as vectors of crisp numerical values. The first
layer of units (U1) of the 3-layer fuzzy-perceptron



represents the pattern features – in this layer there should
be as many units as the number of attributes that describe
the training instances. The hidden layer (U2) is composed
of rule units that represent the fuzzy rules. The number of
output units in the third layer (U3) is given by the number
of different classes in the training set. Definition 1
formalizes this topology.

The advantage of a learning model based on the 3-
layer fuzzy perceptron is that it allows the extraction of
symbolic knowledge from the neural net and also allows
the user to feed symbolic knowledge into the neural net as
a previous step to ‘refining’ this knowledge by means of
learning.

Definition 1. A NEFCLASS system is a 3-layer fuzzy
perceptron with the following specifications:

1) U1 = {x1,…,xn}, U 2 = {R1,…Rk}, U 3 = {c1,…,cm}

2) each connection between units xi ∈ U1 and Rr ∈ U2 is
labled with a linguistic term Aj

r

(i) (jr ∈ {1,…,qi})

3) W(R,c) ∈ {0,1} holds for all R ∈U2 and c ∈ U3

4) connections coming from the same input unit xi and
having identical labels, bear the same weight at all
times. These connections are called linked connections,
and their weight is called shared weight

5) Let Lx,R denote the label of the connection between the
units x ∈ U1 and R ∈ U2. For all R, R′ ∈ U2 holds

(∀(x∈ U1) Lx,R = Lx,R′) → R = R′

6) For all rule units R ∈ U2 and all units c, c′ ∈ U3 we have

(W(R,c) = 1) ∧ (W(R, c′) = 1) → c = c′

7) For all output units c ∈ U3 the net input netc is
calculated by:

                         netc = 
∑

∑

∈

∈

2
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Note that a NEFCLASS system is a specialization of a 3-
layer fuzzy perceptron, where: 1) the weights associated
with connections between rule units and output units can
only be 0 or 1; 2) a rule unit should only be connected to
one output unit and 3) there are no two rule units
connected to input units that have the same connection
weights.

After the training, the resulting 3-layer perceptron can be
transformed into a set of fuzzy rules. In order to make the
next algorithm clearer, we have slightly changed the
original notation as presented in [2].

NEFCLASS Learning Algorithm

Consider a NEFCLASS system with n input units x1,…,xn,
k <= kmax rule units R1,…,Rk and m output units c1,…,cm.
Also given is a learning task

L = {(p11, p12, p13,…, p1n, t11, t12,…, t1m), …,  (ps1, ps2, ps3,…,
psn, ts1, ts2,…, tsm)}

of s patterns, each consisting of an input pattern p ∈ Rn

and a target pattern t ∈ {0,1} m. The rule learning
algorithm that is used to create the k rule units of the
NEFCLASS system consists of the following steps:

1) Select the next pattern (pk1, pk2, pk3, …, pkn, tk1, tk2, …,tkm)
from L

2) For each input unit xi ∈ U1 find the membership
function µj

i

(i) such that

µj
i

(i)(pki) = max j∈{1,…,q
i
}{µj

(i)(pki)}

3) If there are still less than kmax rule nodes and there is no
rule node R with

W(x1,R) = µj
1

(1),…, W(xn,R) = µj
n

(n)

then create such a node and connect it to the output node
cq if tkq = 1

4) If there are still unprocessed patterns in L and k < kmax

then proceed with step 1) otherwise stop.

At the beginning of the learning process the net has n
input units (n=number of features in the training set), m
output units (m=number of classes in the training set), has
no rule units and no connections.

The rule learning algorithm creates the rule units and
establishes the connections between input and rule units
and between rule and output units. This algorithm always
creates a new rule unit (provided the number of rules has
not reached its maximum) if there are no rule unit
connected to the input units with a particular combination
of fuzzy weights.

Once the 3-layer perceptron is created, in order to
obtain a classification procedure that generalises the
classification embedded in the training set, NEFCLASS
refines the fuzzy sets weights of connections between
input and rule units by running cyclically the fuzzy set
learning algorithm which aims to adjust these fuzzy sets
aiming a more refined classification accuracy. More
details about this system can be found in the references
listed at the end of this paper.

When operating NEFCLASS, the user has to first
define the number of initial fuzzy sets associated with each
attribute that describes the training set and also provide the
system with a number k, to limit the maximum number of
rule nodes the perceptron will have.

NEFCLASS expects as input a training set constituted
by training instances given as pairs (p,t) where p ∈ Rn  and
t, the class (or target pattern) ∈ {0,1} m. For example, in a
classification problem with three different classes and
instances described by 4 attributes, a possible value for p
and t could be 5.4  3.9  1.3  0.4 and 1  0  0 respectively.
After training, the resulting 3-layer perceptron can be
interpreted as a set of fuzzy rules. One of these rules could
be, for example:



if x1 is medium and x2  is medium and x3 is small and x4 is
large then the pattern (x1,x2,x3,x4) belongs to class 1

where x1 up to x4 are the attributes that describe the
training instances; medium, medium, small and large are
fuzzy sets associated with the respective attribute and
class_1 is one of the three existing classes in this domain.
NEFCLASS allows the user to name attributes and classes
conveniently, in order to make the results more easily
interpretable.

2.2 The CN2 System

The CN2 algorithm is described in [8] and the system that
implements it, also called CN2, is available for
downloading from many sites (e.g. see
http://www.cs.utexas.edu/users/pclark).

This system is a rule-induction program for crisp data
which takes a set of examples (vectors of attribute-values
and an associated class) and generates a set of rules for
classifying them.  As with NEFCLASS, it allows the user
to evaluate the accuracy of a set of rules in terms of a set
of pre-classified examples (testing set). Other than a few
minor details, the input for both systems, NEFCLASS and
CN2 are practically the same.

The CN2 system implements ideas from both machine
learning families of algorithms, the AQ [9] and the TDIDT
[10]. The rules induced by this system have the following
syntax:

if <complex> then <class>

where <complex> is defined as a conjunction of selectors.
A selector is a basic test of attribute, such as hair = brown
∨ black, height > 173, etc. In this context, a selector or a
complex covers an example if the expression they
represent is true for that example. The last rule CN2
induces is a ‘default rule’ which predicts the most
commonly occurring class in the training data.

When using the induced rules for classifying new
examples, this system tries each of the existing rules, until
it finds one whose conditions are satisfied by the example
being classified. The resulting class prediction of this rule
is then assigned as the class of that example. If no induced
rules are satisfied, the final default rule assigns the most
common class to the new example.

“CN2 works in an iterative fashion, each iteration
searching for a complex covering a large number of
examples of a single class C and few of other classes. The
complex must be both predictive and reliable, as
determined by CN2’s evaluation functions. Having found
a good complex, those examples it covers are removed
from the training set and the rule ‘if <complex> then C’ is
added to the end of the rule list. This process iterates until
no more satisfactory complexes can be found” [8].

For a more detailed description of this algorithm see
the previous reference. CN2 has various control
parameters that can be tuned by the user. In the
experiments, however, we used their default values.

3 The Excipient Domain

This is a pharmaceutical knowledge domain related to the
industrial production of pharmaceutical drugs. It is well
known that the administration of oral dosage forms is the
most important way to get systemic effects and that,
among the possible forms, the solid dosage is preferred.

In the pharmaceutical industry the choice of the
excipient plays a fundamental role when related to drug
production. In order to optimise drug delivery systems, a
better understanding of excipients, their properties and
limitations is required. The raw material specifications
must be adequate especially in respect to the particle size
and form, its distribution, density, flow and moisture
content.

The excipient domain is a dataset consisting of 170
training instances reached through measurements obtained
in the laboratory. Each instance is described by 14
characteristics (attributes) and an associated class (the
excipient). The attributes are listed in Table 1.

Table 1. Attributes of Excipients Measured
Experimentally

Attributes Attribute
Id

bulk density v_1
tapped density v_2
compressibility v_3
relative filling v_4
angle of repose v_5
flow rate v_6
granularity:
percentage of
retention at 840 µm

v_7

percentage of
retention at 420 µm

v_8

percentage of
retention at 250 µm

v_9

percentage of
retention at 177 µm

v_10

percentage of
retention at 149 µm

v_11

percentage of
retention at < 149 µm

v_12

moisture content v_13
Hausner ratio v_14

The 170 training instances are distributed among 17
different types of excipient (10 training examples for each
excipient). The excipients are nine different types of
microcrystalline cellulose (Avicel PH-102®, Avicel PH-
200®, Microcel MC-101®, Microcel MC-102®, Microcel
MC-250®, Microcel MC-301®, Microcel MC-302®,
Vivapur type 101® and Vivapur type 102®), Cellactose,
Lactose, Encompress®, Ludipress®, Manitol powder and
granules, Sodium Chloride and Corn Starch. The types and
their identifications are listed in Table 2.



Table 2. The seventeen types of Excipient

Excipient Id
Corn starch c_1
Avicel PH-102® c_2
Avicel PH-200® c_3
Cellactose c_4
Sodium Chloride c_5
Encompress® c_6
Lactose c_7
Ludipress® c_8
Manitol powder c_9
Manitol granules c_10
Microcel MC-101® c_11
Microcel MC-102® c_12
Microcel MC-250® c_13
Microcel MC-301® c_14
Microcel MC-302® c_15
Vivapur type 101® c_16
Vivapur type 102® c_17

4 Experiments

The original Excipient training dataset with 170 instances
was randomly divided (10 times) into two sets: a new
training set − TrS (containing 75% of the original) and a
testing set − TeS (containing the remaining 25%). So, by
the end we had generated 10 pairs of datasets TsS-TeS.
The TrS (136 instances) was then used to induce
knowledge and subsequently, the associated testing set
TeS (34 instances) was used for evaluating the
performance of the induced knowledge when classifying
new examples. This procedure as shown in Figure 1 was
used by both systems. The induced knowledge of the
NEFCLASS is a 3-layer perceptron and of the CN2 the is
a set of rules.

Figure 1. Procedure for training/testing both systems

The results of the experiments were obtained using the
defaults of both systems. In the case of system
NEFCLASS, however, we used the option “same for all
units” with the value 3, when defining the number of fuzzy
sets associated with each input unit (attribute) because 3

seemed to be a reasonable value if “interpretability” is one
of the goals the user has in mind and one of the goals for
using this system.  The system, however, allows the user
to define an individual number of fuzzy sets for each
attribute. Also, the 10 experiments with NEFCLASS were
conducted using 1000 epochs and k = 50.

In the following tables we adopted the notation #:
number of the experiment; NR: number of rules created;
misc TrS: number of misclassified instances in TrS and
misc TeS: number of misclassified instances in TeS.

Initially we ran CN2 with the 10 pairs TrS-TeS of
datasets (identified by numbers 0 – 9). All the rules
generated in these 10 trials are shown in Table 3, where cl
means class and nt means number of trials. For example,
for the excipient identified as c_6 (encompress), CN2
induced the same rule if v_10 > 44.16 then class = c_6 in
the 10 trials. The number in front of each rule indicates the
number of trials the corresponding rule was induced. It is
important to mention that the rules generated by CN2 have
100% accuracy with both, TrS and TeS.

Table 3. Rules (per class) Induced by CN2

cl Rules per class (excipient) nt
c_1 v_13 > 9.50 10
c_2 v_5 > 36.50 and v_10 > 4.70

v_6 < 0.06 and v_11 > 9.24
8
2

c_3 if v_8 > 0.04 and v_11 > 12.20
if v_2 < 0.56 and v_8 > 0.04
if v_2 < 0.56 and v_9 > 12.74
if v_8 > 0.04  and v_13 > 5.50

6
2
1
1

c_4 v_8 < 0.04 and v_9 > 6.68
v_9 > 6.68 and v_11 > 14.24
v_10 > 34.76 and v_13 > 5.50
v_2 <  0.55 and v_10 > 34.76

4
2
1
3

c_5 v_1 > 1.03 10
c_6 v_10 > 44.16 10
c_7 v_5 > 49.86 10
c_8 v_1 < 0.61 and v_5 < 25.23

v_6 >  0.12 and v_9 > 18.10
7
3

c_9 v_6 > 0.14 and v_8 > 0.26
v_1 > 0.61 and v_6 > 0.14
v_1 > 0.60 and v_10 < 0.90

6
3
1

c_10 v_3 < 8.20
v_3 < 6.54

8
2

c_11 v_1 > 0.34 and v_2 < 0.52
v_1 > 0.34 and v_11 < 0.40

2
8

c_12 v_6 > 0.32 10
c_13 v_3 < 23.09 and v_5 > 33.94

v_3 > 17.25 and v_12 < 49.10
v_5 > 33.15 and v_10 > 15.02

3
5
2

c_14 v_1 > 0.54 and v_11 < 0.90 10
c_15 v_1 > 0.60 and v_9 < 0.06

v_1 > 0.61 and v_5 > 26.12
v_3 > 17.32 and v_10 > 25.24

3
5
2

c_16 v_1 < 0.34 10
c_17 v_1 < 0.41 and v_11 > 13.16

v_2 < 0.53 and v_6 > 0.18
v_1 < 0.50 and v_13 < 4.50
v_9 < 0.06 and v_13 < 4.50
v_5 > 38.25 and v_6 > 0.12

4
1
3
1
1

• training set (TrS)
• description of the
  attributes

ML SYSTEM
    (learning)

Induced Knowledge testing set (TeS)

ML SYSTEM
  (evaluating)



We then ran NEFCLASS using the same 10 pairs of
datasets TrS-TeS, the results of which are shown in Table
4.

Table 4.  Results by NEFCLASS using all the attributes

# NR miscl
TrS

mean
error

miscl
TeS

mean
error

0 32 3 0.2453 1 0.2771
1 31 3 0.2229 1 0.2311
2 31 3 0.2220 0 0.2279
3 31 3 0.2463 1 0.2487
4 30 3 0.2447 1 0.2321
5 31 3 0.2463 0 0.2454
6 31 3 0.2263 1 0.2607
7 32 3 0.2340 1 0.2350
8 32 3 0.2351 0 0.2914
9 30 4 0.2419 0 0.2232

One of the disadvantages of NEFCLASS is that the
fuzzy rules extracted from the trained 3-layer perceptron
always have, in their condition part, tests which involve all
the attributes that describe the training set. However, in a
domain such as Excipients, this can be very misleading, as
the rules that categorise each of the 17 excipients have a
condition part with 14 conditions, though not all of them
are necessary.

As can be seen in Table 3, the maximum number of
tests in the condition part of rules generated by CN2 is 2.
We used the information provided by the rules induced by
CN2 pertaining to the relevant attributes (see Table 5), in
order to eliminate those that do not contribute to
categorising the classes. Table 6 lists the 5 least referenced
attributes and the number of times they have been
referenced in a condition part of a rule.

Table 5. Number of references to a variable per trial

0 1 2 3 4 5 6 7 8 9
v_1 7 7 6 5 6 7 8 6 7 7
v_2 1 0 0 2 0 1 1 1 2 1
v_3 2 2 3 3 1 2 2 2 1 2
v_4 0 0 0 0 0 0 0 0 0 0
v_5 4 4 3 2 3 3 4 4 6 3
v_6 2 2 2 4 3 4 2 2 2 3
v_7 0 0 0 0 0 0 0 0 0 0
v_8 3 3 3 1 3 0 1 2 1 2
v_9 2 1 1 2 3 3 0 1 0 1

v_10 2 2 3 3 3 1 3 3 5 2
v_11 3 4 4 3 3 4 2 3 2 4
v_12 0 1 1 1 0 0 1 1 0 0
v_13 1 1 1 1 2 2 3 2 1 2
v_14 0 0 0 0 0 0 0 0 0 0

Table 6. The 5 least referenced attributes

number of
references

v_4 0
v_7 0

v_14 0
v_12 5
v_2 9

Table 6 shows that the attributes v_4, v_7 and v_14
were not used in any of the rules generated in any of the
10 trials. These variables were, therefore, eliminated from
the datasets and we ran NEFCLASS again, this time using
pairs of TrS-TeS described by 11 attributes only. The
results are described in Table 7 and they show that the
accuracy of the rules has not changed. Through this
procedure we managed to obtain simpler fuzzy rules that
still maintained their accuracy.

Table 7.  Results by NEFCLASS using 11 attributes

# NR miscl
TrS

mean
error

miscl
TeS

mean
error

0 28 3 0.2556 1 0.2857
1 27 3 0.2289 1 0.2424
2 27 3 0.2249 0 0.2405
3 28 3 0.2587 1 0.2653
4 27 3 0.2436 1 0.2473
5 27 3 0.2445 0 0.2365
6 27 3 0.2341 1 0.2640
7 28 3 0.2390 1 0.2410
8 28 3 0.2512 0 0.2843
9 27 4 0.2531 0 0.2341

We eliminated another attribute (v_12) from the
training-testing sets and ran NEFCLASS again, but that
reflected negatively in the accuracy of the fuzzy rules, as
can be seen in Table 8. Therefore we saw no point in
trying to eliminate any more attributes

Table 8. Results by NEFCLASS using 10 attributes

# NR miscl
TrS

mean
error

miscl
TeS

mean
error

0 24 11 0.2645 3 0.2856
1 23 3 0.2435 1 0.2501
2 23 3 0.2369 0 0.2573
3 24 11 0.2610 3 0.2794
4 24 3 0.2646 1 0.2621
5 24 3 0.2660 1 0.2610
6 24 8 0.2519 2 0.2934
7 24 3 0.2528 1 0.2526
8 24 3 0.2561 0 0.2718
9 24 18 0.2913 6 0.3523

5 Conclusions

One of the stated advantages of using a neuro-fuzzy
system is the interpretability of the obtained fuzzy rules.
Obviously, interpretability has much to do with the
number of rules and the number of variables used for
describing them. It is for this reason we believe a tool such
as NEFCLASS can be helpful if run with only a small
number of rules and attributes as the results help the user
to understand more about the domain.

This paper has discussed how the results produced by
NEFCLASS can be improved if information provided by a
symbolic machine learning system is used. Another set of
experiments would be to compare the rules generated by



both systems and then to keep as fuzzy conditions in the
fuzzy rules, only those tests that are part of their
counterparts induced by the symbolic system.
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