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Abstract - In this paper, the Bayesian Data
Reduction Algorithm (BDRA) is compared to
several neural networks to demonstrate classi-
fication performance and feature selection for
fused binary valued features, where the sta-
tistical dependency (i.e., correlation or redun-
dancy) between the relevant features of each
class is varied. The BDRA uses the probability
of error, conditioned on the training data, and
a “greedy” approach (similar to a backward se-
quential feature search) for reducing irrelevant
features from the data. Results are shown by
plotting the probability of error as a function
of the conditional probability between adjacent
relevant features, where the number of relevant
features is varied. In general, it is demon-
strated that the performance difference between
the BDRA and the neural networks depends on
the statistical dependency between the features.

Keywords: Dimensionality reduction, Multinomial,
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1 Introduction

The Bayesian Data Reduction Algorithm (BDRA) was
previously developed in [14], and it is based on the
Combined Bayes Test (CBT) of [13] that uses the
Dirichlet distribution, [7], as a noninformative prior.1

The BDRA employs a “greedy” approach ( similar to a
backward sequential feature search) for reducing irrel-
evant features from the training data of each class, and
it relies on the conditional probability of error for the
CBT (conditioned on the training data) as a metric for
making data reducing decisions.

Previously, results obtained with the BDRA using
both real and simulated data have shown it to be an
effective means of reducing irrelevant features from the
training data of each class (see [11, 14]). In this earlier
work the BDRA was also compared to other classifi-
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1The Dirichlet represents all symbol probabilities as
uniformly-distributed over the positive unit-hyperplane.

cation methods. For example, in [14] the BDRA was
compared to a neural network (similar to the back-
propagation network used below) and shown to be su-
perior at classifying fused conditionally independent
binary and ternary valued features. Also, in [11], for
an application to detecting targets by fusing features
extracted from independent sonar echoes, the BDRA
found the best feature subset and determined a fusion
rule that outperformed other conventional detection
schemes. Further, the BDRA has also been applied to
mislabeled training data in [12], and missing features
[14].

The work presented here differs from the results de-
scribed in the previous paragraph by illustrating per-
formance as the statistical dependency, conditioned on
a given class, amongst adjacent relevant features is var-
ied. With this, performance of the BDRA is compared
to several different types of neural networks. Specifi-
cally, performance results are also obtained for back-
propagation, radial basis function, and learning vector
quantization type neural networks. Thus, by compar-
ing performance of the BDRA with several different
neural network classifiers an important aspect that dif-
ferentiates it from many other classification methods
is demonstrated. In particular, the BDRA treats the
classification problem as a quantization noise problem
in that the quantization complexity is found, using fea-
ture selection, for providing best performance. This is
in contrast to many other methods in which the para-
meters of the classifier are typically adjusted in order
to perform best on the feature data (for example, see
[5]). Further, the BDRA is compared to more than
a single neural network type in order to validate the
results. In other words, more than one neural network
helps prevent unfair results due to the possibility that
a specific type of network might be improperly tuned
to the data.

The relationship between classification performance
and the statistical dependency of feature information
has also been studied by other authors, and a large
part of this work was initiated by those attempting
to interpret, and in some cases refute, the results of
Hughes, [7].2 For example, in [1, 3, 4, 10, 16] it was

2Hughes is one of the first authors to analytically demonstrate
the dependency of the probability of error, P (e), on quantization
complexity, M , for fixed numbers of training and test observa-
tions.



shown, and for any training set size, that the proba-
bility of error approaches zero as the number of inde-
pendent features approaches infinity. Notice, this find-
ing contradicts Hughes’ results which show that once
the “optimum” quantization complexity M∗ is reached
P (e) tends to increase with additional feature informa-
tion. Later, Van Campenhout, [15], attempted to re-
solve this apparent “paradox” by pointing out that the
quantity M∗ is based on incomparable priors, meaning
that each value of M represents a different true prior
and cannot be compared to another prior. Thus, rela-
tive to this previous work the significant contribution
of the results shown here is to illustrate, with specific
examples, the effect that statistically dependent fea-
tures has on automatic feature selection.

2 The BDRA

The BDRA is repeated here as it appeared in [11]. The
algorithm reduces features from a training data set by
reducing the quantization complexity, M , to a level
which minimizes the average conditional probability
of error, P (e | X). The formula for P (e | X) is the
fundamental component the BDRA, and it is given by

P (e | X)

=
∑
y

∑
X

P (Hk) I (zk ≤ zl) f (y|xk, Hk)

+P (Hl) I (zk > zl) f (y|xl, Hl) (1)

where (note, k and l are exchangeable)
zk = f (y|xk, Hk)
= Ny!(Nk+M−1)!

(Nk+Ny+M−1)!

∏M
i=1

(xk,i+yi)!
xk,i!yi!

;
k, l ∈ {target, nontarget}, and k �= l;
Hk : py = pk;
M is the number of discrete symbols;
X ≡ (xk,xl) is all training data;
xk,i is the number of the ith symbol in the training

data for class k, and Nk

{
Nk =

∑M
i=1 xk,i

}
;

yi is the number of the ith symbol in the test data, and
Ny

{
Ny =

∑M
i=1 yi

}
.

Note, for the cases considered here involving one
test observation (i.e., Ny = 1) f (y|xk, Hk) of formula
(1) above becomes

f (yi = 1|xk, Hk) =
xk,i + 1
Nk +M

. (2)

Given formula (1) the BDRA is implemented on
training data by using the following iterative steps,
which are analogous to a sequential backward feature
selection algorithm (see [8, 9]).

1. Using the initial training data with quantization
complexity M (e.g., in the case of all binary val-
ued features M = 2Nf , where Nf is the num-
ber of features), formula (1) is used to compute
P (e | X ;M).

2. Beginning with the first feature (selection is arbi-
trary), reduce this feature for each class by sum-
ming or merging (i.e., marginalizing) the num-
bers of occurrences of those quantized symbols
that correspond to joining adjacent discrete levels
of that feature (e.g., with binary features, for all
classes merge those quantized symbols containing
a binary zero for that feature with those contain-
ing a binary one).

3. Use the newly merged training data (it is referred
to as X

′
) and the new quantization complexity

(e.g., M
′
= 2Nf−1 in the binary feature case),

and use formula (1) to compute P
(
e | X

′
;M

′
)
.

4. Repeat items two and three for all Nf features.

5. From item four select the minimum of all com-
puted P

(
e | X

′
;M

′
)
(in the event of a tie use an

arbitrary selection), and choose this as the new
training data configuration for each class (this cor-
responds to permanently reducing, or removing,
the associated feature).

6. Repeat items two through five until the probabil-
ity of error does not decrease any further, or un-
til M

′
= 2, at which point the final quantization

complexity has been found.

A few additional background notes taken from [14]
about the BDRA are useful. First, the BDRA is
“greedy” in that it chooses a best training data con-
figuration at each iteration (see step five above) in
the process of determining a best quantization com-
plexity. Naturally, a better approach to feature selec-
tion is to do a global search over all possible merges
and corresponding training data configurations. How-
ever, a simulation study with binary valued features
involving hundreds of independent trials revealed that
only about three percent of the time did the “greedy”
approach shown here produce results different than
a global approach. Additionally, the overall average
probability of error for the two approaches differed by
only an insignificant amount.

With this, it should also be noted that data reduc-
tion in the BDRA implies a change in Dirichlet prior
with each merging of training data (i.e., due to a re-
duction in M). But, it is argued here that changing the
Dirichlet prior by the BDRA is justified because remov-
ing irrelevant feature information with each merge is
necessary to marginalize the joint feature distribution.
In other words, the BDRA looks for that quantization
complexity, M , which makes the most sense based on
the training data.

3 Results

Performance results for the BDRA, and the neural
networks, appear in the figures found on the follow-
ing pages. In all cases, one test observation is used
(Ny = 1), and there are two classes. Note, the results



presented in each figure are averaged over one hun-
dred independent trials of randomly generating symbol
probabilities and associated training data. With this,
the training data sets of each class contain six binary
valued features so that the initial unreduced quantiza-
tion complexity, M , equals 64.

The following items define the notation used for the
error probabilities shown in the figures below:

BDRA(init(empir)) The empirical probability of
error computed using formula (1) and the initial
training data configuration of each class before
data reduction.

BDRA(train(empir)) The empirical probability of
error computed using formula (1) and the final
reduced training data configuration for each class
(i.e., after the BDRA has finished training).

Optimal The probability of error computed when the
true underlying symbol probabilities are known
(i.e, the clairvoyant situation).

BDRA(init(true)) The true probability of error
computed using formula (1) with the zk based
on the initial unmerged training data and
f (y|xk, Hk) replaced by the true symbol proba-
bilities (i.e., the difference between this case and
the analogous empirical one above are that P (e) is
computed using the zk with the clairvoyant prob-
abilities).

BDRA(train(true)) The true probability of error
computed using formula (1) with the zk based on
the merged training data (i.e., after the BDRA has
finished training) and f (y|xk, Hk) replaced by the
true symbol probabilities (the difference between
this and the analogous empirical case above is de-
scribed in the previous item).

NN(BP) The true probability of error computed us-
ing a trained backpropagation type neural net-
work (with an adaptive learning rate and momen-
tum) as a decision rule, and the true symbol prob-
abilities.

NN(RBF) The true probability of error computed
using a trained radial basis function type neural
network as a decision rule, and the true symbol
probabilities.

NN(LVQ) The true probability of error computed
using a trained learning vector quantization type
neural network as a decision rule, and the true
symbol probabilities.

3.1 Performance with two relevant fea-
tures

Figure 1 shows error probabilities of the BDRA as a
function of the conditional probability between the first
two relevant features of each class. Where in this fig-
ure, and in all performance figures contained here, the
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Figure 1: Performance of the BDRA with two rele-
vant features for each class (note, in all performance
related figures P (e) is plotted versus the conditional
probability, p0|0, where p0|0 = p1|1 (see formula 3)).

conditional probability between adjacent relevant fea-
tures varies between 0.5 and 1 (i.e., 0.5, 0.6, 0.75, 0.9,
and 1.0). The term “relevant” means that those fea-
tures have unique distributions for each class. How-
ever, the remaining features, out of the total of six, are
distributed the same amongst the classes (i.e., irrele-
vant to correct classification), and are not conditionally
dependent. Also, conditional dependence amongst the
features means that the relevant feature probabilities
for the jth feature of the kth class are defined by

[
pk,0 (j + 1)
pk,1 (j + 1)

]
=

[
p0|0 p0|1
p1|0 p1|1

] [
pk,0 (j)
pk,1 (j)

]
(3)

where, for example, pk,1 (j) is the probability that the
jth feature is a binary one, and when j = 1 pk,1 (1)
is determined randomly (see the next paragraph and
Appendix A ). With this, the conditional probabilities
between features j+1 and j are given by, p0|0, p0|1, p1|0,
and p1|1. Observe, in all results shown p0|0 = p1|1, and
of course this implies that p0|1 = 1− p1|1. Thus, each
figure contained here is plotted as a function of p1|1, or
equivalently, p0|0. As an illustration of the method of
generating feature vectors for each class see Figure 2
below. It is obvious in this figure, and in formula (3),
that the probabilities of relevant features evolve from
one feature to the next similar to a Markov chain.

Returning to the analysis, the results in Figure 1
are based on randomly generating twenty five samples
of training data for each class, with each sample being
a vector containing six binary valued features. Also,
for a description of the method for generating the true
symbol probabilities and data see Appendix A. It can
be seen in this figure that based on formula (1), and
for all conditional probabilities between the relevant
features, the BDRA starts out with a probability of
error of near 0.3 (BDRA(init(empir))), and then re-
duces this to around 0.1 (BDRA(train(empir))). In



Figure 2: Illustrative diagram of generating feature
vectors, with two relevant features for each class.

terms of correct classification performance this pro-
duces near optimal performance for the algorithm (i.e.,
from BDRA(init(true)) to BDRA(train(true))). Addi-
tionally, observe that the probability appears to vary
with an increasing conditional probability between the
relevant features, and more is written on this later.
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Figure 3: Performance comparison of the BDRA to
several neural networks, two relevant features for each
class, and plotted as a function of the conditional prob-
ability, p0|0.

Performance of the BDRA is compared to several
neural networks in Figure 3. The situation in this
figure is the same as that of Figure 1, and it can be
seen that the Optimal and BDRA(train(true)) results
from Figure 1 are replotted here. Also in Figure 3 are
classification results for the neural networks, and for a
description of the networks see Appendix B. Clearly,
it can be seen that in all cases for this scenario the
BDRA is superior to the neural networks by achiev-

ing a lower probability of error. However, there is a
tendency for the BDRA to perform better for lower
conditional probabilities between the relevant features
(i.e., meaning they are more independently distrib-
uted), and this is amplified as more relevant features
are added (see the figures below). For the neural net-
works, best performance is obtained by the learning
vector quantization network (NN(LVQ)). But, it also
loses performance as the conditional probability be-
tween the relevant features increases. With this, it
can be seen that the backpropagation and radial basis
function type neural networks perform similarly (this
results is consistent in most results shown here), with
the performance of these networks improving as the
relevant feature probabilities become more redundant.

3.2 Performance with four relevant fea-
tures
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Figure 4: Performance of the BDRA with four relevant
features for each class.

Figure 4 is similar to Figure 1 except that the num-
ber of relevant features has been doubled for each class
(i.e., the first four features are relevant, the last two are
irrelevant). It can be seen in Figure 4 that the BDRA
is able to improve true classification performance (see
BDRA(train(true))) for all conditional probabilities
values between the relevant features. However, as com-
pared to Figure 1 overall performance is now more
strongly dependent on the probabilistic redundancy
between the relevant features. In fact, notice in Fig-
ure 4 that as the conditional probability increases true
classification performance (i.e., BDRA(train(true))) is
worse than it was with fewer relevant features in Figure
1 (this can also be seen slightly with the trained em-
pirical probabilities, see BDRA(train(empir))). Fur-
ther, this occurs despite the fact that more relevant
features cause the initial error probabilities (both true
and empirical) to decrease at faster rate with increas-
ing conditional probability (i.e., compare all initial er-
ror probabilities of Figures 1 and 4). A possible expla-
nation for this is that with more probabilistically re-



dundant relevant features the empirical distributions of
each class become concentrated around relatively less
discrete symbols, which has the effect of lowering the
initial error probabilities due to a relative increase in
class separability (this can also be seen with optimal
error probabilities of all performance figures). But,
after the BDRA trains on the data it tends to loose
performance with more highly redundant relevant fea-
tures that is caused by an over-reduction of the data
(see Figure 8 below).

0.5 0.55 0.6 0.65 0.7 0.75 0.8 0.85 0.9 0.95 1
0.04

0.05

0.06

0.07

0.08

0.09

0.1

0.11

0.12

0.13

Conditional probability between adjacent relevant features

P
ro

ba
bi

lit
y 

of
 e

rr
or

a) NN(BP);

b) NN(RBF); c) NN(LVQ);

d) BDRA(train(true)); e) Optimal;

Nclass 1 = Nclass 2 = 25

a

b

c

d

e

Figure 5: Performance comparison of the BDRA to
several neural networks, and six relevant features for
each class.

Continuing with Figure 5 as was done for Figure
3, the performance comparison of the BDRA to the
neural networks is now illustrated using four relevant
features for each class. The results labeled as Optimal
and BDRA(train(true)) are again plotted from Figure
4. It can be seen in Figure 5 that the BDRA out-
performs the neural networks only when the relevant
features of each class are more independent. Also, it is
apparent, and this was previously observed in Figure 3,
that the best performing neural network is NN(LVQ),
except when the relevant features are completely prob-
abilistically redundant.

3.3 Performance with six relevant fea-
tures

In Figures 6 and 7 results are shown where all six
features provide useful classification information. It
can be seen that the results shown in these figures are
very similar to those shown in Figures 4 and 5 ex-
cept that performance of the BDRA has worsened for
highly redundant features. Also in Figure 7 observe
that NN(BP) and NN(RBF) have slightly improved in
performance, while NN(LVQ) has slightly degraded in
performance.
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Figure 6: Performance of the BDRA with six relevant
features for each class.
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Figure 7: Performance comparison of the BDRA to
several neural networks, and six relevant features for
each class.

3.4 Number of features selected by the
BDRA

Figure 8 illustrates the number of features selected by
the BDRA, and as in previous figures it is plotted ver-
sus the probabilistic redundancy between the relevant
features. Notice, that a curve is plotted for each of
the cases considered, that is, for two (Mrel = 4), four
(Mrel = 16), and six (Mrel = 64) relevant features
for each class. It is evident in this figure that for all
numbers of actual relevant features the BDRA tends
to over-reduce the data. The single exception to this is
when the data contains two relevant features that are
also highly redundant. However, based on the results
in Figures 1, and 3 through 7, it appears that the over-
reducing tendency of the BDRA only substantially de-
grades performance when the features are highly prob-
abilistically dependent.
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Figure 8: Number of features selected by the BDRA
and shown for different numbers of relevant features.

3.5 Performance using different num-
bers of training data

Performance results like that shown above were also
obtained using different numbers of training data to
illustrate its effect on performance (for example, see
[6]). In general, the overall trend of the results did
not substantially change when training data sizes of
five and one hundred samples were used for each class.
However, one noticeable trend did appear in that with
the larger training data size of one hundred samples
the BDRA improved its relative performance, and for
every conditional probability between the relevant fea-
tures, over all three neural networks. But, with the
smaller training size of five samples the BDRA was
outperformed by only the learning vector quantization
network.

4 Conclusion

In this paper, the Bayesian Data Reduction Algorithm
(BDRA) was compared to several neural networks at
classifying conditionally dependent binary valued fea-
tures. Overall, it was shown that performance depends
on the redundancy between the relevant feature proba-
bilities. In particular, both the BDRA and the learning
vector quantization type neural network lost perfor-
mance as the conditional probability between the fea-
tures increased, while the backpropagation and radial
basis function type networks improved in performance.
In the case of the BDRA, the performance loss was at-
tributed to an over-reducing of the feature information.
For the most part, it was also found that the BDRA
outperformed the the neural networks.
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Appendix A: Generation of the
true symbol probabilities and
data

It can be seen in all performance figures that the op-
timal probabilities of error were constrained to be less
than or equal to 0.1. To achieve this constraint on a
consistent basis Gaussian mixture densities were used
for generating the underlying true symbol probabili-
ties. In doing so, two equiprobable Gaussian mixtures
were used for the first relevant feature (all other rel-
evant feature probabilities are determined by formula
(3)), and three equiprobable mixtures were used for ir-
relevant ones (the dimension of a particular Gaussian
pdf was equivalent to the appropriate number of fea-
tures). Thus, the probability of observing a binary
one for a feature was equivalent to the probability of
observing a positive value for the associated element
of the corresponding Gaussian mixture. Using this
model, controlling the probability of error to meet the
specified constraint was done by adjusting the spread
of the means. Gaussian mixtures were chosen instead
of the Dirichlet distribution, or a similar uniform type
distribution, because the probability of error using the
Dirichlet converges to 0.25 with symbol quantity, M ,
while its variance approaches zero (see [14]). There-
fore, constraining the probability of error to small val-
ues using the Dirichlet can be computationally imprac-
tical.

Appendix B: Description of the
neural networks

In generating results for the neural networks all train-
ing and testing was performed using the Neural Net-
work Toolbox of Matlab, [2]. In the following para-
graphs each network is briefly described, and also ob-
serve that each is of the feed-forward type. Also, the
input layer for each network contains six nodes corre-
sponding to the the six discrete features.

The neural network NN(BP) (whose neuron model
is the log-sigmoid transfer function) was trained using
backpropagation, momentum, and an adaptive learn-
ing rate. This network was specified to contain three
layers including two successive hidden layers consisting
of sixteen and eight nodes, and an output layer of one
node. With this, initialization of network weights was
random, and the following items describe the relevant

NN(BP) parameter settings required by the Matlab
software:

• Maximum number of epochs to train (1000).

• Sum-squared error goal (0.02).

• Learning rate (0.01).

• Learning rate increase when adapting (1.05).

• Learning rate decrease when adapting (0.7).

• Momentum constant (0.9).

• Maximum error ratio (1.04).

The neural network NN(RBF) uses the radial basis
transfer function (an exponential), and it was trained
using the solverb function of Matlab that iteratively
creates a radial basis network by adding neurons, one
at a time, until the sum-squared error falls beneath the
goal or a maximum number of neurons is reached. Ra-
dial basis networks consist of hidden and output layers
(the output layer contains one node). Also, The input
consisted of six nodes corresponding to the the six dis-
crete features, and initialization of network weights was
random. The following items describe the NN(RBF)
parameter settings required by Matlab:

• Maximum number of neurons (1000).

• Sum-squared error goal (0.02).

• Spread of radial basis layer (1.0).

The neural network NN(LVQ) was trained us-
ing learning vector quantization that is a supervised
method of training a competitive layer, where the
learning is based on the Kohonen rule. There are two
layers in this network consisting of a competitive layer
and a linear output layer with two output nodes, one
for each class. Also, initialization of network weights
assigned S1 neurons to the hidden competitive layer,
and the following items describe all relevant parameter
settings:

• Maximum number of presentations 1000.3

• Learning rate (0.01).

3Training vectors are randomly selected and presented to the
network until the maximum number is reached.


