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Abstract – A service-oriented platform dedicated to 

fusion processes has been implemented. It is devoted 

particularly to high-level fusion but is not restricted to 

this. Moreover, the implementation of this platform 

enables the use of semantic technologies. The 

underlying common language for services is modeled 

through a set of ontologies that enable the 

representation and reasoning over distinct objects, 

situations, potential threats, etc. These ontologies are 

structured using an upper and a core ontology that 

detail space, time, object, reporting information, etc. In 

addition, a template semantic mapping service is 

provided to allow potential external semantic services to 

interoperate with our platform. This platform has been 

instantiated with services that perform high-level fusion 

tasks within the maritime surveillance domain. This 

application aims principally at detecting anomalies that 

are embodied in vessel behaviors. 

 

Keywords: High-Level Fusion, Ontologies, Services, 

Interoperability, Semantics.  

 

1 Introduction 

A service-oriented architecture (SOA) is appealing for 

realizing interoperable and reusable components. It is a set 

of design principles used during the phases of software 

systems development and integration. A system based on a 

SOA packages functionalities as a suite of interoperable 

services, each implementing one action [1]. Within the 

data fusion domain, these services can deal with the 

simulation of the received information, fusing data, 

detecting anomalies or viewing an up-to-date 

representation of the situation. In order to promote easy 

composition and reuse, services do not embed calls to each 

other in their source code, instead they use defined 

protocols (standards-compliance such as SOAP, WSDL) 

that describe how services pass and parse messages using 

description metadata. The purpose of SOA is to enable 

users to link large pieces of functionality to form 

applications that are created almost entirely from existing 

software services. This type of architecture corresponds to 

a general need, which is to accumulate knowledge 

acquired from previous projects but also to rely on this 

previous expertise in order to rapidly construct future 

systems - extending previous capabilities. An Enterprise 

Service Bus (ESB) has been used to develop this platform. 

This is a piece of middleware that manages communication 

between services. The SOA architecture should reduce 

application complexity while improving maintainability 

and interoperability.  

Ontologies are becoming more and more ubiquitous [2, 

3, 4] for high-level data fusion in order to perform a more 

in-depth semantic analysis of the exploited information and 

thus enabling an enhanced reasoning capability. Ontology-

based Data Fusion uses more “artificial intelligence” 

correlation functionalities than standard statistical based 

functionalities.  

Our platform enables and eases semantic applications to 

be run. The FusionLab platform, which is an information 

fusion platform enabling semantic services development, 

has been developed in regards to the previous 

requirements. This is an integration platform that is used to 

easily create instances. Within this context, instances are a 

set of specific services that form together a particular 

fusion system. In most cases, an instance is realized for a 

particular project. Existing works regarding semantic 

fusion applications have already been presented. This trend 

has been increasing over the years. However, to our 

knowledge, most of the time they use a particular 

application ontology and none have underlined general 

semantic building blocks devoted to Fusion applications. 

This paper introduces here a framework approach that 

gathers the main and useful semantic components as well 

as the underlying ontological model devoted to Data 

Fusion applications. Through this approach, key 

challenges of Information Fusion [5] such as knowledge 

representation, handling of new kinds of information, 

managing uncertainty, link discovery are handled in a 

sound and extensible way.  

In this paper, we demonstrate that the FusionLab 

platform performs efficient integration in the case of a 

maritime Information Fusion instance. Indeed this platform 

has been instantiated for an application within the 
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Maritime Surveillance domain. The general objectives 

within this maritime application were to define ontology-

based data fusion algorithms and data representation 

schemes. This requires an adequate and performing 

knowledge model that enables performing interoperability 

capability between partners. We also provide a system to 

detect automatically abnormal vessel behavior. 

This paper focuses more on the knowledge 

representation and on the fusion services associated, rather 

than on the technical architecture. Its main contribution is 

to provide an example of concrete implementation “from A 

to Z” of an innovative semantic approach to deal with 

high-level Data Fusion. In the following section, we will 

concentrate on the knowledge structure and representation 

that has been produced to maintain and infer the military 

and security situation. Afterwards, section 3 presents a 

necessary service that allows semantic interoperability with 

services that were not created within the scope of the 

FusionLab platform. Finally, in section 4, some 

Information Fusion domain services will be introduced. 

2 FusionLab ontologies 

We refer to an ontology with the definition of Uschold 

and Gruninger in computer science [6]. This expresses an 

ontology as a shared understanding of some domain of 

interest. It contains the concepts used to describe and 

represent an area of knowledge. Within this platform, 

ontologies can be compared as semantic glue between the 

services that enable them to deal with the information in 

the same and consistent way and to exchange/share this 

information. This section explains the role and structure of 

these ontologies and how they are managed within our 

platform for Information Fusion applications.  

2.1 Global knowledge base structure 

Our platform is flexible thanks to its suitable underlying 

knowledge base. Indeed, a good modeling formalism 

always contributes to reduce the complexity of 

applications and improves their maintainability and 

interoperability. 

We have taken into account the technical SOA aspect 

when proposing a global structure for our knowledge base. 

As a matter of fact, it is interesting to have an intelligent 

split of the knowledge in regards to each level of the 

platform. One level of ontologies serves as a generic 

language for services interface (see after 

FusionLabUpper). This level would be the language 

understood by all services within the ESB. The second 

level of ontologies (FusionLabCore) is more detailed, 

concerns the services themselves and enables them to 

realize more concrete and meticulous reasoning. 

Hereafter is the global proposed schema for the structure 

of our knowledge base (Figure 1). Different ontologies 

interact with each other. We can notice the 

FusionLabUpper ontology, the FusionLabCore ontology 

(which imports FusionLabTime, FusionLabSpace, 

FusionLabUncertainty, FusionLabReportingData and 

FusionLabObject) and any specific ontology represented at 

the bottom of the diagram. The ontologies have been 

created with the OWL2 W3C (World Wide Web 

Consortium) standard [7]. It is the latest recommendation 

made in October 2009. Comparing to OWL1 (previous 

recommendation of February 2004), OWL2 adds new 

functionalities, which some are said to be only “syntactic 

sugar” while others really offer new expressivity. All 

OWL1 ontologies remain valid OWL2 ontologies. OWL is 

based on RDF, which is structured through a set of triple: 

Subject-Predicate-Object.  

 
Figure 1: FusionLab Ontologies structure 

Ontological rules are expressed as logical constraints using 

the OWL language itself, and the additional business 

constraints are added using an external rule language 

(which will be part of the explicit reasoning services). We 

use the RDF/XML syntax, which is one of the possible 

syntaxes offered by OWL. Each syntax is easily 

interchangeable with another. The RDF/XML syntax is the 

one that has to be used when dealing with XML tools 

(such as in an SOA platform). We have used the Protégé 

editor (http://protege.stanford.edu/), the most known 

ontology editor, to graphically create our ontologies. 

2.2 Upper ontology 

The FusionLabUpper ontology serves as a broad guide 

to the contents of the knowledge model specification. 

Indeed, this military and security upper ontology 

constitutes a high-level abstract overview of the global 

knowledge model. This ontology is what we call an upper 

ontology, since one can use it in every area of knowledge, 

in other words it describes very general concepts that are 

the same across all knowledge domains. One of the goals 

is to indicate the scope of the model in covering 

information categories of interest to the operational 

user/services in the FusionLab platform. Hence it is 

intended to represent the basic knowledge identifying an 

Information Fusion environment. The structure describes 

the basic and abstract notions that are common to each 

military and security domain. It is generic enough to 

accommodate joint, land, air, and sea situations. As a 

minimum it deals with the following: an object, an action, 

space and time locations, the observing source, etc.  

 The JC3IEDM (Joint Consultation Command Control 

Information Exchange Data Model) is an established data 

model in the NATO community [8].  It is managed by the 

Multi-lateral Interoperability Programme (MIP) and 
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specifies the minimum set of data that needs to be 

exchanged in coalition or multi-national operations. The 

JC3IEDM is specified as a relational data model; therefore 

an ontology based on the JC3IEDM model could 

effectively serve as a knowledge base for joint and multi-

national military and security operations. In comparison to 

other military models, the JC3IEDM is seen as a relevant 

military standard, well structured through its three levels of 

management: conceptual, logical and physical. The 

aforementioned specifications have led to the following 

statement: the JC3IEDM model serves as a sound base for 

this upper ontology. Our upper-ontology is restrictively 

based on the JC3IEDM conceptual model which has the 

objective of being a top-level data model of generalized 

concepts. In the JC3IEDM conceptual model, there are 15 

independent entities that compose the model - Figure 2 

shows them and their relations. 

 
Figure 2: JC3IEDM main concepts 

Concerning the development of ontologies from the 

JC3IEDM, we agree that this model cannot be just used 

“as is” (as in [9, 10]), for the following reasons [11]: 

- The JC3IEDM is concerned with data interoperability 

and not semantic interoperability, since it is a data model. 

So for instance not all the information recorded in the 

JC3IEDM has been reported to the data model. 

- Several conceptual definitions are unclear, since it does 

not follow the norms of object-oriented modeling. 

- Not all the concepts modeled have been accurately 

represented. Hence, there could be alternative expressions, 

which is not acceptable in an ontology. 

For instance, the distinction between Object-Type and 

Object-Item [2, 12] that enables the representation of static 

and dynamic properties of objects (respectively) has the 

objective to simulate an object-oriented design technique, 

which is not needed in the ontology. Indeed, Object-Item is 

used to implement particular instances of objects. Whereas 

the Object-Type (which must be defined prior to the 

operational deployment) of an Object-Item depicts the 

object’s inherent characteristics and the attribution of each 

type is associated with Reporting-Data. They are related 

due to an Object-Item-Type instance. In other words, Type 

gives class definition and Item gives Instance definition in 

an Object-Oriented architecture. Another point is that we 

have avoided the systematic creation of an intermediate 

concept (i.e. the name of a table) to embody a relation as it 

is performed in the JC3IEDM standard data model. As 

much as possible, we have used simple ontological 

properties to relate concepts with each others. 

Consequently, we have avoided a one-to-one syntactic 

transformation and we carefully transform parts of this 

model into ontologies. 

2.3 Core ontology 

The military and security core ontology describes some 

more precise information for services inherent to the 

FusionLab platform, such as the visual display service, 

reasoner services, or other services dedicated to a specific 

fusion task. 

The knowledge content includes time and space 

representations which are common to any Information 

Fusion system. The core ontology also consists of an 

object type taxonomy and affiliation (relative to the 

military and security domain), some reporting data 

description and uncertainty representation. 

Almost all of the above mentioned notions have already 

been included in the upper ontology, the role of the core 

ontology here is to deepen/detail and describe each branch 

of these notions in order to be effectively manageable by 

services. As such, the core ontology could be compared 

with the JC3IEDM Logical data model. In fact, it breaks 

down the high level concepts into specific information 

which are regularly used.  

The organization of the core ontology is well structured 

and the knowledge handled is strictly separated according 

to each precise domain previously mentioned. The 

underlying goal for this structure is to avoid too much 

cross-dependency. Therefore the core ontology does not 

describe anything in its file itself but imports specific 

domain ontologies: Time, Space, Uncertainty, 

ReportingData, and Object. By specifying each ontology, 

we used as much as possible already existing standards to 

promote interoperability. 

2.3.1 FusionLabObject 

The FusionLabObject ontology gathers some precise 

descriptions of objects that are still common for diverse 

Information Fusion domains. These descriptions are useful 

to enable the representation and the reasoning about 

objects in the generic services. The knowledge entails the 

category of the object type, its affiliation and its 

(ab)normal status. All objects of interest in the sphere of 

operations need to be described to include organizations, 

persons, equipments, facilities, geographic features, 

weather phenomena, and military control measures such as 

boundaries.  The basic subtyping structures under Object 

are similar and incorporate Organization, Person, Material, 

Facility and Feature; this is nearly a complete subtyping, 

which implies that everything of interest can be classified 

as being one of these five types. An exception is made for 
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a transient effect to account for tracking an unknown 

object. In that case, it should be instantiated just as an 

Object and then once enough information is available the 

unknown object should be reconsidered as belonging to a 

subcategory. Some of the subtypes may entail an additional 

level of subtyping when one part of an object category (or 

subtype) has characteristics that are not shared by another 

part of the same category. In the JC3IEDM, an Affiliation 

is defined as "A specification of a country, nationality, 

ethnic group, functional group, exercise group, or religion 

to which membership or allegiance may be ascribed."  Its 

subtypes are EthnicGroup, FunctionalGroup, Geopolitical 

and Religion. Both object types and affiliation classes 

modeling come from the JC3IEDM. 

2.3.2 FusionLabSpace 

FusionLabSpace ontology specifies some key 

geographic feature classes as well as classes for describing 

their spatial characteristics. This spatial ontology has been 

developed to provide geographic notions, for example, 

expressing classes such as country, city, and continent and 

shapes such as Point, Line, Polygon and MultiPolygon 

concepts. This spatial ontology includes some notions 

from OGC’s standards (http://www.opengeospatial.org/). 

The ontology includes the following eight relations: 

equals, disjoint, intersects, touches, crosses, within, 

contains, and overlaps. It contains classes and properties 

describing a base set of quantitative and qualitative spatial 

relations. An example of qualitative spatial relations is 

withinMetersOf. Concerning qualitative expressions of 

direction, the 8-sector model is used to express the 

cardinal directions North, NorthEast, East, SouthEast, 

South, SouthWest, West, NorthWest. This ontology 

represents topological, distance and direction relations. 

2.3.3 FusionLabTime 

FusionLabTime ontology relies on the OWL-Time 

created by Jerry R. Hobbs and Feng Pan [13]. The OWL-

Time is an ontology of temporal concepts. This ontology is 

available under the W3C website 

(http://www.w3.org/TR/owl-time/). Indeed, it has been 

presented in September 2006 as a Working Draft. OWL-

Time has already been used in standards and many 

research areas. This includes OWL-S standard (an OWL-

based Web service ontology) and temporal and contextual 

extensions of Resource Description Framework (RDF) for 

the Semantic Web. It has been also used in domains such 

as Question Answering systems, Data and Information 

integration to map temporal attributes from different 

sources, Video event representation, etc. It is typically 

applied for temporal reasoning in information processing 

and to increase the temporal awareness for natural 

language applications. This ontology follows the logical 

and computational approach of Allen’s theory [14].   

 

 

 
Figure 3: FusionLabTime Ontology schema 

The schema in Figure 3 recaps the structure of the OWL-

Time ontology and its relation with the FusionLabUpper 

ontology. 

2.3.4 FusionLabReportingData 

A considerable amount of information about an 

operational situation consists of reports by sensors, persons 

or organizations. These generally refer to dynamic data, 

such as location, status, holdings, associations, and 

classification, regardless of whether the information refers 

to friendly, neutral, or hostile elements. It is also important 

to know, for each report, the source, the effective and 

reporting date/time, and the degree of reliability of 

information. If information is provided without those 

pieces of information, it raises questions as to the source 

(Who says so?), the quality (Is this information verified?), 

and timing (When did it happen and when was this 

reported?).  

The FusionLabReportingData ontology plays that role 

and is inspired from the JC3IEDM model. It is related to 

the FusionLabUpper ontology since it deals directly with 

the ReportingData concept defined in FusionLabUpper and 

it also uses the TimeLocation concept. This ontology 

makes intensive use of restricted datatype property through 

the OneOf expression. It specifies the possible ranges for 

those properties. For instance, in the 

FusionLabReportingData ontology, it is described that the 

accuracyCode property has for value one of the following 

expressions: Confirmed, Doubtful, Improbable, Possible, 

Probable, or Truth cannot be judged. These specifications 

come from the JC3IEDM.  

The FusionLabReportingData ontology includes also the 

DS-Ontology, described in [15]. It enables the use of 

uncertainty in the situation perception / representation / 

interpretation made by different sources. It is a Dempster-

Shafer ontology that can be imported into any specific 

domain ontology and that enables to instantiate concepts of 

2175



this ontology in an uncertain manner according to the 

different sources. 

2.4 Semantic repository 

Database management systems allow for storage, 

querying, and management of structured data. Semantic 

repositories are similar engines but instead of the 

commonly used relational databases, they use semantic 

schema (ontologies) as structural schemata. Moreover they 

work with flexible and generic physical data models (e.g. 

graphs). As such, the repository is able to easily interpret 

and adopt dynamically new ontologies. An example of 

semantic repository is Sesame [16]. We have thus some 

additional services dedicated to the management of the 

information contained within this repository namely for the 

modification (delete, modify, write) or for request only. 

For instance, in the following application (see section 4), 

this process enables the maritime situation to be exposed 

as a Web Service. 

2.5 Implicit reasoner 

Ontologies improve the power of reasoning thanks to 

inference mechanisms. Being based upon description 

logic, knowledge expressed using OWL can be logically 

processed, i.e., inferences can be made upon it. Inference 

patterns constitute an elegant way to define the meaning of 

a data construct. A major concern for making our data 

more useful in information fusion (as it is the case for data 

living in the Web) is that it must behave in a consistent 

way when combined with data from multiple sources. The 

strategy of basing the meaning of our constraint terms on 

inferencing provides a robust solution to understand the 

meaning of novel combinations of terms. Consequently in 

semantic information fusion systems, a new component 

should appear in our deployment architecture, something 

that will enable to respond to queries or make other 

reasoning processes based not only on the RDF triples that 

have been asserted but also on the triples that can be 

inferred based on the structural and relational rules defined 

by the ontology. This new component can be referred as an 

automatic reasoner as such as the ones found in semantic 

web. 

 

The structure of the FusionLab Ontologies enables us to 

manage information efficiently. Furthermore, these 

ontologies are not fixed for “the rest of the life” and it 

should be easily feasible to replace an already defined 

domain ontology with another, if for instance an OWL 

standard for expressing spatial knowledge emerged. 

3 Ontology mapping service 

As seen previously, the FusionLab platform is based on 

the FusionLabOntologies. Native FusionLab services are 

using these ontologies in order to handle and understand 

information conveyed on the ESB. Yet, semantic services 

are not always compliant with FusionLabOntologies 

(services that come from other projects, or that are anterior 

to the creation date of this platform, etc.). As a result, in 

order to achieve interoperability between services, we need 

to find some mappings between ontologies, handled by 

“external” services that we want to call in the FusionLab 

platform. This section introduces this issue and presents 

the method that was implemented within our platform as 

an interface between specific services (that are not 

“FusionLab compliant”) and the rest of the platform. 

One often quoted advantage of ontologies is that it 

leverages interoperability. Nevertheless, “merely using 

ontologies, like using XML, does not reduce 

heterogeneity: it just raises heterogeneity problems to a 

higher level” [17]. As a matter of fact, semantic 

technologies are radically changing the way in which large 

datasets are addressed; still new higher-level problems 

have emerged, one of the biggest being the issue of 

ontological alignment. This process finds correspondences 

between semantically related entities of different 

ontologies. These correspondences may stand for 

equivalence as well as other relations, such as 

consequence, subsumption, or disjointness between 

ontology entities. A set of correspondences is also called 

an alignment. Mapping is the oriented, or directed, version 

of an alignment: it maps the entities of one ontology to one 

entity of another ontology. In our case, we assume that the 

mapping implies ontologies that should be semantically 

close to the FusionLabOntologies. Indeed, domains of 

interest / points of view are not totally disjointed from one 

to another, since “external” services should be relative to 

fusion applications. Thus, the mapping to FusionLab 

Ontology should be possible and, for some parts, quite 

evident. More concretely, the aim of our mapping service 

is to transform instances from a specific ontology into 

instances of the FusionLabOntologies. 

The existing mapping tools can be separated into two 

categories according to their way to do alignment. Some of 

them propose automatic mapping with different algorithms 

based on terminological (string-based, language-based, 

linguistic resources) or structural (taxonomy-based, tree-

based, model-based) comparisons; while others offer an 

interface to do the mapping manually which often results 

in a set of mapping rules which can be run by a reasoner 

(e.g. Pellet, Jena, etc.) to map individuals from one 

ontology to another. The Semantic Web Rule Language 

(SWRL) is an expressive OWL-based rule language (2004 

W3C draft [18]). SWRL rules are written and expressed in 

terms of OWL concepts within OWL ontologies in order to 

offer more powerful deductive reasoning capabilities than 

OWL alone. Editors, such as Snoogle 

(http://snoggle.semwebcentral.org/), exist to assist 

graphically in the task of OWL ontology alignment 

through SWRL rules.  

The benefits of a graphical interface are obvious for the 

use by non-experts. Nonetheless, SWRL lacks some useful 

functionalities when realizing a mapping. Indeed, it is not 

possible to create new instances or even blank nodes 
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within a rule, which is often needed by mapping rules. We 

avoided this by implementing a built-in function, which 

creates new instances within Jena [19] rules. However, 

even if Jena rules should have permitted us to write all the 

mapping rules, it does not yet offer a graphical editor. 

Therefore, we have chosen to offer the user the possibility 

to graphically create the rules through drag-and-drop 

actions, and then if needed, to add some Jena specific rules 

that fill some gaps of SWRL. We sequentially apply these 

rules files through different reasoners. Figure 4 depicts the 

mechanism implemented. 

 

Figure 4: Ontology Mapping process  

 We have demonstrated how the service of ontology 

mapping, called OntoMapper, has been developed. Though 

we have to note that for each new “external” service, we 

have to rewrite the rules files (manually or graphically) and 

passed them within the OntoMapper service as 

configuration/argument files. 

4 Maritime instance 

Until now in this paper, we described the FusionLab 

platform in general. We present in this section a use case 

of its implementation through an instantiation of the 

platform. The platform is equipped with a knowledge 

language, an associated template for knowledge mapping 

and of automatic reasoners to infer on this knowledge. 

Still, it could be assimilated as an empty shell if no domain 

services are used. This section is devoted to show some 

useful services implemented for an Information Fusion 

application such as the maritime situation awareness. The 

maritime domain presents a growing interest for 

Information Fusion applications, since 90% of all 

international trade is carried out by sea and it represents an 

important theatre for suspicious activities, such as 

terrorism, smuggling activities, and illegal immigration. 

Thus, there is a significant attention to combat those illegal 

activities, which has been one of the goal of this project.  

4.1 Simulation 

As the maritime application was conducted as a 

demonstrator, we had to simulate the data coming from 

different sensors (AIS, LRIT, Satellite, etc). This module 

was produced by an in-house tool which aims principally 

at training maritime officers. The sensors model may not 

be completely accurate, but it has a high capability to add 

events and to implement complex behaviors. Within this 

service, a module of interconnection with the FusionLab 

model has been provided: the output is already in the well-

defined format. 

4.2 Anomaly detection  

In the context of this maritime application, one of our 

goals was to demonstrate an anomaly detection capability 

to improve the global situation awareness. The FusionLab 

platform already provides a computing base to implement 

such an anomaly detection service and it facilitates the 

interaction with already defined services and knowledge 

bases.  

An anomaly can be defined as a pattern in the data that 

does not conform to a well-defined notion of normal 

behavior or even to the expected behavior. It can be a 

question of unusual, irregular, strange, illegal, threatening, 

inconsistent events or characteristics. In [20], examples 

from maritime experts’ interviews detection of vessels 

have been recapitulated: 

• identification of unknown or not announced ships,  

• vessels that may be in danger due to the water depth,  

• detection and identification of oil spills,  

• floating objects (e.g. garbage),  

• aground danger,  

• capsized boats,  

• possibility of collision among vessels,  

• navigating through restricted zones,  

• not following the navigational lanes established or the 

normal route considering the reported destination, 

• etc. 

However, one needs also to identify smuggling or piracy 

situations, which are of big interest as underlined in [20]. 

These tasks belong to high-level Data Fusion. Within the 

JDL model, we refer to level 2 and 3 of Data Fusion. We 

deal with relations between entities; we identify 

global/synthetic action from atomic ones; we assess 

potential threat; etc. Anomaly detection approaches can be 

divided into two categories [21]. Bottom-up approaches 

attempt to identify anomalies from the available data [22] 
and top-down approaches identify unusual activities from 

the existing knowledge about suspicious behavior. Since 

data (and even occurrence of anomalies) is relatively rare 

to obtain, maritime expertise was available during this 

project, and military commanders are not comfortable 

depending entirely on an automatic bottom-up approach 

[23], a top-down approach has been chosen. More 

precisely, we implemented a rule-based expert system, 

containing information, relying on scientific papers, on 
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maritime experts, and on the different scenario proposed 

within the project. It represents that information in the 

form of rules: “IF condition THEN anomaly”. These rules 

describe situations that an operator would consider 

unusual. For instance, this service detects anomalies such 

as speed anomalies, unexpected report locations, 

geographic proximity notifications, cargo anomalies, 

trajectory anomalies, estimated time arrival discrepancies, 

AIS vessel data inconsistencies, etc. More precisely, if a 

vessel abruptly changes speed and is far from the coast, or 

if a change in cargo occurs, but neither at a 

departure/arrival nor calling ports, then the system should 

raise an anomaly on the related vessel. The system is in 

fact adding an OWL property concerning the status of the 

object, stating that it is involved in an anomaly, with a 

related more expressive label. Other rules could be further 

imagined by focusing on maritime experts and be manually 

added to the set of rules. We also make use of a 

geographic information system (GIS) database (e.g. 

PostGIS) in order to treat a priori data about the geospatial 

shape of coasts, countries, position of ports, etc. Finally, as 

the incoming information is formulated in OWL language, 

it leverages inference capabilities and thus enables to 

create shortest and more readable rules. For instance, when 

creating a rule that must apply to all types of vessel, we 

simply use the vessel class of the FusionLabObject 

ontology and the rule will hold even for an instance of 

passenger boat or for an instance of submarine. Moreover, 

this permits us to deal with other ontologies containing a 

priori information (for instance normal value of speed 

vessel) in a consistent and transparent way. 

4.3 Unstructured data 

A recent research topic in Information Fusion is the 

handling of new kinds of information. Indeed, traditional 

Data Fusion methods and applications, e.g. tracking, 

typically involve sensor data which can be regarded as 

structured data. As a matter of fact, in the national security 

context, the threat of terrorism and the impetus of network 

centric warfare are expanding the “aspects of interest in the 

environment” beyond military target tracking 

considerations. Thus it tends to include issues pertaining 

to: biography, economy, society, transport and 

telecommunications, geography, ethnics and politics, in 

addition to combinations of the aforementioned. The term 

PMESII has been especially dedicated to the combination 

of this new information in the military context. This 

acronym stands for Political, Military, Economic, Social, 

Infrastructure and Information systems. It describes the 

foundation and features of an enemy (or ally) state and can 

help to determine the state's strengths and weaknesses. 

Therefore, data sources begin to exceed military sensor 

systems to include web sites, public media, blogs, 

anonymous tips, direct human sources, etc. These new 

kinds of information can be of crucial importance in 

understanding a situation and predict/evaluate possible 

threat from a political/geographical/etc. context. 

Situation and threat assessment applications require 

information from other sources that provide large amounts 

of unstructured data. To access and analyze automatically 

this type of data, they need to be tagged with metadata 

which may tell the Information Fusion system how to 

access and process them. This issue is completely solved 

when dealing with Semantic Web resources. Yet, most 

resources available on the Web today still not follow any 

particular semantic standard or set of standards. Apart 

from using web resources, one might wish to use only 

direct human sources which lead to the same issue. As a 

result, Natural Language Processing algorithms are 

required for automated extraction of structured data from 

large amounts of unstructured data. An information 

extraction tool dedicated to HUMINT (human 

intelligence) documents for Data Fusion purpose is being 

developed from [24]. This system aims at recognizing 

named entities (person, location, organization, dates), 

relations between those entities and events. Thus, this 

service should be a first step to bridge the gap with 

unstructured textual data and our FusionLab ontologies. 

This service is not currently in use within our maritime 

application due to the already defined scenario, but it 

should be available for future demonstration.  

4.4 Visualization 

A visualization client/server based system has been set 

up to enable the visualization of the situation. This tool is 

based on OpenLayers (http://openlayers.org/) which 

implements industry-standard methods for geographic data 

access, such as the OpenGIS Consortium's Web Mapping 

Service (WMS) and Web Feature Service (WFS) 

protocols. It runs in an application server that requests the 

knowledge model for update of the situation, at a regular 

rate. 
 

 
Figure 5: Visualization interface 

5 Conclusion 

This paper presents a whole approach to handle a 

semantic Information Fusion system leading to a simple 

SOA and semantic base enough extensible for future 

development. This computing platform will help us to 

accumulate expertise while being able to rapidly create 

new applications. This work is innovative since it proposes 

a concrete framework for managing ontologies for the 
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needs of high-level fusion tasks through an SOA approach. 

The FusionLab ontologies, applied to the maritime 

domain, offer high level information about the vessels and 

therefore enable complex reasoning over the maritime 

situation.  

In the future, we plan to create new services to detect 

collective behavior and multiply the anomaly detection 

services. Moreover, the WebLab platform [25] is seen as 

one in-house solution to create a more general path 

towards unstructured data to semantic information. The 

WebLab is an open-source platform aiming at providing 

intelligence (business, strategic, military...) solutions and 

any other applications that need to process multimedia data 

(text, image, audio and video). It is thus used to improve 

information collection and to access a greater portion of 

the Web by accessing appropriate specialist or regional 

Web sites. Thus one future step should be to interoperate 

with the WebLab platform. Finally, the field of application 

could be enlarged to include air & ground surveillance 

domain, urban security, camp protection, and border 

surveillance domains. 
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