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Abstract—This paper discusses a novel approach to large
scale information fusion in contemporary applications, such as
environmental monitoring, crisis management, maritime security,
etc. The emphasis is on tractable implementation of sound and
reliable fusion systems which can cope with large quantities of
heterogeneous information obtained via sensors, mobile commu-
nication devices, Internet and databases.

We address main fusion challenges in such settings and
discuss a solution which combines (i) a flexible service oriented
architecture, (ii) a theoretically sound approach to distributed
information fusion and (iii) tools and methods supporting con-
struction of adequate distributed domain models as well as
creation of large numbers of heterogeneous fusion services.

Keywords: Multi Modal Fusion, Decentralized Processing,

Service Oriented Architecture.

I. INTRODUCTION

Contemporary net-centric applications, such as large scale

crisis management, maritime security, disease and pollution

monitoring, etc., can greatly benefit from the fusion of large

amounts of heterogeneous information stemming from static

and mobile sensors as well as intelligence obtained from

human observers, databases and the World Wide Web. By

combining multiple information modalities, the content of the

relevant information in the fusion system is increased, which in

turn can mitigate the impact of noise and reduce ambiguities.

In fact, many contemporary fusion challenges can be solved

only by combining heterogeneous types of information.

However, the heterogeneity of the available information and

dynamic constellations of information sources, often dispersed

throughout systems of mobile platforms, introduce substan-

tial challenges which require novel approaches. Often it is

not trivial to build systems which allow sound correlation

of information of different types and quality. This typically

requires advanced approaches to modeling and processing. In

addition, real world systems are likely to require large models

whose construction and maintenance can become intractable,

if not addressed in a systematic manner. Modularization of

fusion processes, the use of Service Oriented Architectures

and collaborative design methods might provide solutions to

these challenges. This in turn requires design methods and

tools which exploit inherent properties of the used modeling

and processing techniques.

In this paper we discuss main features of a novel framework

which supports efficient creation of adaptive distributed fusion

systems, which are scalable and can cope with changing

constellations of information sources. The basis of the pre-

sented solution is Dynamic Process Integration Framework

(DPIF), a service oriented architecture which supports uniform

encapsulation and combination of heterogeneous processing

capabilities required for fusion of large amounts of hetero-

geneous information [15]. The processing capabilities can be

provided by human experts or automated reasoning processes.

In the DPIF context, human expertise and automated processes

are abstracted to functions with well defined outputs and

inputs; each function provides a particular reasoning service

given certain inputs. The DPIF provides function wrappers,

software agents which standardize function interfacing. The in-

terfaces are based on standardized service descriptions as well

as uniform self-configuration, negotiation and logical routing

protocols. With the help of the DPIF encapsulation methods

very heterogeneous services can be made composable and ne-

gotiable, which supports creation of adaptive fusion systems at

runtime. Moreover, DPIF agents support automatic formation

of workflows in which heterogeneous functions correspond to

suppliers and consumers; outputs of some functions are inputs

to other functions and so on. In principle, arbitrary automated

reasoning techniques can be integrated into the DPIF. Contrary

to typical approaches to runtime service composition, such as

for example [2], [5], [9], [19], [20], the presented approach

does not require any centralized ontology describing relations

between services or configuration control.

Moreover, distributed solutions to large scale fusion are

likely to be associated with large numbers of heterogeneous

fusion services, which are often introduced by different stake-

holders. This introduces significant interoperability and imple-

mentation challenges. We emphasize that in the targeted do-

mains the interoperability challenges go beyond common data

standards. Namely, globally coherent fusion based on collab-

oration of modules providing large numbers of heterogeneous
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fusion services requires (i) standardized service descriptions

and (ii) compatible inference mechanisms supporting globally

coherent reasoning in workflows.

The first challenge is tackled with the help of a combination

of lightweight service ontologies and a novel tool supporting

decentralized construction of service ontologies [18]. Section

II-C explains the basic principles of this solution.

The second challenge has been tackled with the help of a

rigorous approach to decentralized Bayesian fusion which is

relevant for an important class of fusion applications [13]. This

approach is the basis of the Distributed Perception Networks

(DPN), a specific variant of DPIF which supports distributed

Bayesian inference. The DPN supports exact decentralized in-

ference through sharing of partial inference results obtained by

running inference processes on local Bayesian networks [16]

in different collaborating DPN agents. If the local Bayesian

networks are designed according to the rules introduced in

[13], it can be shown that a collaboratively computed posterior

distribution for any variable in the distributed system correctly

captures all evidence. The DPN framework has been used for

the implementation of robust distributed gas detection and leak

localization systems based on Hidden Markov Models [14].

Operational DPIF and DPN software libraries have been

developed in collaboration between University of Amsterdam

and Thales Research and Technology/D-CIS lab. Both frame-

works are currently being adapted to real world use cases from

crisis management and maritime security domains.

The main purpose of this paper is (i) to expose critical,

often neglected challenges associated with the development of

sound distributed solutions to complex fusion problems and

(ii) to discuss a combination of solutions to a relevant class

of complex fusion problems. In section II we first introduce

a service oriented architecture which serves as a basis for

advanced decentralized Bayesian fusion engine presented in

section III. In sections II-C and III-C we address the issues of

efficient construction of complex decentralized fusion systems.

Please note, that theoretical and technical details of the pre-

sented solutions can be found in other publications referenced

throughout this papers.

II. DYNAMIC PROCESS INTEGRATION FRAMEWORK

The Dynamic Process Integration Framework (DPIF) sup-

ports decentralized creation of workflows that facilitate collab-

orative problem solving [15]. The DPIF is a service-oriented

approach (SOA) which supports efficient composition of very

heterogeneous processing services provided by different ex-

perts and automated reasoning processes. In the context of

the DPIF, information processing is abstracted from human

or machine instances; a reasoning process is either provided

by a human expert or an automated system implemented

by a software agent. Each process provides a well defined

reasoning service in the form of an estimate, prediction, cost

estimate, etc. The inputs for each of such processes are

provided by other processes or by direct observations (i.e.

sensor measurements and reports from humans).

agent 1

Commu

nication
Engine

Reasoning

Engine

agent 2

Commu
nication

Engine

GUI

Figure 1. Interaction between agents providing heterogeneous processing
services. Both agents use identical communication engines. However, agent
1 encapsulates automated processing while agent 2 introduces human-based
processing.

A human expert or an automated inference process is

represented in the system by a software agent, a functional (i.e.

processing) module which (i) supports standardized collabo-

ration protocols and (ii) allows incorporation of arbitrary rea-

soning approaches. Each agent consists of two basic processes

implemented through asynchronous threads communicating

via a local blackboard (see Figure 1). The Communication

Engine is a thread that provides inter-agent communication,

collaboration and negotiation capabilities. Communication En-

gines in different agents establish work flows between local

processes in different agents by executing service discovery

and negotiation [15]. The Processing Engine, on the other

hand, is a thread which encapsulates arbitrary automated or

human based inference. In case a DPIF agent represents a

human expert, the Processing Engine implements a suitable

human machine interface.

In other words, the DPIF agents provide a uniform commu-

nication/collaboration infrastructure allowing seamless com-

bination of heterogeneous processes provided by human ex-

perts or implemented through AI techniques. Moreover, the

resulting system supports asynchronous, data-driven process-

ing in complex work flows.

Each agent registers in the DPIF-based system (i) the

services supported by its local processing capabilities and

(ii) the required inputs, i.e. types of services that should be

provided by other agents in the system.

By using the registered services, agents distributed through-

out different networked devices can autonomously form work-

flows in which heterogeneous processes implement collabora-

tive reasoning. Figure 2 shows a simplified example of such

a workflow.

The configuration of workflows is based on the relations

between services captured by local models; each agent knows

what service it can provide and what it needs to do this.

This local knowledge is captured by the relations between

the variables in partial domain models. Thus, no centralized

ontology describing relations between different services of

various agents is required, the creation of which is likely to

be intractable.

In other words, globally coherent collaborative processing
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is possible by combining local processes, without any global

description of relations between inputs and outputs.

Note that this composition principle is very different from

the traditional approaches to dynamic composition of services

[2], [5], [9], [19], [20], which usually require centralized

planning and ontologies describing relations between different

services.

A. Processing Workflows

A basic workflow element in the DPIF is a local process.

Moreover, in the following discussion the term local process

refers to a reasoning process provided either by a human

expert or an automated system implemented by a software

agent. Each local process corresponds to a function F :
{X1, ..., Xn} → Y , mapping values in a domain {X1, ..., Xn}
to values of some variable of interest Y . The value of Y for

particular values of arguments is given by y = fy(x1, ..., xn).
Such functions can be either explicit, based on some rigor-

ous theory, or implicit, when they are provided by humans or

sub-symbolic processes, such as for example neural networks.

B. From Local to Global Processes

An expert or an artificial agent often cannot observe val-

ues of certain variables; i.e. variables cannot be instantiated.

Instead, the inputs to the local function are supplied by other

processes forming a collaborative workflow. Thus, the inputs

to one function are outputs of other functions used by the

information suppliers. From a global perspective this can be

seen as a function composition; in a function, each variable

which cannot be instantiated is replaced by a function. This

process continues until a function is obtained in which all

variables are instantiated, i.e. all free variables in the resulting

nested function have been reduced to direct observations. In

this way, a global function emerges as different processes

are connected in a workflow. The resulting function is a

composite mapping between directly observable variable states

and hidden variables of interest.

In other words, a workflow in a DPIF system corresponds

to a full composition of functions, in which each variable

replaced by a function corresponds to a required service. This

yields the value of the variable of interest. Let’s assume an

example with six service suppliers shown in figure 3(a), where

we only have instantiations for the variables xg, xh and xi. In

case the following functions are used:

xa = fa(xb, xc), xb = fb(xd), xc = fc(xe, xf ),

xd = fd(xg), xe = fe(xh), xf = ff (xi)

then the workflow supporting collaborative computation of the

value for xa corresponds to the composite function

fa(fb(fd(xg)), fc(fe(xh), ff (xi))) (1)

It is important to bear in mind that in DPIF no explicit

function composition takes place in any of the agents. Instead,

the sharing of function outputs in a workflow corresponds

to such a composite function; i.e. a workflow models a

(globally emergent) function, mapping all observations of the

Figure 3. a) A self-organized system of agents, each supplying information
concerning a particular variable. These outputs are based on other inferred
or directly observed variables. b) A directed graph capturing the workflow
between the agents from a).

phenomena of interest (i.e. evidence) to a description of some

unknown state of interest.

Note that this property is critical for solving network centric

problems, where centralized processing or fusion control are

not acceptable.

Each workflow corresponds to a system of systems, in which

exclusively local processing leads to a globally emergent

behavior that is equivalent to processing the fully composed

mapping from direct observations to the state of the variable

of interest.

C. Collaborative Construction of Dynamic Service Ontologies

In order to be able to automatically compose heterogeneous

fusion services supplied by different developers or experts, the

definitions of service interfaces have to be standardized, which

is achieved with the help of explicit service ontologies. Typi-

cally, large repositories of descriptions have to be maintained

and it is very difficult or impossible to specify a complete set

of services in advance; new services are added throughout the

life time of the system. In other words, traditional approaches

based on rigorous centralized ontologies, such as for example

[1], [19], which capture service descriptions and relationships

between information provided by different types of services

are not practical. Construction and maintenance of such large

centralized ontologies is likely to be very expensive or even

intractable.

Fortunately, the locality of domain knowledge in the DPIF-

based solutions supports efficient creation of service ontolo-

gies. Because self organization and processing are based on

domain knowledge encoded in local functions, we can avoid

traditional approaches to constructing centralized ontologies,

which describe domains in terms of complex relations between

the concepts corresponding to the processing services. Instead,

the services and relations between them are described by using

two types of light weight ontologies:

• The global service ontology merely captures service de-

scriptions, the semantics and syntax of messages used for
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Figure 2. A DPIF-based workflow in a situation assessment process. Rounded rectangles represent agents supplying automated services and agents assisting
human experts, respectively. Agents supporting automated detection use Bayesian networks and are denoted by DPN-1, . . . , DPN-6. Directed links connecting
agents correspond to the information flow between them.

(i) service invocation and (ii) dissemination of service

results. This ontology is used for the alignment of the

semantics and syntax of service descriptions at design

time.

• Local task ontologies coarsely describe relations between

different types of services supplying different types of

information. In principle, they describe which types of

services provide inputs to the function used by a specific

service. These relations reflect the local knowledge of

each processing module. Moreover, the local ontology

supports runtime creation of workflows based on service

discovery.

Moreover, the introduced division into a global service

ontology and local task ontologies dispersed throughout the

system of agents allows collaborative definition of services

by module suppliers. Each expert is made responsible for the

description of relations between the provided and the needed

services, systems using complex relations between services

can be built in a collaborative way, without any centralized

configuration/administration authority.

Construction of such ontologies is facilitated by the OntoW-

izzard, a tool that (i) helps the users discover the services in

the global ontology by using keywords and written language,

(ii) provides an interface facilitating inspection of the human

readable descriptions and (iii) has editors for defining local

task ontologies. By using this tool, the experts define elements

of the global service ontology and the local task ontologies

without using any formal language. At the same time, the

tool automatically translates expert inputs to rigorous local

and global ontologies captured in the OWL format. Detailed

discussion on collaborative creation of service ontology and

its use can be found in [18].

III. DISTRIBUTED BAYESIAN FUSION

The main challenge in any distributed system is to achieve

globally coherent fusion in distributed systems without any

centralized fusion control; i.e. fusion results that correctly

consider all heterogeneous observations are obtained through

collaboration of different, weakly coupled fusion modules,

each contributing partial results based on a subset of observa-

tions and specific domain model.

Obtaining globally coherent fusion is difficult in general.

However, it has been shown that this can be achieved in

a significant class of applications if the fusion is based on

causal domain models [3], [13]. We assume domains in which

phenomena of interest materialize through causal stochastic

processes. Some of the phenomena influenced by a causal

process can be observed while others remain hidden. By under-

standing the underlying causal mechanisms and by considering

the observations, the hidden phenomena can be inferred. For

example, by observing certain reports from chemical sensors

and humans we could infer the presence of a harmful gas.

Figure 4 shows a simplified representation of a causal process

producing reports from chemical sensors and humans exposed

to a particular gaseous substance. Directed links represent

direct causal dependencies between the phenomena. The ex-

istence of GasX causes certain conditions in the air Cond

and Ion which will trigger processes in two different sensors
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producing reports E1 and E2, respectively. Similarly, given

the presence of GasX , the exposed people will perceive

a certain smell and develop certain symptoms. Moreover,

Figure 4 suggests that different sensors are influenced by the

air temperature and humidity represented by variables T and

M , respectively.

M GasX

X
3

X
2

X
4

Smell

E
2

IonCond

T

E
3

X
1

E
1

Figure 4. A causal model capturing relations between the states of
interest, such as presence/absence of GasX and different types of observations
represented by leaf nodes.

Stochastic causal processes can be modeled with the help

of Bayesian networks in a rigorous and compact way [16].

Each Bayesian network (BN) represents a joint probability

distribution (JPD) P (V) over a set of random variables defined

in V [16]. A BN is represented by a tuple (G,P), where

G = (V,E) is a Directed Acyclic Graph (DAG) with discrete

variables V represented as nodes and directed edges E =
(Vi, Vj) between nodes in V, where E ∈ E and Vi, Vj ∈ V.

P is the set of conditional probabilities P (Vi|Pa(Vi)) for all

Vi ∈ V, where Pa(Vi) represents the parent nodes of Vi ∈ V

in DAG G. Conditional probabilities are represented through

conditional probability tables (CPTs).

The full JPD of the Bayesian network in Figure 4 can be

expressed as a factorization of conditional probabilities:

P (V) = P (GasX)P (M)P (T )P (Cond|GasX)

· P (Ion|GasX,M)P (Smell|GasX)

· P (X1|M)P (E1|Cond,X1)

· P (X2|M,T )P (X3)P (X4|X2, X3)

· P (E2|X4, Ion)

· P (E3|T, Smell)

(2)

Such factorization is key to efficient construction of theoreti-

cally sound fusion systems.

By using agents [21], basic building blocks each specialized

for a limited reasoning task, adequate Bayesian domain models

can be assembled at runtime. A BN module used by an agent

is defined as follows:

Definition 1 (BN Module). A BN module ψi = (Gi,Pi)
is a Bayesian network with DAG Gi = (Vi,Ei), where Vi

are the variables in Gi and Ei is a set of directed edges

E = (X,Y ), where E ∈ Ei, X ∈ Vi and Y ∈ Vi. Pi is a

M GasX

SmellIonCond

M
Cond

X
1

E
1

M

X
3X

2

X
4

E
2

Ion

Smell

E
3

1
ψ

2
ψ

3
ψ

4
ψ

T

T

Figure 5. A modular BN equivalent to the causal model shown in Figure 4.

set of (conditional) probability distributions defined for each

variable in Vi.

A BN module encodes probabilistic knowledge over a

subset of variables Vi ⊂ V, where V represents all variables

in the domain under investigation; i.e. a BN module describes

partial knowledge of the domain. Agents with different BN

modules can share partial computed beliefs by establishing

Belief Sharing Contracts.

Definition 2 (Belief Sharing Contract). Two agents with

BN modules ψi = (Gi,Pi) and ψj = (Gj ,Pj), where

Gi = (Vi,Ei) and Gj = (Vj ,Ej), can establish a Belief

Sharing Contract if Vi ∩ Vj 6= ∅. If a Belief Sharing

Contract is established the agents with ψi and ψj share locally

computed marginal (posterior) probability distributions over

the variables Vi ∩Vj .

A set of agents that established Belief Sharing Contracts

form a Modular BN:

Definition 3 (Modular Bayesian networks). A Modular

Bayesian network Ω is a tuple (M,R), where M is the set

of BN modules defined in Ω. R is a finite set of BN module

pairs which exchange beliefs about a set of shared variables

{〈ψi, ψj〉|i ≥ 1, j ≥ 1, i 6= j} with ψi = ((Vi,Ei),Pi) ∈ M,

ψj = ((Vj ,Ej),Pj) ∈ M and Vi ∩Vj 6= ∅. Every module

pair 〈ψi, ψj〉 is symmetric, (i.e. 〈ψi, ψj〉 = 〈ψj , ψi〉) and

irreflexive (i.e. 〈ψi, ψi〉 is not allowed). Each module pair

〈ψi, ψj〉 corresponds to a belief sharing contract between

modules ψi and ψj .

Consider the example in Figure 5 which shows a mod-

ular BN Ω = (M,R), where M = {ψ1, ψ2, ψ3, ψ4} and

R = {〈ψ1, ψ2〉, 〈ψ1, ψ3〉, 〈ψ1, ψ4〉}. Note that, set R does

not necessarily contain all BN module pairs with overlaping

variables.

Inference modules implemented by specialized DPIF agents

collaborate on a global reasoning task by sharing marginal

probabilities through message passing. Such a system is called

a Distributed Perception Network (DPN) that exploits the

functionality of DPIF. In this particular variant of DPIF each

agent can be viewed as a function that maps inputs into

outputs through local Bayesian inference. Inputs and outputs
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that are shared between agents are probability distributions

which are called soft or partial evidence in the Bayesian

network literature [6], [22]. I.e. an agent runs local inference

algorithms using received inputs, i.e. soft evidence from other

agents, and computes the output which in turn might be soft

evidence for another agent. By establishing work flows, the

agents compute posterior probability distributions over any

variable based on all evidence injected in the entire modular

BN. In other words, the DPIF work flow mechanisms allow

sharing of soft evidence between different agents.

A. Decentralized Fusion

DPIF agents implementing the aforementioned fusion mod-

ules collaboratively compute posterior P (H |E) over any vari-

able H , given the entire evidence set E corresponding to

instantiations of variables in the local BNs of different agents.

However, one of the major challenges in multi-agent based

approaches to reasoning is globally coherent collaborative

inference by passing messages. This is achieved if collabo-

ratively computed P (H |E) is identical to P ′(H |E) obtained

through propagation of the entire evidence E in a monolithic

BN that correctly describes the underlying causal processes.

Globally coherent exact inference in distributed systems

has been tackled by several researchers [10], [12], [22].

Approaches [10], [22] achieve exact inference with the help

of secondary inference structures, such as Junction trees and

Linked junction forests, spanning multiple processing mod-

ules. Compilation of such structures, however, requires ex-

pensive processing and massive messaging, which in turn can

be impractical if constellations of information sources change

rapidly. Addition of new inference modules corresponding to

new information sources requires new compilation within time

intervals which might be too short to obtain a viable global

structure.

In addition, given the aforementioned applications, it is very

likely that the internals of different BN modules are not glob-

ally accessible. While the information about the types of used

variables can be shared, the information about the topology

and potentials in each local model are likely to be kept private.

Given these limitations, it can be shown that compilation of

a valid secondary structure might not be feasible; by using

the theory on Cluster graphs [22], [23] it can be shown that

compilation of valid structures might require reorganization of

modules, which is not possible without sharing the knowledge

on potentials. In the applications targeted by DPIF this is not

acceptable.

Therefore we extend an alternative approach [11], [12]

which avoids compilation of secondary structures and is re-

lated to the loop cut-set conditioning [16], [17]. Contrary to

the loop cut-set conditioning, we instantiate certain variables in

inference modules by using hard evidence, thus avoiding com-

binatorial explosion typical for the loop cut-set method in the

case of densely connected networks. By considering the theory

on factor graphs [7] and cluster graphs [22], [23] we derive

methods for the creation of distributed systems which allow

exact Bayesian inference without compilation of secondary

inference structures spanning multiple processing modules. In

the resulting systems, each agent executes inference on a local

BN by using any standard inference method, including local

junction trees, which can be compiled prior to the operation.

The agents achieve globally coherent inference by exchanging

marginal probabilities based on local inference. However, no

global secondary structures spanning several modules are

required.

B. Construction of Bayesian Fusion Modules

One of the major challenges is to build local Bayesian

networks supporting coherent decentralized fusion. In this

section we discuss the basic construction principles. Given an

arbitrarily complex monolithic BN with a DAG G = (V,E),
we can create a system of BN modules which allow distributed

inference equivalent to inference in the monolithic BN without

any centralized control. This can be achieved by using simple

design rules [3], [4], [12] based on the principles of d-

separation [6], [16], [22] and Markov boundaries [8].

As a consequence of the design rules, it is trivial to identify

in each local DAG the Markov Boundary MBi for the local

variables Vi. MBi is a set of variables, whose instantia-

tion makes inference about non-instantiated variables in Vi

independent of any other variable in other fusion modules.

Through instantiation of variables in MBi we can control

the dependencies between local fusion processes, which is

key in achieving exact distributed fusion without compiling

secondary inference structures.

An example of G is shown in figure 4, which describes

causal processes in a monitoring system. The corresponding

modular system obtained with the design rules is shown in

figure 5. The system grows as new types of sensors are added.

C. Decentralized Construction of Fusion Modules

The design rules mentioned in the previous section de-

compose a monolithic DAG into local modules. However, a

monolithic DAG G is often not available and explicit parti-

tioning of the monolithic DAG is not possible. For example,

in the monitoring domain the designer of each sensor module

knows the variables describing the internals of the sensor. The

question is whether she can identify all variables that must

be included into the local module in order to support coherent

decentralized fusion. In the monitoring domain this is possible.

It is plausible to assume that only a few variables from the

unknown monolithic model directly influence the variables that

correspond to the internals of the sensor. Namely, (i) a sensor

is typically specialized on measuring a single phenomenon

and (ii) components of a passive sensor do not influence

components of other sensors and vice versa. Consequently,

a single process variable has a direct influence on one of

the sensor variables. Other variables that should be added

are context variables which are usually well known (e.g.

temperature, humidity, wind, etc). Thus, in some domains,

such as monitoring, adequate BN modules can be constructed

efficiently in a collaborative decentralized design process
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without knowing the actual monolithic DAG G describing the

underlying causal process.

D. Assembling BN modules

We assume gradual assembly of modular BNs, where single

modules join the modular system in a sequence. Clearly,

addition of a new BN module can result in a modular BN

which does not support coherent message passing.

In order to achieve coherent message passing without chang-

ing predefined BN modules obtained with the design rules, we

introduce assembly rules [3], [4], [12] which support creation

of modular BNs that do not require any centralized control

of fusion processes or compilation of secondary inference

structures spanning multiple fusion modules.

It can be shown, that by using the design and assembly rules

we can construct modular BNs which support exact inference

algorithms through coherent message passing. The proofs can

be found in [3], [11].

IV. DISCUSSION

In this paper we first expose critical, often neglected chal-

lenges associated with the development of distributed solutions

to complex fusion problems. Then we discuss the main princi-

ples of a combination of novel architectures, fusion techniques,

design methods and tools which support efficient implemen-

tation of complex and sound distributed fusion systems.

The DPIF supports uniform encapsulation and combination

of heterogeneous fusion capabilities which are required for

collaborative situation assessment in complex domains [15].

The processing capabilities can be provided by human experts

or automated fusion processes. In the DPIF context, human

expertise and automated processes are abstracted to functions

with well defined outputs and inputs; each function provides a

particular fusion/reasoning service for certain types of inputs.

The DPIF provides function wrappers, software agents

which standardize function interfacing. The interfaces are

based on standardized service descriptions as well as uniform

self-configuration, negotiation and logical routing protocols.

With the help of the DPIF encapsulation methods very het-

erogeneous fusion services are made composable. The DPIF

agents support automatic formation of workflows in which het-

erogeneous functions correspond to suppliers and consumers;

outputs of some functions are inputs to other functions and so

on.

In principle, arbitrary automated reasoning techniques can

be integrated into the DPIF. However, globally coherent rea-

soning in such workflows can be achieved only by using

rigorous approaches to designing local models and combining

partial processing results. Globally coherent and theoretically

sound collaborative reasoning is in general very challenging

and it has not been discussed in this paper due to the limited

space. An example of a theoretically sound collaborative infer-

ence system based on the DPIF is the Distributed Perception

Networks (DPN), a modular approach to Bayesian information

fusion [13]. The DPN is a fully automated DPIF variant

that supports exact decentralized inference through sharing

of partial inference results obtained by running inference

processes on local Bayesian networks [16] in different col-

laborating DPN agents. If the local Bayesian networks are

designed according to the rules introduced in [13], it can be

shown that a collaboratively computed posterior distribution

for any variable in the distributed system correctly captures

all evidence, without any compilation of secondary inference

structures and centralized control of fusion processes. The

DPN framework has been used for the implementation of

robust distributed gas detection and leak localization systems

based on Hidden Markov Models [14].

Moreover, we have introduced OntoWizard, a collaborative

approach to construction of service descriptions in DPIF-

based fusion systems. The approach takes into account that in

DPIF, the domain knowledge is encoded through local func-

tions/experts. Because of this we can avoid problems typical

for the traditional approaches to constructing centralized on-

tologies that describe domains and complex relations between

the services. Instead, we use light weight service ontologies in

combination with simple design procedures. OntoWizard is a

tool that (i) helps experts align their services with the services

known to the organization their are part of, based on keywords

and natural language, (ii) provide an interface facilitating the

inspection of the human readable descriptions and (iii) lets

experts define service relations as they perceive them in their

domain, in the form of task ontologies.

A basic versions of the DPIF, DPN as well as a prototype of

the service configuration tool have been implemented and are

currently being enhanced in the context of the FP7 DIADEM

project. In this project we are investigating incorporation of

advanced negotiation techniques as well as integration of Multi

Criteria Decision Analysis and Scenario Based Reasoning

methods facilitating human-based processing in workflows.

Both DPIF and DPN frameworks are currently being adapted

to real world crisis use cases from management and maritime

security domains.
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