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Abstract—The problem of detecting a small, anomalous sub-
graph within a large background network is important and
applicable to many fields. The non-Euclidean nature of graph
data, however, complicates the application of classical detection
theory in this context. A recent statistical framework for anoma-
lous subgraph detection uses spectral properties of a graph’s
modularity matrix to determine the presence of an anomaly. In
this paper, this detection framework and the related algorithms
are applied to data focused on a specific application: detection
of a threat subgraph embedded in a social network. The results
presented use data created to simulate threat activity among
noisy interactions. The detectability of the threat subgraph and
its separability from the noise is analyzed under a variety of
background conditions in both static and dynamic scenarios.
Keywords: Subgraph detection, threat network detection,
network modularity, signal detection theory

I. INTRODUCTION

Relational data is highly important in many applications,
including the social sciences, biology and physics. Analysis
of the relationships between entities of interest can provide
insight and awareness that is absent when considering the
entities alone. This form of data is commonly represented with
a graph. A graph G = (V,E) is a pair of sets: a set of vertices,
V , which correspond to the entities; and a set of edges, E,
which represent the relationships. One particularly frequent
application of graphs and relational data is in social network
analysis. In this setting, vertices are people and the edges
denote some interpersonal relationship, such as friendship,
electronic communication or monetary exchange. A great deal
of research has gone into this area, including the detection of
communities [1] and influential figures [2]. Since the primary
focus of this area is on relationships, graphs are a very natural
fit.

One application of social network analysis that is highly
relevant to law enforcement and intelligence applications—
and has a substantial information fusion component—is the
detection of threat activity within a network [3], [4]. In
this scenario, the interactions between many individuals are
observed, typically using data obtained from several disparate
sources. Most interactions are innocuous, so the threat activity
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is buried within a noisy background. Identifying the presence
of threat activity within background noise is a challenging
problem with substantial interest across many communities.

Another important, related area is anomaly detection in
graphs. There are a number of different flavors of graph-based
anomaly detection [5], [6]. This paper focuses on the form of
the problem in which the objective is to determine whether
an observed graph was generated by a given random process
or if there is other behavior that deviates from the model
[7]. Since graphs are non-Euclidean, the traditional detection
theory used in vector spaces cannot be directly applied. A
recent statistical detection framework proposed in [8], [9]
analyzes the eigenvectors of a graph’s modularity matrix to
determine the presence of an anomaly.

In this paper we investigate the use of this framework within
the application space of detecting threats in social networks.
As a background we use a graph generator designed to exhibit
characteristics of real networks. A synthetic threat subgraph
we embed into the background is designed to simulate real
threat activity. The remainder of this paper is organized
as follows. In Section II we formally define the subgraph
detection problem and describe our background noise model.
The subgraph detection framework of [8], [9] is reviewed
in Section III. The threat foreground network is briefly de-
scribed in Section IV. Section V presents experimental results
demonstrating the detection of the threat network in a large
background graph under various conditions. In Section VI we
apply a recent temporal integration technique and demonstrate
a significant increase in signal power by exploiting knowledge
of the evolution of the foreground and the background. In
Section VII we conclude with a brief summary and ideas for
future research.

II. SUBGRAPH DETECTION PROBLEM

We formulate the subgraph detection problem as one of de-
tecting a signal in noise. This is similar to [7], which presents
a likelihood-ratio test for subgraph detection in Erdös–Rényi
random graphs [10]. Casting the problem in the context of
traditional signal detection theory, our objective is to resolve
the binary hypothesis test{

H0 : The observed graph is “noise” GB

H1 : The observed graph is “signal+noise” GB ∪GS .
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Here the null hypothesis H0 is that the graph GB = (VB , EB)
is generated by some random model. The alternative hypoth-
esis H1 states that the graph has had an additional subgraph
GS = (VS , ES) embedded into it. The less likely this subgraph
is to occur under the null model, we expect from intuition,
the easier it will be to detect. We define the union of two
unweighted graphs G1 = (V1, E1) and G2 = (V2, E2) as
G1 ∪ G2 = (V1 ∪ V2, E1 ∪ E2). In our simulations, we use
VS ⊂ VB so that our foreground is naturally connected to the
background.

There are a number of possible backgrounds to consider.
The simplest background is the Erdös–Rényi random graph,
in which each of the

(|V |
2

)
possible edges occurs with a fixed

probability p. In a more general random graph model proposed
by Chung and Lu [11], each vertex vi ∈ V has a specified
expected degree di, and the probability of an edge occurring
between vertices vi and vj is given by

pij =
didj∑

k dk
,

with the restriction that d2
i ≤

∑
k dk for all i. In this case,

while the probabilities are no longer identical, the edges still
occur independently of each other.

In our simulations we use the R-MAT Kronecker graph
as a background model [12]. This model exhibits a heavy-
tailed powerlaw degree distribution and inherent clustering of
vertices frequently seen in real network topologies. An R-MAT
graph is generated based on a probability matrix

P =
[

a c
b d

]
,

with 0 ≤ a, b, c, d ≤ 1 and a + b + c + d = 1. At each
iteration, an edge is added with probability dictated by the
N -fold Kronecker product of P (there are, thus, 2N vertices
in the graph). The procedure ends when the graph has a given
number of edges M . This model is used as a background in
[3], along with a foreground similar to the one we discuss in
Section IV. We denote by

G ∼ RMAT(a, b, c, d, M, N)

that G is generated by the R-MAT algorithm with the given
parameters. Since the R-MAT algorithm generates a directed
graph, we undirect the edges of the resulting graph. This
approximately doubles the number of edges, and is done
implicitly throughout the rest of the paper.

III. MODULARITY ANALYSIS FOR SUBGRAPH DETECTION

The recent subgraph detection framework of [8], [9] is based
on the analysis of modularity. Modularity is commonly used
to determine how well the vertices of a graph separate into
communities [13]. The modularity matrix B of an unweighted,
undirected graph G = (V,E) is given by

B = A− KKT

2|E|
. (1)

Here A is the adjacency matrix of G, where Aij is 1 if
{vi, vj} ∈ E and is 0 otherwise; and K is the observed degree

vector, where Ki is the degree of vi. Note that the right-hand
term in (1) is a matrix of edge probabilities under the Chung–
Lu model mentioned in Section II, with the expected degree
sequence given by the observed degrees. The matrix B can
therefore be considered a residuals matrix, comprised of the
difference between the observed edges A and the “expected”
edges KKT / (2|E|). The “expected” term assumes that the
edge probabilities depend only on the degree of the vertices,
so graphs with more clustering will have larger residuals.

The algorithms in [8], [9] analyze the residuals under H0

and H1 and compute test statistics to discriminate between the
two hypotheses. Both algorithms are based on the eigendecom-
position of B, given by B = UΛUT . Since B is symmetric,
U is an orthonormal matrix of eigenvectors of B and Λ is a
diagonal matrix of real eigenvalues. Let λi denote Λii, with
λi ≥ λi+1 for 1 ≤ i < |V |. Then the eigenvector associated
with λi is the ith column of U , denoted by ui.

In [8], the two principal components of B are analyzed to
determine the presence of an anomalous subgraph. Letting u1

and u2 comprise coordinate axes, a chi-squared test statistic
is computed based on the number of points that fall into
each quadrant. The test statistic is maximized with respect
to rotation in the plane, and thus is smaller for projections
that are more radially symmetric. This technique is shown to
detect the presence of a small, dense subgraph embedded into
either an R-MAT or Erdös–Rényi background. Since we only
need to compute the first two eigenvectors of B, we can use
an iterative sparse eigensolver to compute this test statistic in
O(|V |+ |E|) time per iteration.

Some subgraph anomalies, however, will be too small to
stand out in the two principal eigenvectors of B. The method
of [9] seeks to detect smaller anomalies, and does so by
analyzing the L1 norms of many more of the eigenvectors.
The intuition behind this technique is that if there is a small
subset of vertices that is much more tightly connected than
expected, there will be an eigenvector closely aligned with
this subgraph (i.e., with large components in entries that
correspond to subgraph vertices). Since the eigenvectors are
unit-normalized in their L2 norms, an eigenvector that is
aligned with a few axes will have a smaller L1 norm than one
that is not. This property is exploited to detect subgraphs in an
R-MAT background that are undetectable in the two principal
eigenvectors: if there is an eigenvector with an exceptionally
small L1 norm, a detection is declared. The complexity of this
method is also dominated by the sparse eigensolver, which
takes O(|E|k + |V |k2 + k3) time per iteration to compute the
k most significant eigenvectors [14].

Both of these methods are designed for uncued detection,
i.e., detection of the anomalous subgraph without a cue to
the vertices that are exhibiting interesting behavior. They rely,
therefore, on the subgraph having a substantially different
topology than the background graph. When detecting threat
activity in social networks, it is unclear how much the topology
of the threat subnetwork will deviate from the norm, and one
purpose of this paper is to analyze the conditions under which
a realistic foreground stands out in a complex background.
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Figure 1. The CT-SNAIR threat network.

IV. THREAT NETWORK FOREGROUND

Our foreground of interest comes from the Counter-Terror
Social Network Analysis and Intent Recognition (CT-SNAIR)
effort [3]. The authors of [3] use their simulator to synthesize
transactions in a threat network, mimicking specifically the
planning and execution of the 2004 bombing of the Australian
embassy in Jakarta. The network presented in Figure 1 is
generated by the same simulator. This graph is not tightly
connected: it has 20 vertices and an average degree of 2.5. Half
of the vertices have only one edge. The maximum eigenvalue
of this graph’s adjacency matrix—which has been a good
measure of signal strength using the spectral methods proposed
here—is about 3.72. This embedding should be difficult to
detect in background networks with inherent clustering.

V. THREAT DETECTION IN STATIC GRAPHS

In our first set of experiments, we want to determine whether
the observed graph was generated by a random process, or if
it had an additional subgraph embedded. In all cases we use
the R-MAT generator to create a background graph and use
the foreground presented in Section IV.

The focus of our simulations is on cases where the fore-
ground does not stand out in the principal components. In
practice, it will often be the case that the difference between
the topologies of the threat network and the background is not
exceptionally strong, and thus the technique of [8] will not
reliably reveal the subgraph’s presence. An example is shown
in Figure 2, which presents B projected into its two princi-
pal eigenvectors for a graph generated under the alternative
hypothesis. (The background in this example is taken from
the experiments discussed later in this section.) Each point in
the scatterplot correponds to a vertex. The foreground vertices
are buried within the background, preventing detection of the
foreground in this subspace. We therefore use the eigenvector
L1 norm analysis technique of [9] for the experiments in this
section.

In [9], it is shown that detection performance improves as
the embedded subgraph decreases its external degree (i.e., the

Figure 2. Scatterplot of the CT-SNAIR scenario embedded into an R-
MAT background graph. The foreground vertices are inseparable from the
background in this subspace.

number of edges between the subgraph and the rest of the
graph). Selection of vertices for the embedding was biased
by simply choosing the foreground vertices from the set of
background vertices with degree under some threshold. When
embedding the foreground described in Section IV, however,
our subgraph detection performance is not much better than
chance, even when we embed the foreground of interest on a
set of 20 background vertices all with degree 1. We thus take a
different approach to embedding the subgraph as follows. First
we perform an eigendecomposition of the modularity matrix
of the background alone, denoted by BB . Let the eigenvectors
of BB associated with eigenvalues greater than some threshold
(we use 3) comprise the columns of a matrix Û , and ûi be the
ith row of Û . We then select the vertices for the embedded
subgraph from the vertex subset

V̂ = {vi ∈ V | ‖ûi‖22 < t}, (2)

where t is a parameter we allow to vary. As we reduce t, our
detection performance should improve. The intuition behind
this procedure is that we choose a set of foreground vertices
roughly orthogonal (as t → 0) to the strongest portion of
the background. This suggests that the foreground will not
be overpowered by stronger portions of the background. We
select the foreground vertex set uniformly at random from
all 20-vertex subsets of V̂ . As we will show, this embedding
procedure has a significant impact on detection performance,
demonstrating that the detectability of a subgraph using this
method is not a simple matter of internal and external degree.

In this experiment,

GB ∼ RMAT
(

p,
1− p

4
,
1− p

4
,
1− p

2
, 2048, 10

)
,

with p varying from 0.35 to 0.60. Example distributions of
eigenvalues are shown in Figure 3. As p increases, the number
of eigenvalues greater than 3 decreases, but they take on much
larger values. When embedding the threat foreground, t in (2)
is varied from 0.001 to 0.050. We ran a 10,000-trial Monte
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Figure 3. Average eigenvalues of the R-MAT background’s modularity matrix
for various values of p.

Carlo simulation for each case (i.e., each value of p and t),
computing the L1 norms of the top 100 eigenvectors of B
under the null and alternative hypotheses.

Results of this experiment are given in Figure 4. As ex-
pected, regardless of the value of p, detection performance
improves as t gets smaller, since this means that the foreground
is being embedded into a space less correlated with the
stronger eigenvectors. Also, as p increases, detection perfor-
mance degrades. This may be because the most significant
eigenvalues are larger as p increases, and so the subspace Û
is stronger, with greater potential to overpower the embedding.

VI. THREAT DETECTION IN DYNAMIC GRAPHS

The framework used in the previous section has recently
been extended to include dynamic graphs, combining temporal
integration gain with the statistical tests to achieve greater de-
tection power [15]. In this setting, we have vertex and edge sets
that vary over time. We will denote by G(n) = (V (n), E(n))
the graph at a discrete time step n, and we let B(n) denote
the modularity matrix of G(n). By integrating the modularity
matrices over time, we can detect much weaker subgraphs
than using the same method with a static graph, as we will
demonstrate in this section using a variety of background and
foreground evolution models.

Our approach to temporal integration is similar to that for
Euclidean data. We use a finite impulse response filter h to
integrate the modularity matrices over a time window of `
samples, computing

B̃(n) =
`−1∑
m=0

B(n−m)h(m).

The objective is then to pick filter coefficients that empha-
size the foreground while de-emphasizing the background.
We do this—still without a cue to the subgraph vertices—
by leveraging knowledge of the subgraph’s evolution over
time, as we explain later in this section. Since we are using
spectral techniques, we use as a measure of signal strength

the maximum eigenvalue of the principal submatrix of B̃ that
corresponds to the subgraph vertices. Let hfg be a filter that
maximizes this quantity and hbg emphasize the background.
Taking both of these into account, we use the filter

h = hfg − hbg

hT
fghbg

‖hbg‖22
(3)

to filter the modularity matrices in our experiments. In (3),
the filters are treated as vectors in R`, with the entries in the
vectors corresponding to the filter weights.

In the dynamic scenario we use two different background
models, both based on the R-MAT generator. One dynamic
background simply generates independent R-MAT graphs at
each time step, i.e.,

GB(n) ∼ RMAT
(

p,
1− p

4
,
1− p

4
,
1− p

2
, 2048, 10

)
(4)

for all n. This is a powerlaw-graph-based version of inde-
pendent, identically distributed noise. In many applications,
however, there will be a strong dependence between consecu-
tive snapshots of the network. To simulate this effect, we take
the following approach. At the first time sample, n = 0, we
generate an R-MAT graph as in (4). For the following samples,
we generate an “update” graph

GU (n) ∼ RMAT
(

p,
1− p

4
,
1− p

4
,
1− p

2
, 16, 10

)
(5)

and let GB(n) = GB(n − 1) ∪ GU (n). The vertex sets
remain the same throughout the process to maintain the
distributions of edge probabilities. Since the same probability
matrix is used, this has the same effect as capturing the R-
MAT background at various points in the graph generation
process (i.e., GB(n−1) is GB(n) with the procedure stopped
early).

For the evolving foreground graph, we use the same graph
as in Section IV but add or remove edges over the course of
the time window. We simulate 3 behaviors in the experiments.
The first and simplest is linear growth in the size of the edge
set until all 25 edges are present at the last time step, i.e.,
having the number of edges follow

|ES(n)| =
⌊

25
`− 1

n

⌋
.

Another dynamic foreground model linearly adds edges until
a certain point in the window, at which point the edges are
linearly removed. This could simulate a process in which
transactions (e.g, meetings or communication) between actors
increase as an event is planned, but then rapidly decrease to
avoid detection. In this case, the size of the edge set increases
linearly until n = 3`/4 − 1, when |E(n)| = 25. For the
remainder of the window edges are removed linearly until
|E(n)| = 0 at n = `−1. Our third subgraph evolution pattern
follows sinusoidal growth and decay, with

|ES(n)| =
⌊

25
2

(
1− cos

(
2πn

`

))⌋
.
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Figure 4. Threat detection performance using eigenvector L1 norm analysis.

In all cases, the order that edges are added is selected uni-
formly at random from the 25! permutations of edges. When
edges are removed, their removal occurs in the same order as
their addition.

Our experiments consist of several 10,000-trial Monte Carlo
simulations. For each simulation we choose one of our two
dynamic background models and one of our three foreground
patterns. Under both the null and alternative hypotheses, we
filter the graph with the appropriate coefficients for the chosen
background and foreground over a time window with ` = 32.
To determine the filter coefficients, we use the maximum
eigenvalue of BB(n − m) for hbg(m) and the maximum
eigenvalue of AS(n − m) for hfg(m), with AS denoting
the adjacency matrix of the subgraph vertices. (Since the
background and foreground are both random, these values are
averaged over several trials, then fixed for the experiments.)
While we do not claim that these are the optimal filter
coefficients, the results demonstrate a significant increase in
detection power using this method. Unlike in the previous
section, we select the foreground vertex subset from all
background vertices, uniformly at random from among all 20-
vertex subsets.

Using a background where an independent R-MAT graph is
generated at each sample, we achieve detection performance
as shown in Figure 5. In this case, we use the chi-squared test
statistic in the two principal components of B̃. Under the null
model there is good radial symmetry of the projection using
each of the filters. The embeddings stand out in this subspace,
creating a change in the symmetry of the projection, and we

achieve excellent detection performance, as demonstrated in
the figure. Recall from the example shown in Figure 2 that
this foreground, even when all 25 edges are present, does not
stand out in the principal two eigenvectors of B. By leveraging
our knowledge of the evolution of the subgraph, however,
we can increase the signal power by performing coherent
temporal integration. In all cases, detection performance is
very good when p = 0.5, with equal error rates of 3% or
less. For the densifying and densify-and-disperse models in
Figures 5(a) and 5(b), respectively, there is a slow degradation
in performance as p is increased, since this increases strength
of the background. The sinusoid foreground model, shown in
Figure 5(c), on the other hand, has near-perfect performance
in all cases. On closer inspection, the sinusoidal filter provides
greater integrated signal power than the other filters provide for
their respective signal models, and suppresses the background
about equally.

Using the “expanding” background (where at each sample
the graph is updated according to (5)), the projection onto
the two principal eigenvectors is not radially symmetric, and
the chi-squared statistic frequently takes on large values, even
under H0. This results in poor detection performance using
this metric, with equal error rates in all cases of about 50%.
Understanding this phenomenon is a topic for further research.
We can, however, detect the presence of the foreground using
the maximum eigenvalue of B̃. If our embedding is strong
enough, it will increase the maximum eigenvalue of this ma-
trix. (This could be used with the “independent” background as
well, but the chi-squared statistic yields superior performance
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(a) (b) (c)

Figure 5. Dynamic threat detection performance with an R-MAT background generated independently at each time step.

Figure 6. Detection performance using a maximum eigenvalue metric to
detect a densifying threat network in an expanding R-MAT background.

in that case.) Performance with the “linear growth” foreground
is shown in Figure 6. Again, there is an increase in detection
performance as p decreases. Using the other two foreground
models, we achieve perfect detection for the same values of
p. The weaker performance for the densifying foreground
is likely due to the similarity between the evolution of the
foreground and the background. Here, using a different back-
ground and a different test statistic, we again see the advantage
of temporal integration gain in subgraph detection.

VII. CONCLUSION

In this paper we demonstrate the use of a statistical framework
for anomalous subgraph detection with a focus on a specific
problem: detection of threat activity within a social network.
Using a background model designed to model real-world
networks and a foreground synthesized to simulate a threat net-
work, we present several simulations showing the conditions
under which the proposed algorithms can detect the presence
of the foreground without a cue. In a static background, the
foreground is detected when it is not well-correlated with
strong portions of the background. In a dynamic setting, we
demonstrate that even this weak threat subgraph can have its

Figure 7. Projection of B into two eigenvectors based on analysis of a cue
vertex.

“power” boosted with some knowledge of how it evolves over
time.

One area for future research is cued anomaly detection.
While our focus here is uncued detection of anomalous sub-
graphs, modularity analysis can be useful for cued detection
as well. Given a cue vertex vc ∈ VS , the eigenvectors of B
that have the largest component associated with vc can be
analyzed for other vertices that have large components in those
eigenvectors. An example is shown in Figure 7, taken from
the Monte Carlo simulation in Section V with p = 0.50 and
t = 0.050. Recall from Figure 4(d) that in this case, detection
performance with eigenvector L1 analysis is no better than
chance. However, in the space of u78 and u72, the axes used
in the figure, a significant portion of the subgraph stands out.
Most of the central subgraph vertices are more correlated with
these eigenvectors than any others, which is the case for only
one of the background vertices. With a cue to a subgraph
vertex, the subspace in the figure may be found by looking
at the most correlated eigenvectors. The use of cues with the
spectral techniques presented here, currently being explored in
[16], may prove to be quite powerful.

Other ongoing work in this area includes optimizing filter
coefficients, further analysis of the “expanding” background
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model and its interaction with the filters, and an analysis of
the subspaces where the subgraph is embedded in Section V
to determine if detection performance tracks other, easier-to-
compute graph statistics. Also, the combination of topological
detection methods like those used here with additional vertex
or edge metadata to provide another level of “filtering” is an
area of significant interest.
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