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Abstract --  Safety  signal  detection problems  in 
pharmacovigilance  are examined in  the  general 
context  of  data  fusion  systems.  The  general 
perspective  reveals  commonalities  between  seemingly 
disparate  fields  of  endeavor, and it  suggests  methods 
and  technologies  that  may  provide  a  “way  forward” 
to  advance  to  state  of  the  art.  Such  insights  are 
examined for  exploring  safety  signal  detection 
problems  in  (passive)  pharmacovigilance  using 
cross‐functional  data  such  as  product  complaint, 
medical  inquiries,  and adverse  event  databases.   This 
paper discusses the definition of signal and safety signal, 
and issues that arise in assertion of signal present in the 
pharmacovigilance setting. Visualization methods for 
understanding correlations that suggest the presence of 
signal are considered.  A  multivariate  correlation 
statistic  is  proposed  to  elucidate  possible  joint 
dependencies  across  multiple  data  streams.   
 
Keywords: Pharmacovigilance, cross functional data, 
adverse event data, signal detection, multiple correlation 
statistic, data cleansing, visualization. 

1 Introduction 
The  problem  of  safety  signal  detection  in 

 pharmacovigilance (PV)  is  placed  in  the  general 
 context  of  data  fusion  systems.  The  general 
 perspective  reveals  commonalities  between  seemingly 
 disparate  fields  of  endeavor,  thereby  validating  and 
 potentially  enriching  methods  already  under  study.   

The general perspective suggests adjacent possibilities 
between methods  and  technologies  that  may  provide  a 
 “way  forward”  to  advance  to  state  of  the  art.  Such 
 insights  may  be  especially  useful  when  exploring 
 safety  signal  detection  problems  in  PV  that  use 
 cross‐functional  data  such  as  product  complaint, 
 medical  inquiries,  and  various  national  and 
 international  adverse  event  databases.  

The problems of PV provide a shift in emphasis for 
problems in data fusion, a shift that may suggest 
alternative methods and new issues. For example, the 
meaning and implication of “signal detection” and “signal 
prediction” in PV are significantly different from typical 
sensor-level data fusion problems. These issues and others 
represent opportunities. They are discussed at various 
points throughout the paper. 

1.1 Need for Data Fusion in PV 
Data from controlled clinical trials provide baseline 

human data when decisions for marketing authorization of 
medicinal products are made. “Most new drugs are 
approved after a few thousand patients are exposed to 
them” [1]. Once marketed, however, a drug is exposed to 
a much larger and more clinically diverse group of 
patients than was evaluated in the clinical trials. The need 
for timely signal detection is paramount for patient safety. 
Signal detection in spontaneous reporting systems (SRSs) 
and other large complex databases is, therefore, an 
important problem.  

Methods for drug safety signal detection have mostly 
been limited to the examination of one adverse event data 
stream at a time. Novel methods for signal detection 
involve multiple data streams, with the goal of detecting 
safety signals more quickly and reliably using multiple 
data streams relevant to drug safety than is possible by 
mining a single SRS system in isolation. The data fusion 
challenge is to find algorithms to support this goal. 
Algorithms are needed for (1) automated data cleansing, 
(2) vocabulary mapping and control across cross-
functional databases, (3) statistical detection of safety 
signals using multiple data streams, (4) incorporating 
clinical trial data into the signal detection problem, (5) 
incorporating known clinical knowledge, or context, into 
all aspects of the problems of PV. 

1.2 Passive versus Active PV 
Passive PV uses the data records generated by SRSs that 

routinely collate certain kinds of data. A good example of 
this kind of data is product complaint data as described 
below in Section 2. Such data gathering systems can also 
be more specific or targeted. Examples of this kind 
include monitoring systems specific to vaccinations and 
biosurveillance systems maintained by the US Department 
of Homeland Security.  Passive PV data are described in 
more detail in Section 2. 

In contrast to passive PV, active PV involves the use of 
surveys of a patient population. These surveys can be 
statistical monitoring of a broad class of patients. They 
can also comprise longitudinal data gathered from patient 
records.  Assuring patient confidentiality clearly impacts 
the specifics of the methods. Such surveys are time-
consuming and expensive to conduct. They are important 
in PV because, as pointed out in [3], “Active surveillance 
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of population-based health networks may improve the 
timeliness of detection of adverse drug events.” Active 
surveillance also enables to use of sequential probability 
ratio tests (SPRTs). In classical detection problems the 
SPRT is an optimal detector [4], that is, it requires the 
smallest number of data for specified type I and type II 
errors. Active PV is outside the scope of the present paper.  

1.3 Organization of the Paper 
Cross‐functional data sources are reviewed in Section 2. 

The utility of visualization techniques are discussed in 
Section 3. Such techniques are important data cleansing 
and for understanding correlations that are suggestive of 
the presence of signal.   

Definitions of signal and safety signal are given in 
Section 4. These definitions are the same as those given in 
the small but excellent book [1].  The consequences of 
signal detection in PV are different from what is typical in 
data fusion, and these differences are explored. Signal 
detection methods are discussed in Section 5.   

A multiple correlation statistic to elucidate possible joint 
dependencies across multiple data streams is proposed in 
Section 6. Its utility for visualization is discussed.  
Correlation leads naturally to the notion of signal 
prediction. However, the notion of signal prediction in PV 
has very different import from what is typical for data 
fusion problems. Prediction is discussed in Section 7.  

Concluding remarks are given in Section 8.  

2 Data Sources for Passive PV 
There are at least a dozen national and international 
databases, or spontaneous reporting systems (SRS), and 
they receive several hundred thousand adverse event 
reports (AERs) per year. In addition, adverse event 
databases are maintained by marketing authorization 
holders for medicinal products.  A possibility exists that 
databases containing product complaints and medical 
information inquiries databases, also maintained by 
marketing authorization holders, could complement the 
adverse event databases in detecting drug safety signals. 
In this section we discuss typical passive PV data sources 
as are generated by SRSs. 

2.1 Cross-Functional Data 
In the context of pharmacovigilance, cross functional data 
sources consist of information streams of product related 
reports that provide a composite summary of associated 
untoward effects observed over time.  The separate data 
sources often provide correlated indications of signal that 
reinforce each other and together may suggest sporadic or 
persistent historical trends.  Identifying and statistically 
characterizing these trends are important first steps in the 
analysis of PV data, and a clear description of the related 
nature of the data sources in which these correlated trends 
may exist is therefore appropriate.  In the present paper, 
we consider three data sources that lend themselves to 

statistical analysis: Product Complaints (PC), Medical 
Inquiries (MI), and Adverse Events (AE).  All data 
sources can be time- and location- indexed, as well as 
segmented by product and product class, and by high-level 
special search category (SSC) codes that are relevant to 
fine event classification.  The data therefore is sufficiently 
rich to permit detailed analysis at various levels of 
granularity. 

2.1.1 Product Complaint Data 
As the name suggests, Product Complaint data consists of 
indexed reports of product failures that have been reported 
during consumer or patient use over a specified coverage 
period.  These complaints may refer to generic problems 
in product distribution, such as product packaging and 
product usage. 

2.1.2 Medical Inquiry Data 
Medical Inquiry data consists of consumer inquiries 
related to product efficacy, dosage, indications, long-term 
effects, sensitivities, etc.  Medical inquiries can be 
requested by physicians, pharmacists, technicians, 
patients, or other product consumers. 

2.1.3 Adverse Event Data 
As described by the ICH E6 Guideline on Good Clinical 
Practice [2], Adverse Event data refers to "Any untoward 
medical occurrence in a patient or clinical investigation 
subject administered a pharmaceutical product and which 
does not necessarily have a causal relationship with this 
treatment. An adverse event (AE) can therefore be any 
unfavorable and unintended sign (including an abnormal 
laboratory finding), symptom, or disease temporally 
associated with the use of a medicinal (investigational) 
product, whether or not related to the medicinal 
(investigational) product". 

3 Visualization 
The role visualization in the analysis of PV data cannot 

be overemphasized.  Novel, intuitive, and easy-to-use 
visualization methods can often elucidate patterns in data 
that are either overly complex or simply difficult to 
readily identify without the aide of these investigative 
tools.  Beyond the role of initial qualitative data 
exploration, good data visualization tools should also 
intuitively display the quantitative statistical correlations 
present in multi-source PV data.  Excellent commercial 
software packages currently exist which allow exploratory 
data visualization and analysis using various levels of data 
selection criteria, and developing an understanding of 
potentially important interrelations between multiple 
sources of PV data is a primary application of these 
visualization tools. 

In the next sections we discuss two topics that are 
fundamental to the issue of data visualization. 
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3.1 Important Role of Data Cleaning 
The cleansing of real data for visualization and analysis 

purposes is vitally important – it is not a trivial task, nor 
one to be lightly dismissed. Real data often contain 
artifacts that may mask the identification of otherwise 
prominent signal information, and therefore obfuscate the 
presence of such information to applied signal detection 
methods. These artifacts include missing data, incorrectly 
recorded data, misidentified data, misaligned data, as well 
as true statistical outliers that naturally arise whenever 
empirical data is collected.  Such empirical data anomalies 
effectively contaminate the source information, and 
carefully removing them (or otherwise accounting for 
them directly through modeling) is therefore fundamental 
and is the subject of significant investigation: "Data 
anomalies can take a number of different forms, each with 
a different range of analytical consequences." [5]. 

3.2 Correlation 
As previously stated, developing an understanding of 

interrelations between multiple sources of PV data is a 
primary application of data visualization and analysis 
tools.  Standard techniques, such as autocorrelation 
analysis, can elucidate the structure of individual PV data 
time series.  Similarly, correlations computed of lagged 
versions of each of two PV data time series against the 
other can summarize interactive structure and hint at 
potential pairwise relationships between data streams that 
might then be the subject of further investigation. 

When multiple data sources for passive PV are present, 
a complete quantitative analysis nevertheless suggests the 
need for more than the calculation of pairwise 
correlations.  In Section 5.1 we will discuss appropriate 
alternative statistical evaluation and signal detection 
methods, including the role of disproportionality analysis 
in pharmacovigilance.  In Section 6 we also propose a 
multiple correlation statistic to enhance the visualization 
of mutual correlative structure appearing in multi-source 
PV data. 

4 Definitions and Implications 
The concept of a pure noise source or, more generally, a 
signal-free reference, is commonplace in detection 
problems involving signals that are buried in additive 
noise having known statistical properties. However, given 
the data described in Section 2, such models for signal are 
in some sense intuitively unreasonable in PV.  

To understand how to model signal detection, it is 
necessary to define carefully the concept of “signal.” The 
definition used here from [1] makes very clear that the 
signal detection problem is not at all like the problem of 
signal in additive noise.  

4.1 Definition of Safety Signal 
The WHO in 2002 [9] defined a signal in PV as 
“Reported information on a possible causal relationship 
between an adverse event and a drug, the relationship 
being previously unknown or incompletely documented.” 
CIOMS [1, p. 116] in 2010 defines a signal as 
“Information that arises from one or multiple sources 
(including observations and experiments), which suggests 
a new potentially causal association or a new aspect of a 
known association, between an intervention and an event 
or set of related events, either adverse or beneficial, that is 
judged to be of sufficient likelihood to justify verificatory 
action.”  This definition is based on one given by Hauben 
et al. [10].   

The CIOMS definition broadens the definition of signal 
to accommodate the availability of cross-functional 
sources of information provided by large on-line 
databases of various kinds, a shift that enhances the 
potential for connections between PV and other multi-
source data fusion problems. It also expands the concept 
to include the notion of beneficial signals.   

Signal detection, then, involves determining a possible 
causal relationship – not the verification of the suspected 
relationship as valid. This important task is performed by 
clinicians, that is, by subject matter specialists. 
Verification can use specialized domain knowledge, a 
formal verificational study, and/or a randomized clinical 
trial. Verification of causal signal presence immediately 
invokes ethical and legal considerations that do not arise 
in typical data fusion detection problems. The topic is 
outside the scope of this paper. 

 

5 Signal Detection in Passive PV 
Detection problems in PV are not uniformly of one 

fixed character. The problems that most concern us in this 
paper are those associated in the PV literature with the 
name data mining.  These kinds of methods are discussed 
first since they are already reported on in the literature.   

The second subsection discusses several other important 
tasks for data fusion that are not obviously statistical in 
nature. As is seen, the role of statistics lurks below the 
surface. 

5.1 Quantitative/Statistical Detection 
A common means of identifying the presence of signal 

in PV data is through disproportionality analysis.  The 
role of disproportionality analysis in PV is described by 
Shibata and Hauben [6].  Disproportionality involves any 
data statistic that indicates data anomalies in a certain 
evaluation category at a rate that does not ordinarily 
appear in other categories. 

A typical disproportionality calculation may involve a 
signal detection search in data associated with a particular 
drug and for a particular event.  The reported data is 
collected in a 2 2×  table [1], as shown in Table 1. 
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Reports for 
event of 
interest 

Reports for 
all other 
events 

Total 

Reports 
for drug of 

interest 

A B A+B 

Reports for 
all other 

drugs 

C D C+D 

Total A+C B+D A+B+C+D 
Table 1. Disproportionality analysis using a 2x2 table of 

adverse event report data 
 
Using this data, a common disproportionality statistic is 

given by the Proportional Reporting Ratio (PRR) [1], 
which is defined as 

 ( )
( )

A C D
PRR

C A B
+

=
+

 (1) 

Note that PRR has a direct statistical interpretation as a 
likelihood ratio: 
 

 

event drug
Pr

of interest of interest
event

Pr other drugs
of interest

A
A BPRR C
C D

⎧
⎨
⎩ ⎭+= =
⎧
⎨+ ⎩

⎫
⎬

⎫
⎬
⎭

 (2) 

There are as many of these 2x2 tables as there are relevant 
drug and event combinations. As noted in [1], with 15,000 
drug names and 16,000 adverse event names, there are 
240 million 2x2 tables.  

If the performance of the overall system is measured in 
terms of a ROC curve, then the goal is to maintain high Pd 
(probability of detection) and very low Pfa (probability of 
false alarm).  Clearly, Pfa must be very low with 240 
million opportunities (not all of which are independent) to 
avoid false alarms dominating system performance.   

The 2x2 tables suggest a cross-functional version of the 
PRR that may be applicable for comparing specific drugs 
and events using a multiple event version of Table 1 
shown in Table 2. In this case comparative likelihood 
ratios could be considered as disproportionality statistics 
associated with an event of interest for specific pairwise 
drug combinations 

 

 

event of
Pr drug i

interest
event of

Pr drug j
interest

PRR

⎧ ⎫
⎨ ⎬
⎩=
⎧ ⎫
⎨ ⎬
⎩ ⎭

⎭ , (3) 

 
or for drug combinations that exclude specified lists of 
drugs from the totals. A major obstacle to this approach is 
that there are even more tables of this kind than 2x2 
tables.   

Additional work needs to be done to improve the 
effectiveness of disproportionality analysis in safety 
signal detection, especially in combination with Bayesian 
statistical considerations that are prevalent in the fusion 
community. 
 

 
 
 

Rpts for 
event of 

interest #j, 
j=1,…,m 

Rpts for  
all other  
events 

Total 

Rpts 
Drug 

#1 

A(1,j) A(1,m) 1

1 (1, )m

j A j+

=
Σ  

... … … … 
Rpts 
Drug 

#n 

A(n,j) A(n,m) 1

1 ( , )m

j A n j+

=
Σ  

Rpts 
all 

other 
drugs 

A(n+1,j) A(n+1,m+1) 1

1 ( 1,m

j )A n j+

=
Σ +  

Total 1

1 ( , )n

i A i j+

=
Σ  1

1 ( , 1)n

i A i m+

=
Σ +  1, 1

, 1 ( , )n m

i j A i j+ +

=
Σ  

Table 2. Disproportionality analysis using (n+1)x(m+1) 
table of adverse event report data 

5.2 Rule-Based Signal Detection 
Safety signals can be sometimes detected from only one 

adverse event.  For example, certain well-defined classes 
of drugs are known clinically to cause certain kinds of 
serious AEs. Even one such event reported for a drug in 
such a class constitutes a safety signal. There is no need 
for statistical analysis of such cases.  

The knowledge of the clinician is paramount in such 
cases, so the roles played by data fusion are developing 
algorithms for (1) vocabulary mapping and control to 
promote data consistency within and across databases, (2) 
data cleansing to maintain accurate and reliable data 
records within and across databases, (3) system for 
organizing decision making processes and knowledge 
management, (4) rule-based methods to incorporate and 
codify known clinical knowledge, (5) automated methods 
for alerting the clinician of potential occurrences of such 
events, and (6) self-monitoring and drill-down to help the 
clinician to validate potential safety signals.  

Vocabulary management and associated analytics are 
discussed in [8]. The important role of Key Intelligence 
Topics (KITs) and Key Intelligence Questions (KIQs), as 
they are called in the intelligence community, for focusing 
the decision making process in PV is discussed in [7].  

The tasks (1) – (6) above are all important in theory and 
in practice. Although the role of statistics in some of these 
problems is not directly obvious, it is nonetheless often 
present. For example, task (4) is typically approached by 
defining a graphic network to model relevant clinical 
knowledge. The uncertainties inherent in such knowledge 
and the effect of data uncertainties are then modeled by 
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extending the graphical net to a Bayesian net.  Using such 
methods it is possible to evaluate the posterior probability 
of a well defined safety signal conditioned on the 
available SRS data. Sequential methods incorporating 
these probabilities are then possible [3], [4]. 

From a purely Bayesian perspective, KITs can be 
understood as high-level situational states that can be 
inferred from more directly answerable questions 
specified by KIQs. The KIQs can therefore be interpreted 
as exploratory questions that provide evidence (in the 
precise statistical sense of yielding informative likelihood 
functions) to be fused into a posterior KIT status 
assessment. This Bayesian interpretation of the role of 
KITs and KIQs can potentially be very useful for 
considerations of general KIQ formulation (experimental 
design) and valuing associated information content. 

It would be improper when discussing reasoning under 
uncertainty not to mention that the area has been the 
subject of active research for many years, and that many 
methods that have been employed to study it. The panel 
discussion [11] provides a good starting point.  

 

6 Multiple Correlation Statistic 
In this section we propose a new comparative 

correlation statistic that will permit the visual evaluation 
of joint correlations amongst several PV data series 
simultaneously.  The summary statistic presented here has 
already been efficiently used for exploratory analysis of 
historic pharmacovigilance data trends, and has 
successfully identified mutual dependencies across PC, 
MI, and AE data streams for several products and special 
search categories. 

6.1 Need for Multiple Correlation Statistic 
Standard autocorrelation analysis tools applied to 

individual time-indexed data sources provide quantitative 
insight into the structure of historic PV data trends.  
Correlative relationships between two data sources (e.g., 
Product Complaint data and Medical Inquiry data) can 
similarly be indentified by computing pairwise correlation 
statistics of a given data series against lagged version of 
the other.  In this way lag correlation effects (such as 
occurrences of spikes in MI data following similarly 
observed spikes in PC data from previous months) can be 
visually highlighted.  Such simple exploratory analysis 
techniques can often be very fruitful in suggesting further 
avenues of investigation in evaluating PV data. 

When multiple data streams are present the analysis 
situation becomes even more complicated.  For example, 
passive pharmacovigilance data sources of Product 
Complaints (PC), Medical Inquiries (MI), and Adverse 
Events (AE) potentially may exhibit joint relationships 
that are difficult to visualize from individual pairwise 
correlation analyses as previously described. This 
suggests the need for a mutual correlation statistic that 
summarizes these joint dependencies. We therefore 

propose a correlative "'volume" element that is intuitive, 
easy to compute, and visually informative.   

6.2 Definition of Multiple Correlation 
Statistic 

We consider now the generic situation in which K  
commonly indexed time series of discretely recorded 
historical data over  time steps are provided.  
Notationally we will write 

N
( )n
kx  to denote the  datum 

recorded in the  time series .  The 

pairwise sample correlation between series  and series 
 is computed as: 

thn
thk ( )(1) ( ), , N

k k kx x=x …

ix

jx

 
( )( )

( ) ( )

( ) ( )

1

2 2( ) ( )

1 1

N

n n
i i j j

n
ij N N

n n
i i j j

n n

x x x x

x x x x

ρ =

= =

− −

=

− −

∑
∑ ∑

 (4) 

where the typical series mean is represented as 

 ( )

1

1
N

n
k

n

kx x
N

=

= ∑  (5) 

For multiple data series the separate pairwise sample 
correlation statistics ijρ  comprise the full correlative 
structure of individual series.  Written in matrix form 

 
11 1

1

 where   1
K

kk

K KK K K

ρ ρ
ρ

ρ ρ
×

⎡ ⎤
⎢ ⎥= ≡⎢ ⎥
⎢ ⎥⎣ ⎦

C , (6) 

the correlation matrix  is a symmetric positive-definite 
matrix under very mild independence conditions on the 
individual time series.  Specifically, if the 

C

( )1N K× +  
data matrix 

 

( )

(1) (1)
1

( ) ( )
1 1

1

1

K

N N
K N K

x x

x x
× +

⎡ ⎤
⎢= ⎢
⎢ ⎥⎣ ⎦

X ⎥
⎥  (7) 

whose columns are equal to the individual time-series  
along with the one vector 1 , then C  is positive definite 
with determinant bounded by 1 if X  is of full rank; for 
further details, see the appendix.  

kx

The determinant of the sample correlation matrix 
therefore functions as a unit bounded volume element 
descriptor of the composite correlative structure of all 
provided time series.  For two time-series, this 
determinant reduces to one minus the square of the 
pairwise sample correlation coefficient: 

 21
det 1

1
ρ

ρ
ρ
⎡ ⎤

= −⎢ ⎥
⎣ ⎦

 (8) 

A simple intuitive summary statistic for the joint 
correlation of multiple time series can therefore be taken 
as 
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 1 detρ = − C , (9) 
although we note that alternative variations are indeed 
possible.  (For example, a more quantitatively reasonable 
statistic can be derived to mimic common pairwise 
correlations if they should all be identical, but the details 
of this are outside the scope of this overview paper.) 

6.3 Multiple Correlation Surface Example 
As an example of the application of the multiple 

correlation statistic, we include here an analysis of 
artificially simulated data that represent possible passive 
PV time series data collected over an annual period.  
Consistent with our earlier discussion, we will formally 
label these series PC, MI, and AE, but nevertheless are 
mindful that these are completely synthetically generated 
and carry no implied correlation with any actual existing 
pharmaceutical product data. 

Figure 1 below illustrates the three synthetic data series 
plotted along a common (monthly) time axis over an 
eighteen-month period.  We note that signal can be 
observed in the artificial AE data in month 9, whereas 
similar data behavior is evident in artificial MI and PC 
data in months 4 and 6, respectively. 

 
Synthetic PV Data

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18

Month

Synthetic MI
Synthetic PC
Synthetic AE

 
Figure 1: Synthetic PV data with artificial signal. 

 
In order to apply our multiple correlation statistic, we 

consider multiple lagged versions of each of the synthetic 
PC and MI data streams, and compute the full correlation 
matrix and associated multiple correlation statistic for 
each of the various combinations of lag parameters.  In 
this way, we may construct a "multiple correlation 
surface" that visually suggests the relevant signal 
correlation relations among the three series.  For our 
simulated data, Figure 2 displays the associated multiple 
correlation surface.  We note here the surface peak 
occurring at the 9 4 MI lag and  PC lag. 5− = 9 6 3− =
 

0 1 2 3 4 5 6 7 8 9 10 11
0

1

2

3

4

5

6

7

8

9

10

11

Synthetic PC lag (months)

Synthetic M
I lag (m

onths)

 
Figure 2: Synthetic PV multiple correlation surface. 

 

7 Prediction in PV 
Prediction of PV signal is a general topic that lends 

itself to straightforward mathematical analysis techniques 
that are commonplace in the fusion and statistical analysis 
communities.  For example, for the purpose of signal 
prediction, exploitable linear relations between dependent 
adverse event data and alternative passive PV data 
sources can be formally extracted using lag regression 
methods.  These methods attempt to identify persistent 
historical trends that correlate AE signal with lagged 
versions of other explanatory time series data.  If such 
lagged linear relations exist, they may indicate a potential 
causal relationship between the relevant time series data 
that may be expected to potentially continue in future PV 
data.  However, it is essential to note that such lagged 
relations equally may be spurious and not be indicative of 
any persistent pharmacovigilance phenomenon. 

Although of fundamental importance in standard 
tracking and fusion applications, the prediction (or 
forecasting) of future expected adverse event signal based 
on observed historical trends is therefore a very thorny 
issue for the PV community.  Even when predictions are 
assigned appropriate statistical confidence assessments, 
they are nevertheless wrought with legal and ethical 
implications that are specific to pharmacovigilance 
concerns, and so must always be understood in this 
context.  For this reason, although we comment here on 
the potential applicability of statistical data forecasting 
methods for PV analysis, we must always be cautiously 
aware of the unique extra-mathematical considerations 
always inherent in AE forecasting. 

8 Concluding Remarks 
PV is distinct from, and complementary to, the fields of 

biosurveillance (BioS) and epidemiology. This paper has 
pointed out some of the issues posed by the drug safety 
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This is derived directly from Jensen's inequality applied to 
the positive eigenvalues of the matrix , and the fact that C
tr K=C  because the diagonal elements of C are 1.  
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