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Abstract—The joint processing of multimodal data received a
lot of attention in the last decade due to the increased availability
of multimedia data and the under-performance of content-
based approaches. This work shows that effective information
fusion for multimedia document processing can be achieved
by learning the data structure that underlies the fusion task
and adapting the fusion strategy accordingly. The approach of
structure learning combined with fusion strategy adaption is
implemented in the feature selection and construction (FS/FC)
algorithm. The effectiveness of the approach is shown on behalf
of a boolean concept and a multimedia document classification
task.

Keywords: multimodal information fusion, fusion strategy,

attribute interactions, structure learning, concept learning,

feature selection and construction.

I. INTRODUCTION

The joint processing of multimodal data received a lot of

attention by computer science engineers and researchers in the

last decade. This is first due to the flood of multimedia data

such as videos and (annotated) photographs that is created

nowadays due to ubiquitous capturing devices like cameras in

mobile phones which creates a need for multimedia document

processing techniques. Secondly, the success of content-only

processing approaches that only use the visual modality stayed,

so far, behind expectations. Therefore, the fusion of multiple

information sources, so called modalities, came into the fo-

cus of interest. Furthermore, many other tasks require some

form of multimodal information fusion in their framework as

for example biometric identification and emotion recognition

systems. The overall goal of multimodal information fusion is

to increase the system’s accuracy and/or reliability compared

to monomodal ones [1].

The main challenge of multimodal information fusion for

the application areas mentioned above is that fusion can only

be done by concatenating the (low-level) features extracted

from all modalities, which leads to high dimensional input

spaces. Machine learning, information science and other algo-

rithms do not perform well in high dimensions which is for

once due to their space-time complexity. High dimensional

data is also sparsely populated (curse of dimensionality [2])

which is why large amounts of training data are needed for

learning. Another reason for which in practice often high

dimensional, sparse and noisy feature vectors occur is ’brute-

force’ feature extraction [3], which means that all conceivable

attributes are extracted and used for learning in the hope that

the set will contain some informative attributes. Finally, the

gap between the low-level features and the high-level semantic

meanings that the data contains (semantic gap [4]) has always

been an issue for the application areas in the focus of this

work.

Therefore, effective information fusion by concatenation can

be achieved by reducing the dimensionality of the input space

in such a way that at the same time the semantic gap is

bridged best possible. The solution that this work proposes

is to first learn the data structure that underlies the learning

target which is i.e. the class label of a concept and then to adapt

the information fusion strategy accordingly. Furthermore, it

is shown that in multimedia document classification the data

structures vary between the concepts such that an algorithm

with an adaptive information fusion strategy is necessary

for effective information fusion that consistently outperforms

learning in the original, high dimensional input space. For

this purpose, a feature selection and construction (FS/FC)

algorithm is developed that learns from examples a low dimen-

sional feature description of the learning target based on the

attributes’ interaction with the class label. The effectiveness

of the approach is shown on behalf of a boolean concept and

a multimedia document classification task. However, the basic

reasoning also applies to other multimodal information fusion

tasks.

The next Section II introduces the different information

fusion strategies that have been identified. In Section III,

related approaches in dimensionality reduction, feature selec-

tion and structure learning are given. The adaptive feature

selection and construction (FS/FC) algorithm that performs

the structure learning is presented in Section IV. In the

experiments in Section V, the FS/FC approach is compared

to greedy information fusion algorithms that do not take the

data structure (or only parts of it) into account.

II. FUSION STRATEGIES AND DATA STRUCTURES

The fusion strategy is an important point in information

fusion system design, because it defines how the data structure

in a fusion task is exploited for successful information fusion.
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Therefore, a non-optimal fusion strategy can lead to significant

performance losses. It is claimed that for information fusion by

concatenation no fusion strategy is optimal in general. Instead,

the fusion strategy has to be selected according to the data

structure that underlies the learning target that can contain

synergistic, redundant and/or unreliable attributes or sources.

If the data structure that underlies an information fusion task

is unknown or is variable over the task, the information fusion

algorithm needs to be adaptive in its fusion strategy.

A thorough formalization of information fusion system

design is presented in [5], where the following aspects are

considered: sensors and sources of information, feature ex-

traction, fusion level, fusion strategy and fusion architecture.

Many works have investigated how the choice of information

sources, sensors, features and the fusion level (early vs late

fusion) influence the fusion result, but the investigation of the

fusion strategy has been neglected so far.

In [6], three different strategies are defined. The complemen-

tary fusion strategy exploits the diversity or synergy between

the information sources to generate a more complete repre-

sentation of the world by combining multiple complementary

information sources. On the contrary, the co-operative fusion

strategy exploits the dependence or redundance between the

information sources to generate a more precise representation

of the world. The competitive fusion serves to reduce the influ-

ence of weak performing inputs which can severely harm the

performance of the other two fusion strategies, if a majority of

inputs is under-performing at the same time. After determining

the quality or reliability of the sources, only the most accurate

or reliable one(s) is used to create the ’fusion’ result.

For information fusion by integration (i.e. sensor or image

fusion), it is clear which fusion strategy has to be exploited

to achieve optimal results; for information fusion by concate-

nation that is in the focus of this work it is less clear. In a

rank aggregation task for multimodal document retrieval, three

different effects were observed [7] that can be exploited by

different fusion strategies:

Skimming effect: lists include diverse and
relevant items

complementary fusion

Chorus effect: lists contain similar and
relevant items

co-operative fusion

Dark Horse effect: unusually accurate re-
sult of one source

competitive fusion

Similar effects can be observed for data and feature fusion.

Consider the availability of some examples of multimedia

documents and their extracted features that represent the same

concept. The Skimming effect translates to diverse features that

are relevant to describe a semantic object with high concept

variation. All instances show another important aspect of the

object and, thus, the concept has a synergistic data structure.

The Chorus effect can be observed for semantic objects with

small concept variation where many of the relevant features

are similar for the different instances and, thus, the concept

has a redundant data structure. The Dark Horse effect appears

when one instance of the multimedia documents describes the

semantic object very well, whereas the other instances are less

representative and hence distort the object’s description.

III. RELATED WORK

In early years of information fusion research, different infor-

mation sources were fused by assuming independence between

them. One of the first works on classifier and decision fusion

used this principle to fuse the outputs of neural networks

[8]. Other examples for a successful application are [9] for

multimedia retrieval and [10] in multi-biometrics. Thus, the

independence assumption is appropriate for tasks that fuse

truly independent or complementary sources. Dimensionality

reduction methods in their basic form also implement a

complementary fusion strategy, because they use the inter-

feature relationships to find diverse feature sets or interesting

subspaces that are not described by the original feature set.

Typical approaches are principal component analysis (PCA)

[11], singular value decomposition (SVD) and random projec-

tion (RP) [12].

Despite the successful application of the independence

assumption and complementary fusion for some fusion tasks,

it failed for others. A loss in performance was empirically

proven in [13], where the authors showed that the maximum

performance improvement in their multi-biometrics applica-

tion is achieved only if the statistical dependencies between

the modalities were taken into account. Feature selection (FS)

methods implement a co-operative fusion strategy, because

they try to detect features that are most relevant to a learning

target where relevance, in the simplest case, is defined on

a pairwise relationship between the features and the class

label. Evaluation measures can be a distance, information,

dependence, correlation, consistency or an error rate measure

[14]. In [15], this greedy approach to FS is found to be insuf-

ficient, because the result contains attribute redundancies that

negatively affect the classification accuracy. An improved FS

method can additionally take pair-wise feature dependencies

into account as it is shown with the Minimum Redundance

Maximum Relevance (MRMR) criterion [16]. Another exten-

sion of pairwise FS uses multivariate dependence measures

between feature subsets and the learning target combined

with a sub-optimal search strategy like in sequential forward

selection (SFS) [17].

The methods mentioned above are said to implement a

greedy information fusion, because they only take partly the

data structure into account or apply a suboptimal search

strategy [18]. Multimodal information fusion by concatenation

was approached in the past with some success using co-

operative as well as complementary strategies, but none of

them consistently outperformed the other.

Other works that are more closely related to the proposed

FS/FC approach implement structure learning or approxima-

tions thereof. For example [19] focuses on finding the smallest

subset of boolean features that is sufficient to construct a

consistent hypothesis of boolean concepts in the presence of

many irrelevant features. Other non-greedy information fusion

approaches are the information bottleneck (IB) algorithm [20]
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that finds a latent attribute set that maximizes the mutual

information with the original data and preserves a minimal

loss of information about the class variable, multidimensional

relational projections (MRP) [21] that finds complex logical

feature relations relevant for the learning target and an evolu-

tionary methods as presented in [18].

IV. ALGORITHM FOR STRUCTURE LEARNING

In the following, the feature selection and construction

(FS/FC) algorithm that implements structure learning is pre-

sented. It mainly consists of a search strategy and a scoring

function to detect interesting patterns that build the data

structure. The latter is done through modeling interactions

between the attribute subsets and the class label.

A. Modeling Attribute Interactions

Interactions, in epistemic sense, are associations, correla-

tions or entanglements between two or more factors [22].

More precisely, interactions can be defined as an irreducible

pattern of Nc < N random variables that is needed to learn

from the data [23]. In [18], a good introductory discussion is

given about the relevance of attribute interactions for attribute

selection and construction, detection of Simpson’s paradox and

coping with attribute disjoints. Furthermore, the researchers

show that there is psychological evidence for the importance

of attribute interactions for human decision making.

A framework for modeling attribute interactions for com-

plex, structural models was introduced by [24]. It defines

interactions based on the lattice of structural models, which

is shown in Figure 1 for three variables X,Y, Z. A structural

model consists of one or several components that are partially

ordered sets (posets) of the multivariate attribute space. The

saturated model m0 =< XY Z > on top of the lattice

covers all attributes and their interactions; the empty model

m∅ =< ∅ > at the bottom contains no attributes and no

interactions. The lattice of structural models is constructed on

the inclusion/exclusion of attribute interactions. This means

that from the saturated model interactions are dropped one

by one to create the structural models at the lower levels

Figure 1. Lattice of structural models for three attributes.

of the hierarchy. This can be done by (1) splitting up a

component by neglecting the interaction at the highest level

i.e. < XY Z >→< XY : XZ : Y Z > or (2) dropping a

component. The model of independent attributes mind =<
X : Y : Z > is the lowest in the hierarchy that still covers

all variables and considers each of them as an independent

component. Components of a model are said to be connected

when they share attributes.

Then, let X be an independently distributed, binary attribute

vector in the input space X that consists of N attributes

X = X1, X2, .., XN that are observed over M instances. Let

Y = [0, 1] be the binary class label that discerns the positive

from the negative examples in the instance space. The goal of

structure learning is to find one or several attribute sets of size

Nc < N that sufficiently represent the class label Y . The size
Nc of an attribute set is also referred to as ordinality.

The joint probability density of a structural model rep-

resents all the complexity the model can explain including

the complexity of all models lower in the hierarchy of the

lattice. Since an interaction is defined as a unique dependency

from which all relations of lower ordinality are removed,

attribute interactions can be defined as information differences

I(mi → mj) between two descendant structural models with

mi containing more interactions than mj :

I(mi → mj) =
∑

x1,..,xN

p(x1, x2, .., xN ) log
ω(x1, x2, .., xN )

ρ(x1, x2, .., xN )

= H(mj)−H(mi).
(1)

p(x1, x2, .., xN ) is the joint probability density of all at-

tributes, ω(x1, x2, .., xN ) is the probability density of the

model mi and ρ(x1, x2, .., xN ) the probability density of

the model mj where the latter two do not need to cover

the full attribute set. Note that for the purpose of detecting

interactions between attribute sets and a learning target, only

interactions between X1, X2, .., XN , Y are relevant and inter-

attribute interactions X1, X2, .., XN are considered as noise.

Other multivariate information measures are special cases of

these interactions i.e. the total information I(m0 → mind) =
H(mind)−H(m0). The probability densities can be obtained
directly from the data or approximated with an iterative scaling

(IS) procedure [24] which is obligatory when components of

the structural model are connected. Unfortunately, IS can only

be performed on the full joint probability density and, hence,

does not scale well to high dimensional data. Therefore, the

full strength of the framework of structural models cannot be

exploited in practice.

A special case of attribute interactions that does not require

IS and still retains its interaction detection quality can be

derived from a data mining approach for association rule

detection by [25]. To detect an association between a feature

and the class label X 7→ Y , the confidence of the rule can be
calculated with s(X∧Y )/s(X) where s(.) is the support of the
attribute. The measure determines the number of instances that
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satisfy a tested association rule. If it is maximal, it can be said

that the feature X has a complete association with the class

label Y . An association detection can also be expressed as

an information difference which is related to the multivariate

mutual information I(X1, .., XN ;Y ):

Iint(X1, .., XN ;Y ) = H(X1, .., XN , Y )−H(X1, .., XN )

=
∑

x1,..,xN ,y

p(x1, .., xN , y) log
p(x1, .., xN )

p(x1, .., xN , y)
.

(2)

The attribute interaction criterion is minimal when the

attribute set fully describes the class label and maximal when

the attributes are not relevant 0 ≤ Iint(X1, X2, .., XN ;Y ) ≤
H(Y ). The optimal value of the interaction criterion is well

defined and globally valid in the search space. The main

advantage over the approach in [25] is that the multivariate

mutual information does not test for explicit operators between

the input attributes (i.e. X1 ∧X2 7→ Y ), but only for a com-

bined relevance of the attributes towards the class label. Thus,

one test suffices to detect any type of boolean associations.

For computing the proposed interaction criterion, the joint

probability density of the attributes and the class label needs

to be determined which is computationally and memory in-

tensive, especially in high dimensions. For this purpose, the

maximum likelihood (ML) estimation is applied, because it

uses all the information available without assuming anything

over missing data. Generally, the result is a N-dimensional

contingency table. This multi-linear representation is imprac-

tical though, because it takes up a lot of space in memory and

leads to memory overflow even for relatively small datasets.

To circumvent this, a sparse, linear index can be adapted

that represents only the part of the probability density that

is observed. To do so, the binary attribute values of the

observed instances are interpreted as binary code. Then, one

can count how often each binary code appears in the instance

space. When the counts are normalized to sum up to one a

sparse, linear representation of the joint probability density is

obtained.

B. Adaptive Feature Selection and Construction

The proposed adaptive feature selection and construction

algorithm implements a flexible choice of the fusion strat-

egy by performing structure learning and more specifically

selective or constructive inductive learning [26]. The first

learning method exploits partial feature relevance by selecting

features that are directly relevant to the learning target which

is the class label of a concept and dropping irrelevant and

redundant ones. The second learning method exploits indirect

feature relevance, where no attribute alone is relevant to the

learning target. Instead the initial descriptors can be used to

construct directly relevant features which is here done through

attribute interaction detection. The selection and construction

of relevant features can not only lead to more concise and

accurate learning results, but also give the human expert a

better understanding of the learned concepts.

The algorithm for adaptive feature selection and construc-

tion (FS/FC) can be outlined as follows:

• Bottom-up, breadth-first search of lattice of partially

ordered sets (posets) over all attributes, for each Nc =
[1..N − 1]:

1 Calculation of interactions between attribute sub-

sets of size Nc and the class label,

2 Feature selection modFS : attribute subset most

relevant to the class label,

3 Feature construction modFC : list of most relevant

attribute subsets of size Nc.

• Search pruning: stop search when modFS is fully

associated with class label, a zero classification error is

obtained and/or a certain search depth Nc > T is reached.

The systematic search of the lattice of posets guarantees

an optimal solution, because only then all hidden relevancies

that the data may contain will be detected. This is at the

same time the main disadvantage of the approach, since the

full search space is exponential in the number of attributes

2N . This is partially mitigated by the possibility to search

the space in parallel on a cluster of machines. The feature

selection model modFS gathers all features that are relevant

to the learning target: first only the directly relevant ones and

as the search continues also the indirectly relevant ones. The

feature construction model modFC is used to detect indepen-

dencies between subsets of relevant features, which reduces

the ordinality of the model and, thus, facilitates classification.

Pruning is applied to guarantee the tractability of the approach.

In the worst case, the search has to be stopped at a certain

search depth, if up to there no fitting model for the learning

target was found.

V. EXPERIMENTS

In classification experiments, the FS/FC algorithm’s effec-

tiveness for information fusion is evaluated by comparison

to standard dimensionality reduction and feature selection

methods. A classification error lower than the one observed for

the full attribute set shows the adequacy of the pre-processing.

A. Datasets

The artificial dataset consists of 40 boolean concepts and

has been created by [21] to test machine learning despite

complex feature interactions. All concepts are defined on 12

binary attributes and vary in the number of relevant variables

and the boolean function that defines their class label. The

dataset contains for example parity, multiplexer and linear

threshold functions and was developed as to be challenging

for current machine learning approaches. The instance space

is the full truth table over the 12 attributes: M = 212 = 4096
instances.

As real world dataset a multimodal image collection was

used that consists of a subset of the Corel dataset1 which

contains keyword annotated photos from various categories.

Out of the original dataset 10 classes were selected: apes,

1http://corel.digitalriver.com/
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autumn, beaches, clouds, tulips, owls, roses, waves, wolves

are concepts that are supposed to have a well defined semantic

description, holiday pictures from Wales is a concept that is

considered difficult due to high concept variation. The classes

have between 16 and 98 positive examples. In total, the dataset

has 800 instances. The features that have been extracted from

the images and their annotations consist of descriptors for

color, texture, face and text. The color feature divides the im-

age into 3-by-3 regions and extracts for each of these the most

important color moments. The texture description is based on

a set of Gabor filters with fixed frequencies and directions.

The text feature is a simple occurrence histogram. Overall,

there are 728 features with the majority of them belonging

to the text descriptor. This means that the textual part is very

high dimensional and sparse, the color and texture descriptors

are low dimensional and dense. All features are normalized

and discretized by regular quantization with 4 equally spaced

quantification steps. These features were chosen arbitrarily

and different, low-level features should lead to similar results.

The ratio between the number of attributes and the number

of instances is around 1, which makes learning on the full

attribute set difficult.

B. Setup

The experiments were run under MATLAB (version

7.8.0.347 (R2009a)) on a 8-core 64bit machine. For running

the classification, the LIBSVM library in the shogun toolbox2

version 0.9.1 was used. All classifiers use a RBF kernel where

the parameter γ is cross-validated on a grid of values [0.1, 3]
for each classification individually [27]. The experiments are

cross-validated over 8 runs for the artificial and 15 runs for

the Corel dataset. For the small, artificial dataset the cross-

validation of the experiments on the different training sets

was parallelized (8 runs on 8 cores). For the Corel data, a

parallelization of the feature dependence criterion calculation

is more effective, due to the sheer mass of feature subsets that

have to be searched and evaluated.

To account for the unbalanced classes in the datasets, the

balanced classification error is used for evaluation. Addition-

ally, a fixed number of positive and twice as many negative

examples are used for training which are randomly selected

from the instance space for each run. This training data

selection strategy is based on the practical experience that

generally more negative examples are available. The other

instances are used for testing.

The results are compared to other standard feature selection

and dimensionality reduction methods as introduced in Section

III. The RP method uses a gaussian matrix for projection as

was presented in [12]. For PCA and SVD, the functions pro-

vided by MATLAB are used which are simple, non-optimized

implementations. Since both perform very similar only the

PCA results will be reported. The feature selection with the

MRMR criterion was run with the help of a MATLAB script

provided by [28]. The FS with the bivariate mutual information

2http://www.shogun-toolbox.org/

criterion (SMI) was also implemented in MATLAB. For all

these methods it is assumed that they ’know’ the optimal

number of dimensions or alternatively the number of relevant

attributes for each learning target. In the experiments, this

is achieved by cross-validating the classification error. In

practice, this assumption does not hold. Therefore, the results

of these methods show a best-case solution and, thus, are

overly optimistic. The sequential forward selection (SFS) is

also run by using a function provided by MATLAB, where

the selection criterion is the best fit with a binomial function.

The method automatically determines the optimal size of the

relevant feature subset.

C. Results for Artificial Dataset

The experiments on the artificial dataset are conducted

to show the performance differences of the methods due to

the fusion strategy they implement. The results are plotted

in Figure 2, where Figure 2(a) gives the classification error

averaged over all boolean concepts for different sizes of

training data. It can be seen that the dimensionality reduction

methods (PCA, RP) and the greedy, sequential forward feature

selection (SFS) perform worse or as bad as the classification

on the full attribute set (full) that is used as baseline. The

reason for the methods’ bad overall performance becomes

clear when the Figures 2(b)-2(d) are considered that show

the average classification error over concepts with a similar

data structure, synergistic, redundant or mixed, which were

grouped based on their boolean function. The dimensionality

reduction methods outperform the baseline for the synergistic

and mixed concepts, because for these learning tasks the

exploitation of diverse attributes, and thus complementary

fusion, fits the synergistic data structure. For the redundant

concepts however, the complementary fusion strategy fails

and the dimensionality reduction methods are significantly

outperformed by the baseline. The contrary is observed for

the greedy feature selection (SFS) method. It outperforms the

baseline only for the redundant concepts, because it exploits

directly relevant attributes and, thus performs co-operative

fusion. For synergistic and mixed concepts, the SFS approach

fails which means that the full attribute set is selected and the

same result as for the baseline is attained.

Only the feature selection with the MRMR criterion and the

FS/FC approach outperform significantly the baseline for all

concepts. This is due to the fact that both methods consistently

improve their performance over the baseline for each of the

different concept types which is due to structure approximation

and structure learning respectively. The improvements of both

methods are similar for the redundant concepts (see Figure

2(c)), which are overall easiest to learn due to the attributes’

direct relevance to the learning target. For the synergistic and

mixed concepts the FS/FC algorithm outperforms by large

margin all other approaches. This can be explained with

its ability to detect hidden feature relevancies by searching

systematically the multivariate attribute space and evaluating

the interactions between the attribute subsets and the class

label.
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Figure 2. Classification error for artificial dataset.

In terms of computation time, the FS/FC is by far the

slowest, followed by the FS with the MRMR criterion. Due

to search pruning, the computation time for the easy, redun-

dant concepts as well as for low-dimensional concepts can

be significantly reduced. Concepts with high dimensional,

synergistic structures need a deeper search before a fitting

model can be found. Therefore, usually a gain in accuracy or

complexity is payed with an increased calculation time. Note

that the small size of the dataset makes the full systematic

search of the lattice of posets tractable.

D. Results for Corel Dataset

This is not the case for the real world dataset, where the

full search is prohibitive and, thus, the search is stopped at

the latest at Nc > 6. Additionally to the previously introduced
methods, the FS/FC algorithm is compared to the classification

results on the individual modalities (texture, color, text) as

well as to late information fusion of the modalities (late).

The SFS method could not be run on this dataset, due to too

many attributes and too few training data. It is replaced by a

simple, greedy feature selection based on the pairwise mutual

information (SMI) between the attributes and the class label.

Figure 3(a) shows the classification error averaged over

the 10 concepts of the Corel dataset for different sizes of

training data. It can be seen that the classification on the visual

modalities (color, texture) performs significantly worse than

the baseline that uses all attributes (full). The classification

that uses only the text feature improves the baseline which

indicates that this modality is the most informative. A further

improvement of the classification error is observed for the late

fusion of the different modalities. Hence, the visual modality

contains valuable supplementary information.

The dimensionality reduction with PCA attains only a

slightly lower classification error than the baseline and, thus,

is outperformed by the classification on the text modality and

late fusion. RP performs somewhat better than PCA especially
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Figure 3. Classification error for Corel dataset. ID see Table I.
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when more training data is used. Overall, the feature selection

approaches achieve the lowest classification errors. The FS

with the mutual information criterion (SMI) that determines

the optimal size of the selected attribute set significantly

outperforms all other methods and the FS/FC algorithm is

second best.

To better understand the results, the average classification

error for each concept as obtained for the largest training

set is given in Figure 3(b). It confirms the predominance of

the FS methods that perform best on 8 out of 10 concepts

which means that their underlying data structure is dominated

by redundance and direct attribute relevance. The optimal FS

with the mutual information criterion (SMI) always achieves

the lowest classification errors, because it implements a co-

operative fusion strategy. When the MI criterion is thresholded

(SMI > 0.65) as it is often done in practice the method’s

performance decreases significantly. In this context, the FS/FC

algorithm can be used to determine the number of directly

relevant features that have to be selected for each learning

target.

Table I shows why for many of the concepts the classi-

fication can be significantly improved by FS: these concepts

can be sufficiently described by a few attributes that are mostly

selected from the text feature, the rest are color attributes. Due

to the drastic dimensionality reduction and in retaining only a

few relevant attributes very low to zero classification errors can

be obtained. Thus, the optimal fusion strategy tends to be more

competitive than co-operative. For the concepts (4) wolves, (7)

roses and (9) owls that are modeled by one attribute only, it

can be concluded that the photos of these concepts are well

annotated with the keyword that equals the class label.

Generally, it can be seen that the selected keywords are

all semantically related to the concepts themselves even for

the two concepts (8) Wales and (10) autumn that could not

profit from any of the FS methods. The two concepts are also

overall the hardest to classify when the full attribute set is

used. This result supports the intuition that specific objects

have a simpler semantic description than broad topics and are

hence easier to learn. The classification error of (8) is best

reduced by pre-processing with RP and for (10) late fusion is

most successful. Thus it is concluded that the data structure

that underlies these learning targets is synergistic and their

models need to be complex and high dimensional. In theory

the FS/FC algorithm is able to detect structural models of any

complexity, but due to its limited search depth no sufficient

attribute model could be found. Therefore, the FS/FC shows

a significant performance decrease on these concepts.

Finally, it is noted that an inappropriate fusion strategy can,

in worst case, lead to significant performance losses like the

dimensionality reduction method on the redundant concepts

(7) and (9) or the FS with MI or insufficient FS/FC on the hard

concepts (8) and (10). In the best case, just no performance

improvements are attained. Note as well that the late fusion

consistently improves its performance over the baseline.

Table I
TEXT ATTRIBUTES AND AVERAGE NUMBER OF ATTRIBUTES SELECTED

FOR EACH COREL CONCEPT WITH FS/FC.

(ID) class keyword stems #
(1) apes monkei, male, zoo, pata 2.50(±2.3)
(2) beach beach, sand 4.25(±3.2)
(3) clouds cloud, stratocumulu, field, cumulu 7.38(±3.1)
(4) wolves wolf 1.00(±0.0)
(5) tulips tulip, garden, petal, stem, holland 4.62(±2.1)
(6) waves california, break, whitecap, la, oahu, water-

shot
8.75(±2.5)

(7) roses rose, floribunda, leav 2.00(±1.9)
(8) Wales cardiff, circa, lligwi, park, owl, swansea 9.37(±1.1)
(9) owls owl 1.00(±0.0)
(10) autumn forest, rose 9.13(±1.2)

E. Summary

The experiment on the artificial dataset showed the effec-

tiveness of an adaptive fusion strategy on the classification

result for different types of data structures (synergistic vs re-

dundant) that can underly a learning target. The utilization of a

dimensionality reduction method with an inappropriate fusion

strategy gives in best-case no performance improvements or

in worst-case large performance losses. Due to the small size

of the dataset, the FS/FC algorithm capability for structure

learning by detecting synergies and redundancies could be

demonstrated.

The second experiment that tested information fusion for

multimedia document classification found that different con-

cepts in the task have different underlying data structures

which then have to be treated accordingly. Additionally, the

attributes that were selected by the FS/FC for modeling

the concepts proved to be actually semantically related to

the class label. This helps humans to better understand the

learning problem and, more importantly, its data structure such

that an appropriate method for dimensionality reduction and

information fusion can be selected. The FS/FC algorithm can

also be used to determine the number of relevant attributes for

a learning target.

The main problem is the computation time of the FS/FC

algorithm which is rooted in the combinatorial search space

that has to be traversed to find all indirectly relevant attributes

the data may contain. The FS/FC method cannot compete in

terms of calculation time with the dimensionality reduction

and simple feature selection methods, but in terms of accuracy

it surely does. This makes the approach in practice only useful

for concepts with a low dimensional semantic description.

For high dimensional ones other methods should be used that

implement a complementary fusion strategy like dimension-

ality reduction with random projections or late fusion that

consistently improves the full feature baseline.

VI. CONCLUSIONS AND FUTURE WORK

The work showed that effective multimodal information

fusion can be achieved by learning the data structure that

underlies the fusion task and adapting the fusion strategy

accordingly. This way, the result of the classification on the
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structural model of the learning target consistently outper-

forms the classification on the full attribute set. The proposed

adaptive feature selection and construction (FS/FC) algorithm

proved to be able to learn data structures of any type and

complexity, if enough training data is available and the size of

the dataset is sufficiently small. These influence factors need to

be investigated further in future work. The experiments showed

the method’s effectiveness in terms of classification accuracy

and model creation, but also its short comings in terms of

computation time.

This is the most important point that has to be tackled

in the next working steps. One strategy that is based on

technical improvements would be to further optimize the

implementation and to extend the parallelization to a larger

grid (i.e. use MATLAB Distributed Computing Toolbox).

Another strategy that could be attempted to improve efficiency

is the investigation of better search strategies as there were

developed for association rule, structure and concept learning

or more generally in the domain of data mining.

Finally, it is planned to apply the findings of this work

to other application areas. As was hinted at before, plenty

of application areas do use and have been shown to profit

from information fusion in their framework. In the introduc-

tion, multi-biometrics and emotion recognition were named.

Another example is query quality prediction, a sub field of

information retrieval. Plenty of query quality prediction scores

have been proposed in literature without one of them being

superior to all the others. It is expected that the adaptive fusion

strategy that was developed in this work can also help in late

or score information fusion.
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