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Abstract - We define, describe and motivate an emerging 

business intelligence need, which we call Enterprise 

Information Fusion: As a consequence of the growth 

and popularity of social media such as Twitter, news 

events of even minor or highly local import are often 

reported here by reporters as well as the general public. 

Similarly, conversations in specialized blogs and 

discussion forums often mention specific faults or 

difficulties being faced by consumers of products or 

services. We argue how such publicly available data can 

potentially be of tremendous operational value for large 

enterprises across diverse industries, such as 

manufacturing, retail or insurance. At the same time, in 

order to assess the impact of external events it is also 

important to correlate these in real-time with known 

facts about the internal operations and transactions of 

the enterprise and its ecosystem. We describe a 

framework for Enterprise Information Fusion that 

exploits traditional AI techniques, such as the 

blackboard architecture (used often for information 

fusion), as well as newer ones, such as locality sensitive 

hashing. Lastly we describe preliminary experience in 

developing selected components of our Enterprise 

Information Fusion (EIF) framework while also 

outlining the future research needed to complete the 

desired solution. 
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1 Introduction and Motivation 

The history of business intelligence in enterprises has 

seen its evolution through a number of phases: Simple 

reporting on transactional data, such as „sales by region‟ 

led to more complex reporting needs requiring a separate, 

offline, data warehousing process. Technology 

developments, such as service-oriented-architecture, 

allowed a return to real-time information reporting. In 

parallel, efforts were on to harness unstructured data, such 

as documents in knowledge management systems. 

Additionally, analysis of external data, such as market 

surveys, began to get reported along with other business 

intelligence outputs. Most recently, the pervasiveness of 

online social media, such as blogs, Facebook and Twitter 

has led to considerable interest in being able to detect 

customer sentiments by mining such data, leading to the 

development of „listening‟ solutions that exploit natural 

language processing techniques for opinion mining. It is in 

the above context that correlation, or fusion of intelligence 

gathered from external inputs with data internal to an 

enterprise becomes possible, enabling traditional business 

intelligence, characterized by „data-cube‟-based analysis, 

to be augmented with real-time alerts from external, 

unstructured, data sources. 

 For example, consider a manufacturing firm that 

sources raw material from a number of globally distributed 

suppliers. Suppose that there are heavy rains leading to 

local floods and disruption of work in a particular city, 

possibly in a remote corner of the world, that happens to 

be the location of one of these suppliers‟ main production 

units. Such an event, while not being of enough 

importance to be covered in global news, might 

nevertheless impact deliveries to, and thereby production 

schedules of our manufacturing organization. In normal 

circumstances, it is quite natural for the supplier in 

question to try their best to meet delivery deadlines, and 

therefore not inform their customers unless absolutely 

necessary. On the other hand, it would be useful for the 

original manufacturing firm to know in advance that 

supplies might possibly be disrupted, and make alternative 

plans to mitigate their risk. How could they come to 

know? 

 Twitter has emerged as a forum where, along with 

other conversations, local news is often shared within 

minutes of it taking place. Floods, earthquakes, industrial 

or social unrest, etc. are all being reported on Twitter by 

local citizens. Further, the local impact and spread of a 

story can usually be discovered as more and more people 

tweet on it. Twitter feeds can be monitored, though their 

volume is over 100 million a day and special architectures 

are needed to consume such a load. However, equally 

important is the ability to determine which news event is 

of potential impact to one‟s enterprise and which is not. 

For example, if there are no pending deliveries, or orders 

to be placed on the impacted supplier in the near future, 
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then the flood event is not of much importance. Such an 

analysis can only be done by correlating incoming events 

with internal enterprise data. It is this process that we refer 

to as Enterprise Information Fusion, or EIF. 

 There are other applications of the EIF concept. In 

addition to news events, enterprises can greatly benefit by 

analyzing consumer-generated feedback received 

electronically via surveys, emails, blogs, discussion 

forums etc. Feedback analysis has two distinct aspects – 

analyzing customer surveys and emails to get answers to 

focused set of questions, and listening to on-line 

communication generated on blogs, twitter, discussion 

forums etc. Listening provides crucial insights into 

customer psyche and helps in understanding the real story. 

Significant and sudden deviations in customer sentiment 

can be detected and addressed immediately.  However, 

listening online does not provide accurate numbers of 

customers who are likely to be affected by particular issue 

or the impact on business as a whole. Just as in the case of 

news, in order to react appropriately to indications that 

larger customer sentiment could be significantly affected 

by comments in social media, internal enterprise data, 

such as information on actual complaints sent in by the 

customer, or results of a focused survey, can help to 

determine the severity of the problem and also prioritize 

actionable intelligence. Such „fusion‟ also helps to 

eliminate rumors and filter out malicious comments. Thus, 

in an ideal scenario, it should become possible to adjust a 

manufacturing companies‟ weekly demand forecast based 

on sentiments in the social media, which are likely to serve 

as lead indicators of any impending change in demand 

trend. Improvements in the demand forecast lead directly 

to reduction of inventory costs and dampening of 

oscillations in a supply chain. 

 An example of the benefits of real-time listening 

came into light in January 2009 when Tropicana, the 

largest fruit-juice brand of North America, had rolled out 

new packaging for its flagship product „Pure Premium‟ 

orange juice. Contrary to expectations, Tropicana 

recorded a fall of sales after the new package was 

introduced. Listening to social media helped Tropicana 

discover that the new design was being disliked and 

strongly criticized severely by a small but powerful group 

of consumers on an online forum. It was also able to 

discover that customers, who were not aware of the new 

packaging, were not able to locate the product on the 

shelves. Tropicana reacted quickly and reinstated the 

earlier package before much damage was done.  Using 

EIF, the derived intelligence could also have included 

correlations with ongoing advertising or promotional 

campaigns. 

 In this paper we describe a framework for enterprise 

information fusion that exploits a number of traditional 

and emerging AI techniques, including those often used 

for information fusion. In the following sections we first 

describe our EIF framework and its constituent 

components at a high level. We then outline previous 

works related to each of these components, and place our 

work in context. Next we proceed to describe each 

component in detail. Currently we are in the process of 

building our framework while crafting EIF solutions for 

initial industry projects that are in very early stages; 

therefore we describe our preliminary experience with 

some of the techniques required by our framework. We 

conclude with a description of important research 

problems thrown up by the EIF problem, many of which 

are not yet well addressed either by us or by others. 

2 Enterprise Information Fusion 

Framework 

Our enterprise information fusion (EIF) framework 

monitors external events, such as news, or customer 

feedback, and fuses these with information from within 

and about the enterprise to evaluate the impact of these 

events and generate real-time alerts when required. The 

components of the EIF framework are shown Figure 1. 

The source of news events are Twitter feeds containing 

certain keywords or from specific user-ids. Customer 

feedback comes from direct emails, comments on 

discussion boards, as well as via RSS feeds from specific 

blogs being monitored. Each of these sources is mined to 

extract real-time events of interest, be they news related or 

indicative of a new problem being faced by customers. 
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Figure 1: Enterprise Information Fusion Framework 

Events are the inputs to the impact analysis component 

that uses a blackboard-based reasoning engine to evaluate 

the impact of a large number of rules in parallel across the 

stream of arriving events, each of which is „posted‟ on the 

blackboard. Additional facts required for impact analysis 

are extracted from enterprise data as well as the internet, 

on a regular basis and/or as directed by the reasoning 

engine. Enterprise data is traversed using „object‟ search 

on structured data; techniques for „open information 

extraction‟ are used to discover facts from the internet.  

The reasoning process results in new hypotheses being 

postulated and posted on the blackboard. Finally, some 

rules result in real-time alerts of potential impact to the 

enterprise, fulfilling the goal of the EIF framework. 
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Information fusion takes place during the reasoning 

process, as knowledge sources combine and evaluate the 

consequences of multiple inputs or facts present on the 

blackboard, in a manner similar to the blackboard 

architecture for information fusion as described in [19]. 

3 Related Work 

There has been considerable research in areas related to 

each component of the EIF framework described above: 

Blackboard-based reasoning has a long history, described 

in detail in [17], beginning with the HEARSAY project 

[5]. We have been especially motivated by its use for 

information fusion using Bayesian network fragments 

[19], as also by the “parallel terraced scan” described by 

Hofstadter in [11]. Our approach for searching for 

„objects‟ in structured databases using textual indexing 

techniques shares some of the features of „keyword-search 

on databases‟ as described in [1, 2], as well as link-based 

entity resolution [3]. Exploiting Twitter to detect breaking 

news events has also been the subject of recent 

publications; some of these, such as [18], have also 

exploited the technique of locality-sensitive hashing [9] in 

a manner similar to ours. Lastly, analyzing customer 

feedback using text mining has also been the subject of 

recent work [13,14], including by one of the authors, in 

[4]. The overall approach of EIF, i.e. web crawling and 

monitoring internet feeds for items of interest to an 

enterprise is related in some respects to the emerging 

„listening‟ platforms [10]. Listening platforms typically 

monitor sentiment associated with specific products or 

brands by mining blogs and other social media. However, 

as far as we know, our problem definition of enterprise 

information fusion to discover operational risks is novel, 

as is our approach of monitoring external events and 

fusing these in real-time to evaluate potential impact and 

generate alerts. 

4 Blackboard Architecture for 

Impact Analysis 

Breaking news events or customer problems of possible 

significance are detected by the news analysis or customer 

pain-point extraction components of Figure 1. The next 

task is to determine the potential impact of each such 

event on the enterprise‟s business. In practice a large 

number of events will be arriving rapidly. Evaluating the 

impact of an event can involve exploring many different 

possibilities based on current facts about the enterprise‟s 

business. Further, such facts will usually need to be 

extracted from the enterprise‟s information systems. 

Finally, multiple events, arriving at different times, may 

collectively contribute to potential impact. For these 

reasons we use a blackboard architecture [16] to 

continuously process events, correlating them with facts, 

as well as extract new facts as needed from enterprise 

data. The blackboard architecture implements a “parallel 

terraced scan”, as described in [11], exploring multiple 

possibilities simultaneously so that the chances of missing 

something of real importance are minimized. 

 We illustrate the operation of our blackboard 

architecture through an example, as depicted in Figure 2. 

An event of type „industrial unrest‟ in a place „Pune, India‟ 

is detected from Twitter, and is placed on the blackboard. 

The blackboard controller triggers a knowledge source 

that verifies if the location of this event is geographically 

relevant. As it turns out, there happens to be a fact on the 

blackboard about an entity „TT Motors‟ that has a factory 

in Pimpri, which is nearby Pune, India (we shall return to 

how this fact arrived on the board in a later Section). 

Therefore, a „GEO‟-relevance fact is posted on the 

blackboard. Consequently, the controller triggers a 

knowledge source that tests for „supplier impact‟. By 

searching available facts on the blackboard this knowledge 

source determines that ACME, a supplier to the enterprise, 

is in turn supplied by TT Motors, and a potential 

„IMPACT‟ fact is posted. At this stage the controller 

triggers knowledge sources to evaluate the threat 

represented by this potential impact. Contracts, shipments 

and other objects related to the supplier ACME are 

extracted from enterprise data (using the techniques 

described in the next Section) and posted on the board; 

these are then evaluated to determine if there is a real 

threat, e.g. imminent shipments that may be affected. 

Pune, India GeoSimilarity() search “place”

TT Motors has factory in Pimpri

TT Motors supplier to ACME

Geographic 
Relevance

Supplier 
Impact

ACME is supplier FIRM
S1

Potential
Threat

S1CONTRACT

S2GEO

IMPACT

Object  Search on Federated Structured Data

CEP-Engine-based  filters Open Information 
Extraction from 
the Web 

Twitter
Feeds Web

Enterprise Data

Event Type: 
“Industrial 
Unrest” Place: 
Pune, India

News Event
Extraction

 

Figure 2: Blackboard Architecture for Information Fusion 

Note that by the very nature of the blackboard 

architecture, different knowledge sources, working on a 

large number of events, can be active simultaneously, 

cooperating with each other via the facts they post on the 

board, directly or indirectly (by triggering an object 

search).  In our experiments so far we have used 

knowledge sources based on Bayesian networks; these 

have been hand crafted for our purposes. However, in 

principle any kind of knowledge source can be used, 
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including classifiers automatically trained via machine 

learning. Finally, we are using fairly simplistic controllers 

for our blackboard system, where knowledge sources are 

chosen randomly from a distribution that is updated 

deterministically by each previously triggered knowledge 

source (i.e. coded as a by-product of the knowledge 

source, similar to the „code-lets‟ used by [11]). The 

blackboard architecture executes a “parallel terraced scan” 

as also described by [11]. Information from multiple 

inputs and facts posted on the board is evaluated and fused 

by knowledge sources operating in parallel to chased 

different threads of hypotheses leading to potential impact 

on the enterprise. 

5 Object Search on Federated 

Structured Data 

Continuing with our example using the blackboard 

architecture, recall that before the final threat evaluation 

could take place, objects related to the supplier ACME 

needed to be extracted from enterprise data and placed on 

the blackboard as facts, which would in turn be used by 

the knowledge source to determine whether or not a real 

threat exists. In principle, traditional database queries or 

application APIs could be used to extract the required 

data. Such an approach requires an exact specification of 

how the impact on a supplier could affect the enterprise, 

thereby determining the data needed by each knowledge 

source. To avoid such a close coupling between the 

knowledge sources that evaluate the impact and the data 

extraction process, we instead employ a search-based 

approach, but applied to largely structured enterprise data, 

and modified to automatically return objects instead of 

mere records. 

Contract # 3452
between ACME headquartered
at Pimpri, Pune and ….
for supply of 30000 radial belts
of grade XYZ …. Delivery date dd/mm/yy

Entity ID: SID 300440
Entity Name: ACME

Address: Pimpri, Pune
Name: ACME Corporation
ID: SCM SID 300440

Contract # 3452
between ACME headquartered
at Pimpri, Pune and ….
for supply of 30000 radial belts
of grade XYZ …. Delivery date dd/mm/yy

Master: SCM SID 300440
SCM SDETAILS

Details: 3.5 inch fan …

Prod: PROD-DB RR6677

PROD: PROD-DB RR6677

SHIPMENT

Ship Date: xx/yy/zz

SID: SCM SID 300440

CID # 3452
SID: SCM SID 300440

QUARTERLY PRODUCTION PLAN
Dated ee/uu/ss:
40000 AX rotary compressors
90000 ….

Product Bill of Materials
Product:  AX rotary compressor
…; 2 x 3.5 inch fan ; …. ; …. 

Impacted
Object 2

Impacted
Object 3

Object 1: Not Impacted

 

Figure 3: Object Resolution 

The process of searching structured data is illustrated in 

Figure 3. Database columns are indexed using an inverted-

index (rather than a B-tree), as in [1]. We index columns 

containing text (such as contract details), dates, as well as 

keys (such as supplier-id, product-id, etc.). The search 

query „ACME, SID300440‟ returns a number of records; 

the supplier record for the supplier, shipments already 

dispatched from the supplier, procurement contracts 

placed on, and the products supplied by ACME, etc. Now, 

our object-search procedure uses information contained in 

these results to recursively issue additional searches. For 

example, one of the product-detail records for ACME 

mentions a product description for a “3.5in fan”; a second 

level search reveals (amongst many other results) a bill-of-

materials record for a „rotary compressor‟ product that 

includes such a component. A further recursive search 

points to a future production plan that includes a large 

quantity „rotary compressors‟, each of which will require 

the 3-inch fans produced by ACME. The object-search 

procedure automatically groups records that are likely to 

be closely related: an individual shipment record (object 

1), a master-contract record along with a specific contract 

document (object 2), the production-plan record together 

with the dependent bill-of-materials for rotary 

compressors and description of the dependent 3-inch fan 

component (object 3). Each of these objects (rather than 

individual records) is also posted on the blackboard. 

Knowledge sources that examine these facts can then 

determine that object 1 is not a threat, since those supplies 

have already been shipped. However object 2 possibly 

represents an imminent threat of non-delivery, and object 

3 a possible threat to a future production plan. The 

knowledge sources estimate the probability of each threat 

(as a combination of immediacy and importance), and post 

threats that cross a threshold on the blackboard. 

Each stage of search during the object-search procedure 

in effect simultaneously traverses a graph defined by the 

database schema (foreign-key relationships) combined 

with term co-occurrence relationships in textual data fields 

as well as associated documents (such as contracts). Our 

procedure goes beyond [1]  and searches outward in all 

directions from records returned at each level of search. 

Further we group records into objects, albeit using fairly 

ad-hoc heuristics for now. We believe object-search is 

itself an important extension to the work on keyword 

search on relational data, independent of EIF. 

6 Open Information Extraction from 

the Web 

Referring again to our blackboard example, recall that 

facts about TT Motors being in Pimpri as well as being a 

supplier to ACME are somehow present on the 

blackboard. It is unlikely that ACME will supply 

information on its suppliers, or keep such information 

updated. Therefore, there is a role for techniques for „open 

information extraction‟ from the web, as studied in [6], 

that could potentially enable such facts, i.e. those related 

to known enterprise data, such as a supplier ACME, to be 

continuously discovered. Although so far we have not 

explored the techniques for open information extraction in 
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depth; however we feel that these are important for the 

overall EIF framework to fall into place. Additionally, it is 

also an area of active research at the forefront of 

knowledge representation and learning. For example, [8] 

describe how „market  structure‟, i.e., which products 

compete with each other in the consumers‟ eyes, can be 

computed using text mining of social media and web 

information. We believe that it should be similarly 

possible to determine other dimensions of market 

structure, such as a supplier network. In fact, we have been 

able to mine such networks manually, and are currently in 

the process of determining how text mining techniques 

could be used to automate such discovery. 

7 News Event Detection from Twitter 

As we have mentioned earlier, apart from social 

networking, Twitter is also being used for reporting 

breaking news. To detect news events from twitter, we 

open a stream of selected tweets that carry information on 

new events, in a given context.  

 Figure 4 depicts the process of extracting news 

events for a particular context: We begin with a seed set of 

Twitter userids („tweeple‟) known for reporting political 

news, earthquake detection etc. We mine additional 

tweeple who are co-members of the public lists created by 

the Twitter community or are „followed‟ by members of 

the seed set, or those suggested by Twitter when following 

only the seed-ids. This set is then manually reduced to a 

smaller set by filtering on keywords from the biographic 

profiles that each of them may have uploaded. 

 The resulting feed of tweets from the final set of 

tweeple also includes their discussions with other people, 

which are then filtered using a „complex-event-processing‟ 

engine [7,15]. The remaining tweets are indexed using 

locality sensitive hashing (LSH) [9] to detect new stories 

that have not been reported before.  LSH places an 

incoming tweet in a bucket that also contains, with high 

probability, all closely matching new tweets or stories. 

Further the complexity of this step is independent of the 

number of tweets already processed, and therefore avoids 

the potentially costly task of comparing new tweets with 

all existing ones.  Instead, a new tweet needs to be 

compared only to its neighbors in the same bucket. As we 

shall demonstrate later, using LSH reduces the number of 

comparisons by an order of magnitude, enabling the 

detection of events from Twitter feeds delivering 

thousands of tweets per hour. 

 

Figure 4: News Event Detection from Twitter 

Finally, some of the tweets carry a link to published 

material that potentially contains additional information on 

the event being reported. Such tweets are routed to a „web-

crawling and mining‟ component, which follows the link 

and extracts its content. The „information extractor and 

event modeler‟ component crawls the link, extracts the 

content, and then performs tasks such as entity, time and 

place extraction, to model the event in more detail, 

capturing its temporal, experiential, spatial and 

informational aspects [7]; these are later used for impact 

analysis. 

8 Customer Pain-Point Detection 

Enterprises continuously receive customer 

communications over email or call-center conversations; 

customers post responses to surveys or questions posed on 

company websites or specific discussion forums; finally, 

current and prospective customers comment on services 

and products in a variety of blogs. All these inputs are 

unstructured, and mostly textual (apart from call-center 

conversations, which today can be transcribed to text 

automatically, albeit with considerable errors). Text 

mining and natural language processing techniques can, if 

properly used, automatically analyze such feedback to 

extract detailed information regarding the major customer 

pain-points and delights being currently reported. These in 

turn can be analyzed in conjunction with actual structured 

data like sales data to derive key actionable items. Figure 5 

provides an overview of how customer-feedback analytics 

is integrated to the fusion platform. 

The opinion mining module of the feedback analytics 

platform is hybrid in nature. It merges Natural Language 

Processing (NLP) and statistical text processing techniques 

to process noisy, unstructured consumer-generated text. 

NLP techniques such as phrase extraction, entity extraction 

and dependency analysis among are used to identify 

potentially important concepts from text. Business objects 

of interest are input as goal-concepts for opinion mining. 

Goals may be diverse in nature encompassing products, 

services, staff or business-division concepts. Goals can 

also be prioritized. Feedbacks containing defined goal 

concepts are tagged as members of support-set for the 

corresponding business object. Using the supplied goal 
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concepts and associated feedbacks, to build initial cluster 

centers, semi-supervised fuzzy clustering is deployed to 

identify groups of similar feedbacks within the collection. 

Each cluster is assumed to represent feedbacks about 

products, services, business units, staff or any other items 

of interest to business, based on their occurrence frequency 

in the cluster. The objective function for clustering is 

designed to maximize inter-cluster and minimize intra-

cluster distances, so that each cluster can be correctly 

aligned to non-overlapping sets of business objects. 

Aggregated opinions of each cluster are thereafter 

computed. 

 

Figure 5: Feedback Analysis in the Fusion Platform 
  

    In the context of the EIF framework, we couple 

feedback analysis with a goal-driven process so that events 

that indicate deviations from normal or expected consumer 

behavior can be detected. Normal or expected behavioral 

patterns can be pre-programmed into the system. These 

can be specified in terms of observed trends on feedback 

volumes or aggregated sentiments. For example, expected 

behavioral patterns can be “no rise in negative sentiments 

for product1” or “steady rise in consumer feedback 

volumes for product2”, or “steady rise in positivity for 

product3”. Anomalous behavioral patterns are termed as 

events and are detected using regression-based analysis on 

feedback and opinion trends. The system generates an 

alarm whenever a contradictory event is detected for a 

particular product. 

Alarms are inputs to the fusion platform, which 

thereafter initiates validation and comparison of structured 

and unstructured data. Structured data could be obtained 

from diverse divisions like sales or service centers. Trends 

shown by structured and unstructured data may or may not 

be similar. Actionable intelligence depends on the nature 

of this output. Deep dive into the unstructured data can 

reveal specific causes of alarm or negative trends and 

thereby help in identification of specific actionable items. 

For example, a sudden drop in sentiment about a 

product may be a leading indicator for a possible future 

drop in sales. Deeper analysis of the sentiment causing 

texts, much of which is done in our engine, may point to a 

lack of servicing facilities rather than product engineering 

issues. Consequently, actionable items may involve 

improvement in customer-services so as to offset any short 

term impact to the demand and consequently supply chain 

for the product in the market. In contrast, what happens 

today is that often it is an actual fall in sales that triggers 

introspection and action to improve service-levels. While 

this eventually results in demand recovery, the 

intermediate impact to the supply-chain in terms of 

inventory build-up and oscillations is highly detrimental, 

especially in the context of the long global supply-chains 

of today. 

In other circumstances, increasing dissatisfaction with 

the product itself may call for a recall of the product from 

the market and thereby a re-look into the demand-supply 

chain. Other issues like availability of a product in a 

particular region can also call for renewed supply 

monitoring.  

  Alerts are triggered by rare events. While it is important 

to track all issues that customers are discussing, it is also 

important to detect rare but crucial problems which have 

the potential to become damaging over time. Rare events 

are identified as alerts. Alert items are tracked by the 

system till their presence in the system reach a threshold, 

after which an alarm is generated.  

9 Preliminary Implementation 

Currently we are in the process of crafting specific 

solutions for initial industry projects based on the EIF 

concept. Our preliminary experiences, with impact 

analysis from Twitter events, and customer pain-point 

detection are therefore described as two different cases. 

9.1 Impact Analysis of Twitter Events 

We manually searched for userids of popular news 

agencies to form a seed of 14 tweeple reporting „news on 

India‟. Next we downloaded 23,000 prospect tweeple. 

Keyword filtering on the biographic profiles of these 

tweeple reduced this set to 700; finally manual filtering 

gave us a list of about 71 IDs. The resulting Twitter feed 

produced 2 tweets per second, on average. Figure 5 shows 

the performance of new story detection, with and without 

locality-sensitive-hashing: The number of tweets increases 

over time, when LSH becomes more efficient. It could 

also be concluded from other experiments that our 

techniques for filtering un-related tweets/discussions work 

efficiently. 

We have also implemented the correlation of events 

from the external world with enterprise data, i.e. fusion, 

using the blackboard architecture and Bayesian network 

fragments, as in [12] and [19]. The blackboard directly 

fetches data on-demand from a modeled enterprise 

schema, albeit not yet using the object-traversal algorithm 

described earlier.  
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Figure 6: New Story Detection using LSH 

Nevertheless, using our preliminary blackboard 

implementation in conjunction with the new-story 

detection technique using LSH, we are able to demonstrate 

a „tweet to impact alert‟ flow : Figure 7 displays our 

blackboard monitor, where the impact of a new event 

detected from a tweet results in increasing the value of the 

blackboard, i.e., the number of high-level events detected: 

The blackboard value at level zero (basic events) is 

initially at 7; in reaction to an event generated from a 

tweet such as the one shown reporting an earthquake, the 

blackboard value goes up to 8, but only after it has 

verified that the earthquake is actually near enough to a 

facility of interest, such as a supplier in the database. 
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Figure 7: Blackboard events from Twitter 

9.2 Customer Pain Point Detection 

We now present an example from a case study on cell-

phones to illustrate how the fusion platform can help in 

detecting early warning signals and prevent situations 

from going out of control. On the left-top in figure Figure 

8, weekly sales data for a model of cell-phone shows that 

sales were initially on the rise for three weeks but fell on 

the fourth week. Opinion mining on customer feedbacks 

collected for an overlapping time-period reveals that 

negative opinion levels were much higher than positive 

opinion levels for the first two weeks. From the third week 

onwards though feedback volumes dipped, negative levels 

still remained high. These are depicted by the red line 

indicating the negative opinion trend being much higher 

than the green line indicating the positive opinion trends in 

the figure. Actual sales data showed drastic dip in the 

fourth week. Deep-dive into text revealed that inability to 

set email up on the phone and poor power-management 

facilities were the major customer complaints, as shown in 

top right corner. 

Though presently this analysis was post-mortem, it can 

be concluded that had the unstructured data been mined in 

synch with the sales data, insight into the negative 

customer feedbacks could have helped in better marketing 

strategies or better positioning of the phone. More 

importantly, as pointed out in our earlier discussion, the 

impact of an actual sales dip on the demand forecast and 

its consequent ripple effect through the supply chain can 

also be significant. Reacting to alerts based on sentiment 

one could potentially either avert the fall in sales as well 

as predict the demand better, leading to more efficient 

supply-chain execution. 

 

 
Figure 8: Correlating feedback sentiments to Sales data 

9.3 Conclusions and Research Issues 

We have introduced „Enterprise Information Fusion‟, 

with the goal of providing real-time business intelligence. 

News events, often reported fastest in Twitter, as well as 

customer feedbacks from unstructured communications 

and social media are correlated with enterprise data to 

determine their impact. Our EIF framework exploits many 

AI technologies, from information extraction, natural 

language processing, blackboard architecture, to recently 

developed ones such as locality sensitive hashing.  Some 

of these techniques have been applied to information 

fusion in the past. However, we believe our application of 

information fusion to enterprise impact analysis is a novel 

and interesting scenario of potentially wide interest to the 

IT industry. Further, we believe that our framework also 

proposes an integrated and synergistic application of many 

different techniques in a novel manner.  
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We have implemented some components of our 

framework on live data. Feedback from potential end-

users indicates that the EIF concept is potentially of 

significant value. 

A number of research issues required for EIF remain to 

be satisfactorily addressed. Primary amongst these is 

„open information extraction‟ from the web, whereby 

„facts‟ regarding entities of interest can be „learnt‟ 

automatically. Traversing structured data schemas to 

detect objects is also an area where progress will assist the 

EIF goal. Last but not the least, knowledge representation 

and encoding will continue to remain an area for future 

experimentation with many additional techniques, such as 

fuzzy logic, fuzzy Bayesian networks, etc., potentially 

augmenting our reasoning engine. Finally, we hope that 

our exposition of the EIF application is able to motivate 

many other practical applications of AI research ideas in 

close cooperation with the practice of „business 

intelligence‟ in enterprise IT. 
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