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Abstract—In this paper, an efficient and flexible schedul-

ing algorithm for estimating the ranking of n objects

through pairwise comparisons is proposed. By successively

picking pairs for comparison such that the mutual in-

formation between the parameter(s) of interest and the

outcome of the comparison is maximized, we quickly

obtain a good approximation of these parameters using

few comparisons. In simulation, this scheduling algorithm

performs better than randomly selecting pairs for com-

parison or selecting pairs according to a natural heuristic

previously proposed. However, a main advantage to this

principled approach is that it appropriately adapts to a

variety of models and parameters.

Index Terms—Ranking, pair-wise comparison, mutual

information, scheduling, importance sampling.

I. INTRODUCTION

From Internet search engines to economics,

sports, music, video games and voting, establishing

ranks or orders among several different objects is a

prevalent part of society and our daily lives. Some

mathematical and technological examples of rank-

ing include PageRankTM [1] for ranking web-pages,

TrueSkillTM [2] for ranking Xbox players, and Elo’s

rating system for ranking chess players [3]. Quite

often, the information available for computing a

rank of different objects is limited, such as in sports,

where the observation usually are either a win or

loss (and in certain sports even a draw) of one team

or player over another.

Consider establishing a ranking from pair-wise

comparisons [4]. In some situations, we may be able

to choose which information we want to obtain by

selecting the next comparison based on past obser-

vations. For instance, a number of websites have

been implemented over the years around the same

basic design of gathering pair-wise comparisons for

the sake of establishing a ranking. For instance,

allourideas.org, facemash (by the founder of Face-

book), and kittenwars.com to name a few. In these

situations, it is possible to design the technology

to collect information in a clever way, to make

the most of each comparison request. Although

not always applied to sports, a judicious selection

of pairs, or scheduling, can reduce the number of

comparisons needed to establish a reliable rank.

This is the idea behind tournament brackets [5].

This can be crucial when the costs associated with

each comparison are high, even justifying extra

calculations needed for algorithmic scheduling.

The motivation for a better scheduling method

comes from examining the simplest scheduling

method, namely random selection. By picking every

pair with equal probability, regardless of the strength

of the two objects, we risk the chance of an unbal-

anced match-up and, hence, a predictable result. A

more intuitive method suggests that the probability

of selecting a pair should be proportional to how

uncertain we are about their ranks and how evenly

they are matched [6]. We suggest a systematic way

to perform such an effective scheduling for a flexible

set of ranking goals, which is simply based on the

idea of maximizing mutual information.

II. PROBLEM STATEMENT

Consider a set of n objects {X1, ..., Xn} that

are in competition with one another, such as sports

teams, ideas, political candidates, search results, or

investment portfolios. We refer to these objects as

players. The players face each other in a sequence of

pair-wise comparisons, or matches. The binary out-

come of a match (denoted Ok for the kth match) has

some randomness involved, so the same outcome

may not result the next time the same two players

are matched. Furthermore, the players’ intrinsic skill

levels, which influence the outcomes of the matches,

are not equal. It is these skill levels that we are

interested in estimating, based only on observing
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the outcomes of a sequence of matches. The main

innovation we hope to contribute is a principled

approach to scheduling future matches based on past

outcomes.

Let the body of knowledge retained by the system

after k matches be a function fk of past outcomes:

Ωk = fk(Ok,Ωk−1). (1)

This information might contain the entire history

of matches and outcomes or might contain some

summary statistics. Regardless, we assume that we

have a way of updating this state in real time as we

get results from more comparisons.

The specific parameter of interest that we seek to

estimate, R, is quite flexible. It can be any property

related to the skills of the players, such as a sorted

listing of all the objects in order of their average

strength, the probability that a certain player wins

over another in a match, or something simple like

the “best” player among all n players.

After each match is observed, a new estimate R̂k

is made, defined by the estimator L = {Lk}:

R̂k = Lk (Ωk) . (2)

Also, the pair (ik+1, jk+1) that will be compared for

the subsequent match is determined by the scheduler

S = {Sk}:

(ik+1, jk+1) = Sk (Ωk) . (3)

The performance of a pair of estimators and

schedulers will depend on the particular probabilis-

tic model that is adopted, which relates the param-

eter of interest to the outcomes observed. We chose

to use a linear model, in particular the Thurstone-

Mosteller model [7] [8], for testing and simulations.

In this model, each player Xi has a skill level which

is simply a real number λi. Each outcome of a match

is conditionally independent given the players that

were involved, and the probability that player Xi

beats player Xj is a function of the difference in

skill, λi−λj [9]. Therefore, these skill levels imply

a ranking as well as all probabilities of outcomes of

matches. This model is qualitatively very similar to

the Bradley-Terry model [10] [11]. We expect that

similar results will hold for a variety of models.

For more discussion of the model used, see

Appendix VIII-A.

In real-world settings, the performance of an

estimator and scheduler pair could be tested using

real data and evaluated through cross-validation. In

this work, we explore an idea for scheduling and

test it against synthetic data. We generate data from

the probabilistic model that we have assumed, with

randomly selected parameters (skill levels). These

parameters are not available to the estimator and

scheduler, but they are used to measure the quality

of the estimate.

III. MAXIMUM LIKELIHOOD

Armed with a probabilistic model for the out-

come of a match, based on the strengths of the

players, we can employ any number of estimation

techniques. The most common and conceptually

simple technique is maximum likelihood, which

involves finding the set of parameters which would

maximize the probability of the outcomes that have

been observed.

Many sports ranking algorithms use maximum

likelihood to fit model parameters. However, some

famous systems, such as Elo’s chess ranking system,

use other parameter update rules [3]. The updates in

Elo’s chess ranking algorithm can be understood as

gradient ascent steps for maximum likelihood. This

causes the ranking to be more affected by recent

results than by older results.

We use maximum likelihood to estimate ranking,

based on pairwise comparisons and the Thurstone-

Mosteller model [12] [13]. The specific equation

that is optimized is discussed in Appendix VIII-A.

IV. MUTUAL INFORMATION BASED

SCHEDULING

After observing some results of matches, it is

possible to selectively schedule future matches to

gain the most useful information for estimating a

ranking. Thus, the goal of the scheduling algorithm

is to obtain information about R quickly.

We suggest borrowing a quantity from informa-

tion theory to quantify the amount of information

that is obtained through a sequence of matches.

Specifically, we suggest designing the matches to

maximize the mutual information between the pa-
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rameters of interest R and the outcomes O1, ..., Om.1

We approximate such an optimization using a

greedy maximization of I(R;Om|O1, ..., Ok−1) for

each k.

Mutual information characterizes the average re-

duction in entropy of one random variable when

another is observed. It can be defined a number

of ways. In our case it is convenient to define

it in terms of entropy. For an arbitrary collection

of random variables X , Y , and Z, the mutual

information I(X; Y ) is given by

I(X; Y ) = H(X) +H(Y )−H(X, Y )

= H(X)−H(X|Y )

= H(Y )−H(Y |X),

and conditional mutual information I(X; Y |Z) is

given by

I(X; Y |Z) = H(X|Z) +H(Y |Z)−H(X, Y |Z)

= H(X|Z)−H(X|Y, Z)

= H(Y |Z)−H(Y |X,Z),

where the entropy (or differential entropy for con-

tinuous random variables) is given by

H(X) = E log

(

1

p(X)

)

,

and the conditional entropy is given by

H(X|Y ) = E log

(

1

p(X|Y )

)

.

Here p(x) represents the distribution of the random

variable X , meaning if X is a discrete random

variable then p(x) is the probability mass function

for X , and if X is a continuous random variable

then p(x) is the probability density function.

Let the mutual information scheduler be defined

by

Sk(Ωk) = argmax
(ik+1,jk+1)

I(R;Ok+1|O1, ..., Ok). (4)

Intuitively, if we want to estimate R well, then

we need the conditional entropy of R given the ob-

servations O1, O2, ... to be small. Fano’s inequality

1It should be noted that mutual information with respect to a

parameter R is only well defined if R is indeed a random variable.

Thus, we turn to a Bayesian framework, where we assume a prior

distribution on R. In our case, we assume the skill levels in the

Thurstone-Mosteller model are normally distributed.

(Theorem 2.10.1 in [14]) provides a concrete con-

nection between low probability of error in detecting

R and low conditional entropy H(R|O1, ..., Om).
Since the prior entropy H(R) does not depend on

the scheduler, the chain rule for mutual information

gives the following observation:

argmin
{Sk}

H(R|O1, ..., Om)

= argmin
{Sk}

(H(R)− I(R;O1, ..., Om))

= argmax
{Sk}

I(R;O1, ..., Om)

= argmax
{Sk}

n
∑

k=1

I(R;Ok|O1, ..., Ok−1). (5)

Thus, we see that the mutual information sched-

uler defined in (4) is a greedy approximation to

maximizing the sum in (5). An alternate method

would be to come up with a dynamic roadmap for

the next few matches at a time. While the dynamic

method that optimizes over several steps may have

performance advantages, the greedy algorithm is

significantly simpler computationally and performs

well.

Note that the mutual information scheduler is

defined generally. The definition does not specify

a particular parameter R or a particular model. In

fact, Hajek and Spuckler suggest using this principle

for an entirely different problem of detecting con-

nectivity of a graph by probing edges [15]. Thus, the

concept of greedily maximizing mutual information

is versatile. In our case, the benefit is that mutual

information scheduling can be used regardless of

what our ranking goals might be. The flexibility and

accuracy of the idea are shown by the results in the

next section, which indicate how well it performs

in different scenarios.

Computationally, the suggested mutual informa-

tion scheduler involves, at each point k, consider-

ing every possible pair of players, calculating the

entropy of the outcome of a match between them

conditioned on all of the past observations, and also

calculating the entropy of the outcome conditional

on R and the past observations (averaged over the

posterior distribution of R), and selecting the pair

that gives the greatest difference of the two. The

entropy calculation is not tractable analytically, and

numerically it involves a high dimensional integral.
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We estimate the entropies through importance sam-

pling as described in Appendix VIII-B and VIII-C.

Note that mutual information scheduling is not

the same as simply finding the match for which you

are least certain about the outcome. The entropy of

the outcome is only one of the two terms in mutual

information. In some cases they are the same. This

occurs if the outcomes are not random (deterministic

sort) or the outcomes are equally noisy regardless

of known parameters (noisy sort). In those cases,

mutual information scheduling is simply a matter

of maximizing the entropy yielded by each match

(i.e. choosing the most well-matched pair).

V. RESULTS

We compare the performance of the pro-

posed scheduling algorithm to two others: random

scheduling and a heuristic found in [6] which sug-

gests that we first pick a player that has not appeared

in many matches and second, a player which is most

equally matched to the first from the data available.

The heuristic probabilistically selects the players

according to the following rules:

P (i as first player) ∝

(

1

ǫ+ ni

)α

where ni is the number of comparisons involving i

and:

P (j as second object) ∝ (min[p̂i,j , p̂j,i])
β

where p̂i,j is our current belief about the probability

of player i beating player j. Intuitively, both these

criteria make sense for selecting a good match for

the next comparison. Notice that this scheduling

method involves some parameters which need to be

tuned, which is one drawback to the algorithm. In

order to give an honest comparison to this heuristic

algorithm, we tuned the parameters so that the

performance seemed to be at its best, minimizing

the mean-squared error in the estimates of the skill

levels.

We compare the three scheduling algorithms us-

ing simulated outcomes of matches, generated from

the Thurstone-Mosteller model for pairwise compar-

isons. We also generate the skill levels according to

a normal distribution (see Appendix VIII-A). All

three ranking algorithms use maximum likelihood
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Figure 1. Average mean squared-error between estimated and actual

parameters. The figure shows a different measurement of error to

compare the scheduling methods and just like Figure 1, scheduling

matches randomly does significantly worse than the others. However,

the differences between the heuristic and the proposed algorithm

after a number of probabilistic experiments are very small, with one

performing better in some regions and vice versa. The mean skill

levels are sampled from a normal prior distribution with standard

deviation of 0.5, and the performances of the players are normally

distributed around their mean skill’s with standard deviation of 0.3.

to fit the parameters (according to the Thurstone-

Mosteller model). Also, mutual information is cal-

culated with respect to this model.

A. Estimating skill levels

The first estimation problem that we consider is

that of estimating the complete set of parameters

in the model. For the Thurstone-Mosteller model

(or any linear model, including Bradley-Terry and

Condorcet), the parameters are the skill levels of the

players. In figure 1, we compare the performance

of the above mentioned scheduling algorithms, as

measured by mean squared-error in the estimates of

the skill levels.

Notice that mean squared-error, as a performance

criterion for estimating model parameters, is quite

model specific. We can also measure performance

based on something that is model independent. In

general, a model will specify the probability that

an arbitrary player x beats another player y, for all

pairs (x, y). This constitutes a matrix of winning-

probabilities for each match. Usually, not all matri-

ces of winning-probabilities are consistent with any

one model. Thus, the Thurstone-Mosteller model,
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which we use, projects to a subset of winning-

probability matrices consistent with the model.

Our second performance criterion used to com-

pare the schedulers is measured directly from the

winning-probability matrix, thus avoiding making a

specific reference to the model parameters. We con-

sider the difference between the estimated winning-

probability matrix (based on estimated model pa-

rameters) and the true winning-probability matrix

(based on true model parameters), and quantify

this difference using the average Kullback-Leibler

divergence between the true probability of winning

and the estimated probability of winning, averaged

over each pair.

Let the true winning-probabilities be pi,j and the

estimated winning probabilities be p̂i,j . Then the

average KL-divergence is given by

D(p, p̂) =
1

n(n− 1)

∑

i6=j

pi,j log
pi,j

p̂i,j
.

This measurement of error of the estimate, which

we refer to simply as the average KL-divergence,

has some nice motivation and properties. It is the

answer to a very natural question. If a gambler

were to bet on a sequence of independent matches

between random pairs of players with some limited

wealth that can compound if he bets wisely, and

he placed bets optimally according to the estimated

winning-probability matrix, how much will the error

in his estimate hurt his winnings? The answer is that

the exponent with which his wealth compounds will

be reduced by the average KL-divergence.

Another nice property of the average KL-

divergence is that it penalizes over-confident pre-

dictions. An estimated winning probability of 1%

instead of a true winning probability of 10% will

be penalized more than an estimate of 50% when

the truth is 59%.

The performance of the three scheduling algo-

rithms, as measured by average KL-divergence is

shown in figure 2.

As Figures 1 and 2 show, with the mutual in-

formation maximizing algorithm, we learn faster in

the beginning when we have to make the most out

of fewer comparisons. The later differences become

less prominent because all three rank estimators

are consistent. However, it appears from Figures

1 and 3 that the ratio of the estimation errors
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Figure 2. Average KL-divergence between estimated and actual

probability distributions. The average KL-divergence (between actual

and predicted winning probabilities) over a number of experiments is

a measure of the error in prediction for the three scheduling methods.

This measure of error declines most rapidly when scheduling is done

through the proposed mutual information based algorithm, with the

heuristic performing very close to but still distinguishably worse than

it. The mean skill levels are sampled from a normal prior distribution

with standard deviation of 0.5, and the performances of the players are

normally distributed around their mean skill’s with standard deviation

of 0.3.

when scheduling via mutual information to the naive

random scheduling approach a constant less than

one.

B. Estimating a discrete ranking

The flexibility of the proposed algorithm means

that it can be fine tuned for different goals. If we

are interested only in deciding whether one player is

better than another, rather than estimating how much

better, we would calculate the mutual information

with respect to the discrete order of the players

instead.

One natural way to evaluate performance in rank

estimation is to calculate the number of inversions in

the rank: the number of consecutive swaps needed

to make the estimated order agree with the actual

one.

As Figure 3 shows, the improvement due to the

suggested scheduling method is more pronounced.

Note that we have also shown the performance when

we calculate mutual information with respect to

the winning probabilities. It performs worse than

expected, since we are giving too large a weight
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Figure 3. Average number of inversions in the predicted rank order.

In order to quantitatively analyze the error in prediction of a discrete

ranking, we found the number of swaps between consecutively ranked

players to make the predicted order agree with the actual one. The

suggested algorithm, based on maximizing the mutual information

with the rank order, seems to give the lowest average number of

inversions over the length of the experiments. The difference in error

does not seem to be too significant, however these results show that

the simple idea of maximizing mutual information seems to be a

serious and consistent contender to the others. The mean skill levels

are sampled from a normal prior distribution with standard deviation

of 0.5, and the performances of the players are normally distributed

around their mean skill’s with standard deviation of 0.3.

to pairs of objects whose strengths are relatively

uncertain even though we know that one is better

than the other.

C. Identifying the best player

As another example for which the scheduling

method can be used, we consider identifying the

strongest player in the group. Here we simply ad-

just the mutual information scheduling algorithm to

calculate mutual information between the identity of

the strongest player and the outcome of the potential

next matches. This allows the algorithm to focus

on finding only the best player. Figure 4 shows the

proportion of times we pick a correct winner as a

function of the number of comparisons.

As expected, there is a considerable improvement

in results when we calculate mutual information

with respect to the strongest player, even when com-

pared against the other mutual information based

scheduling method. The difference in performances

of the algorithms is even more pronounced here than

in the previous scenarios, since here we are only
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Figure 4. Probability of correct prediction of the strongest player

The figure shows the fraction of times that we have a correct guess

of who the strongest player is at different points in the experiments.

As expected, the suggested scheduling method of maximizing the

mutual information with the parameter that we wish to learn about

(i.e who is the strongest player) performs significantly better than

even the other mutual information based algorithm. The mean skill

levels are sampled from a normal prior distribution with standard

deviation of 0.5, and the performances of the players are normally

distributed around their mean skill’s with standard deviation of 0.3.

interested in a very narrow subset of information

about the players, a fact that other algorithms ignore.

However, this is not the only way to measure

how good the predictions are. Figure 5 shows the

performance of the four algorithms in terms of the

minimum number of inversions required to bring

the actual strongest object to the top of the pre-

dicted rank order. In this way, we consider not only

whether the correct strongest object was predicted

or not, but also how far off the prediction was.

Once again, the results suggest the same, showing

the recommended scheduling method considerably

outperforming the others.

VI. CONCLUSION

This paper presents a robust and efficient method

for dynamically matching objects for comparison,

based on the mutual information that the comparison

will provide. It is particularly useful for scenarios

in which a rank must be established with only

partial information. We have shown that the pro-

posed method outperforms competing algorithms by

obtaining better accuracy or at least offers serious

competition for a wide variety of ranking scenarios.
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Figure 5. Inversions in prediction of strongest object The figure

shows the distance of the actual strongest object from the top of

the predicted rank order. The results are similar to those in figure 4,

even though the error in prediction is now based on how wrong it

is, rather than just it being right or not. Note that the error slowly

reduces towards zero for all of the scheduling methods, however it

seems like the ratio of the error when using the suggested method

and the others remains a constant (not equal to one). The mean skill

levels are sampled from a normal prior distribution with standard

deviation of 0.5, and the performances of the players are normally

distributed around their mean skill’s with standard deviation of 0.3.

Particularly attractive about this algorithm is the fact

that it is a methodological approach to solving the

scheduling problem, and relies on a theoretically

simple idea and not on scenario-specific details.

This work serves as a proof of concept for

a mutual information-based scheduling algorithm,

while ignoring the computational complexity of

implementing such an algorithm and testing only

against one simple model. While there may certainly

be ways to improve this algorithm (less myopic

optimization, for example), the exciting aspects of

this algorithm are its simplicity, strong performance,

and adaptability to various scenarios.
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VIII. APPENDIX

A. Thurstone-Mosteller model applied to ranking

Consider a system in which the performance of

player i is normally distributed with unknown mean

µi (i.e. the player’s skill level) and known standard

deviation σ [16]. In a match between i and j, the one

with the higher performance wins. The probability

of player i winning against player j is given by:

pi,j =
1

2

(

1 + erf

(

µi − µj

2σ

))

. (6)

We assume that the skill levels µ1, ..., µn them-

selves have a normal prior distribution, with a

known mean and standard deviation. The state of

the system, Ωk, consists of the n × n matrix of

outcomes, Bk, such that Bk(i, j) is the number of

times player i has won against player j. Note that

since every game results in either a win or a loss,

ΣiΣjBk(i, j) = k. Any possible desired information

about the rank can be extracted from the skill levels

µ1, ..., µn. We can estimate the skill levels given Bk

using maximum likelihood estimation2:

argmax
{µk}

(

∏

k

P (µk)

)(

∏

i,j

pi,j
Bk(i,j)

)

, (7)

where P (µk) is the probability of µi from the

prior distribution. Note that this maximization can

be reduced to a convex optimization problem by

maximizing the logarithm of the probability.

B. Importance Sampling

Consider the vector of skill levels µ. The poste-

rior distribution of µ given the matrix of observed

outcomes Bk is proportional to the joint distribution

specified in (7). Specifically,

p(µ|O1, ..., Ok) =
p(µ, Bk)

p(Bk)
, (8)

where

p(µ, B) =

(

∏

k

P (µk)

)(

∏

i,j

pi,j
Bk(i,j)

)

, (9)

and p(Bk), the probability of all the observed out-

comes, is a normalization constant.

In order to perform mutual information schedul-

ing, we need to calculate expected values with

respect to p(µ|Bk). We do this using importance

sampling.

2Technically we are using maximum a posteriori estimation be-

cause we have assumed a Bayesian prior.
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Suppose we have a distribution q(µ) from which

we can easily draw samples. The expected value

of a function of µ with respect to p(µ|Bk) can be

stated as

Ep(µ|Bk) (f(µ)) = Eq

(

f(µ)
p(µ|Bk)

q(µ)

)

.

We can approximate the desired expected value by

taking independent samples from q(µ) and calcu-

lating the sample mean. This is the idea behind im-

portance sampling. The number of samples needed

for a good estimate will depend on the choice of q.

After each new observation, we iteratively select

a jointly Gaussian distribution qk for importance

sampling, based on the distribution qk−1 that was

selected after the previous observation. Our method

is as follows: We first estimating the quantity

p(Bk) needed to compute p(µ|Bk), using impor-

tance sampling based on qk−1. Then we estimate

the conditional mean and covariance associated with

p(µ|Bk), again using importance sampling based on

qk−1. The resulting estimated mean and covariance

are used for the jointly Gaussian distribution qk.

This approach gives a distribution qk(µ) from which

we can easily draw samples and that is closely

matched to p(µ|Bk). We can use qk for importance

sampling as we calculate other quantities such as

entropy and mutual information, allowing us to get

a good estimate quickly in a high dimensional space.

C. Estimating Mutual Information

The calculation of mutual information simplifies

if we expand it the right way. Again, for brevity,

we use Bk to represent the win-loss matrix of all

observations up to match k.

I(R;Ok|Bk−1) = H(Ok|Bk−1)−H(Ok|R,Bk−1).

Since Ok is a binary random variable, we can ex-

plicitly state the above entropy expressions in terms

of the binary entropy function h : (0, 1) → (0, 1)
given by

h(x) = x log
1

x
+ (1− x) log

1

1− x
.

Therefore, the mutual information to be maximized

is

I(R;Ok|Bk−1) = h(E (Ok|Bk−1))

− E h(E(Ok|R,Bk−1)).

If the parameter of interest, R, is the complete

set of parameters of the model, then the quantity

E(Ok|R,Bk−1) = E(Ok|R) comes directly from the

model. In this case, calculating mutual information

comes down to calculating an average inside the

argument of h and another average of the output of

h and taking the difference.

If R is not the complete set of parameter of the

model, then it is a function of the parameters of

the model. In this case, the method of importance

sampling can be adjusted to calculate conditional

expected values by categorizing the samples into

appropriate bins.
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