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Abstract – A grid-based Bayesian tracking approach is
presented in which the traditional piecewise-constant model
of the probability over a grid cell is replaced with a polyno-
mial model of higher order. This method extends p-adaptive
finite element methods to Bayesian target tracking and state
estimation. Through a passive sonar tracking example, the
computational efficiency of moving to higher order models
instead of increasing grid cell resolution is demonstrated.
Comparisons are made between increases in global grid
resolution, global polynomial order, and local polynomial
order around detailed features of the probability surface.
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1 Introduction
Bayesian inference is a general framework for perform-

ing optimal target tracking, and Bayesian tracking methods
include Kalman filters (and their variations) [1], grid-based
filters [2], and particle filters [3]. We focus on modeling a
continuous target state. In its most general form, a Bayesian
tracker represents knowledge as a probability density func-
tion (PDF) over the state. The practical challenge for using a
Bayesian target tracker is how to model and implement this
PDF and the related updating steps.

In a Kalman filter, the PDF is modeled using a Gaussian
distribution. This parametric form is computationally effi-
cient and under strict linear-Gaussian conditions yields an
exact model of the PDF. Under relaxed assumptions, the ap-
proximations are often quite accurate. However, more com-
plicated problems require a more detailed representation.

In a grid-based model, the state space is discretized into a
multidimensional grid and the probability is modeled locally
in each grid cell. Traditionally, a constant probability is used
across each cell. Often, a high resolution grid is required in
order to achieve sufficient tracking accuracy. This can in-
crease computational costs to an unacceptable level for real
time applications. Consequently, particle filters have been
favored over grid-based filters for some time.

More recently, researchers have begun to tackle some
of the computational challenges facing grid-based track-
ers. For example, the efficiency and accuracy of the mea-
surement updates for grid-based methods can be improved
through intelligent likelihood sampling [4], and the mo-
tion update can be implemented efficiently using a hybrid
grid-particle method [5] or finite difference methods [6].
Multi-target problems can be addressed by using indepen-
dent moving grids for each target, with special considera-
tions for closely spaced targets [6]. In this paper, we seek
to improve the computational performance by replacing the
piecewise constant model of the probability across each grid
cell with a higher order model.

The basic approach, explained in more detail in Sec. 2.3,
is to replace the piecewise constant probability assigned to
each grid cell with a polynomial model of the PDF in that
cell. The hypothesis is that the cost of adding additional
coefficients to the model in each grid cell will be offset by
being able to use fewer grid cells.

These trade-offs are explored in an example passive track-
ing problem by considering three different grid-based mod-
els. In the first, the standard piecewise-constant model is
used. In the second, higher order polynomials of a fixed
order are used in all grid cells. The third model adaptively
refines the order of the polynomials in each grid cell accord-
ing to the level of detail needed.

In Sec. 2, a polynomial-adaptive, grid-based Bayesian
tracking model is developed. The sensor, models, and
tracker properties used in the example problems are de-
scribed in Sec. 3. The performance of the three approaches
is compared and contrasted in Sec. 4. Finally, the results are
discussed in Sec. 5 and summarized in Sec. 6.

2 p-adaptive grid-based methods
The key to realistic and useful information fusion is to

find an organized, efficient, and mathematically sound way
to manage the available resources such that they are devoted
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to the most important areas. Inspiration can be drawn from
a field in which similar challenges exist.

2.1 Motivation for p-adaptive methods
In the finite element analysis community, hp-adaptive

methods are used to solve complex partial differential equa-
tions efficiently. The h refers to the size of the grid cell, and
the p refers to the polynomial order of the approximation
across each cell [7, 8, 9]. An hp-adaptive approach lever-
ages the fact that allocating degrees of freedom into higher
polynomial orders is often significantly more valuable than
putting them into more (i.e., smaller) grid cells. A simi-
lar trade-off occurs in one-dimensional numerical integra-
tion. It is well known that moving from a piecewise constant
model (a Riemann sum) to a piecewise linear model (via the
Trapezoidal rule) and then to a piecewise quadratic model
(via Simpson’s rule) can greatly improve accuracy.

In this paper, we explore how the representation of prob-
ability densities for grid-based tracking can be improved by
leveraging hp-adaptive methods. Improvement to the model
can occur in several ways. In uniform h-refinement, the in-
crease in degrees of freedom is achieved by globally refin-
ing the grid cells by the same amount everywhere, i.e. all the
grid cells are the same size. In global p-refinement, the poly-
nomial order of the model is globally increased by the same
amount in every grid cell. In locally adaptive p-refinement,
the polynomial order is increased locally to an adaptive de-
gree that depends on the required structure in each grid cell.
Local h-refinement is not considered in this paper.

In Fig. 1, three different meshes with a 25×25 position
grid are shown. On the left, a piecewise constant mesh is
shown. The white square marks the mode of the distribution,
the red circle marks the true target location, and the white
plus marks the mean. The array is a horizontal line array.
In the center image, a globally fifth order polynomial mesh
with a 25×25 position grid is shown. The ridge along a
line of bearing with approximate range information is much
narrower in the fifth order mesh. Additionally, a secondary
line of bearing near the primary is much clearer. The white
areas around the pronounced ridges reflect discontinuities in
the higher order mesh (see Sec. 2.3).

On the right side of Fig. 1 an adaptive fifth order 25×25
mesh is shown. In this image, the detail is allocated in
higher order polynomials around the primary peak, but the
secondary lines of bearing retain the piecewise constant na-
ture of the original grid. Ideally, the adaptivity will preserve
the important information where needed while saving de-
grees of freedom in the model elsewhere, a premise which
will be explored in detail in Sec. 4.

2.2 Mathematics of grid-based methods
Grid-based Bayesian tracking has a long history, includ-

ing recent advances [10, 11, 2, 12, 13, 4, 5]. We restrict

ourselves here to a single target example for clarity. The
target state can in general refer to any properties of the tar-
get, but for this discussion, the state refers to the kinematic
characteristics: position and velocity.

We define the posterior probability density function
(PDF) ρ(s|y) over the target state s, meaning posterior to
receiving measurement y. The prior PDF is denoted ρ−(s),
and the likelihood is given by L(y|s). The posterior PDF is
found using Bayes’ Rule, as

ρ(s|y) =
L(y|s)ρ−(s)´
L(y|s′)ρ−(s′)ds′

. (1)

In a grid-based representation, the state is discretized
into multidimensional grid cells Ck, each of which con-
tains a set of states. The PDF is approximated as ρ(s) ≈∑

k pk1Ck
(s) , where 1Ck

(s) is an indicator function equal
to 1 when s ∈ Ck and zero otherwise, and pk is the con-
stant value across the kthgrid cell.The likelihood function is
integrated appropriately to capture the local behavior over a
cell, such that Bayes’ Rule for the measurement update of
each cell becomes

pk =
p−k
´
Ck
L(y|s′)ds′∑

i p
−
i

´
Ci
L(y|s′)ds′

. (2)

This paper explores the benefits of moving from the
piecewise constant approximation to a piecewise polyno-
mial model.

2.3 Piecewise polynomial modeling of PDFs
We seek a numerical representation of the PDF ρ on the

set S ⊆ Rd, where S is a union ofK disjoint subsets, herein
referred to as cells. Each cell Ck takes the form of a hy-
percube specified by its center, s̄k ∈ Rd, and a vector of
lengths, hk ∈ Rd, along each side. Collectively, the set of
all cells is referred to as a mesh.

The PDF ρ is approximated over the mesh using an L2-
orthogonal set of basis functions on each cell. Let Nk de-
note the vector of polynomial orders for each dimension of
cellCk. In other words,Nk,i is the highest order polynomial
used to approximate ρ on cell Ck along the ith dimension.
The approximation is defined as:

ρ̃(s) :=
∑
k

∑
0≤n≤Nk

pk,nφk,n(s) ,

where the notation 0 ≤ n ≤ Nk signifies the set
{0, . . . , Nk,1}× · · ·×{0, . . . , Nk,d} of integer d-tuples and

pk,n :=
1

wk,n

ˆ

Ck

ρ(s)φk,n(s) ds (3)

1116



(a) Piecewise constant, 25×25 grid (b) Global fifth order, 25×25 grid (c) Adaptive fifth order, 25×25 grid

Figure 1: Example of different meshes. Darker indicates a higher values of the PDF model.

denotes the L2 projection onto the basis function φk,n. The
scaling weights are given by the L2 norm of the basis func-
tions; i.e.,

wk,n := ‖φk,n‖2 =

ˆ

Ck

|φk,n(s)|2ds .

The collection of these basis coefficients, together with the
mesh, forms the numerical representation of the PDF. Since
the approximation is defined locally by L2 projection, con-
tinuity between cells is not enforced, and the resulting dis-
crete PDF is in general discontinuous. This is done by
choice in order to avoid the high computational costs as-
sociated with enforcing boundary conditions. The resulting
model is also easily parallelized, as the refinement in each
cell can be handled independently from the others.

The error associated with this approximation is simply

‖ρ− ρ̃‖2 = ‖ρ‖2 − ‖ρ̃‖2 (4)

=

ˆ

S

|ρ(s)|2ds−
∑
k

∑
0≤n≤Nk

p2k,nwk,n .

To form the orthogonal basis we use the Legendre poly-
nomials [14]. Let Pn denote the Legendre polynomial of
order n ∈ {0, 1, . . .} on the interval x ∈ [−1,+1]. These
polynomials satisfy the orthogonality relation

1ˆ

−1

Pn(x)Pn′(x) dx =
2

2n+ 1
δn,n′ ,

where δn,n′ is the Kronecker delta function. In what fol-
lows, we shall assume that Pn(x) = 0 for x 6∈ [−1,+1].

The orthogonal basis on the cell Ck is defined by

φk,n(s) :=

d∏
i=1

Pni

(
si − s̄k,i

1
2hk,i

)
. (5)

From the properties of the Legendre polynomials, the basis
functions satisfy the following orthogonality relation

ˆ

S

φk,n(s)φk′,n′(s) ds = wk,nδk,k′δn,n′ , (6)

where, letting ni denote the order of approximation in the
ith dimension, the weights are

wk,n = |Ck|
d∏

i=1

1

2ni + 1
. (7)

The efficient evaluation of (3) is addressed using the sum
factorization algorithm, with details presented in a future
journal paper. Another issue is the efficient determination
of the optimal polynomial order Nk for each cell, given the
prior distribution and new information. A basic heuristic is
outlined in the following, but a more rigorous approach is
left for future work.

2.4 Refinement and unrefinement of the mesh
The use of high order polynomials globally across the

mesh is usually wasteful. For example, there are likely to
be areas of the mesh in which the PDF is relatively flat and
a piecewise constant approximation is adequate. Moreover,
the PDF changes over time with the incorporation of new
measurements and with predictive motion updates, so that
the necessary level of detail in a given cell can vary over
time. Therefore, a process for adaptively refining (increas-
ing order) and unrefining (decreasing order) the polynomial
approximation is needed.

We begin by introducing some notation. For a given order
of approximation N the corresponding number of degrees
of freedom (within a single cell of that order) is given by

dof(N) :=

d∏
i=1

(Ni + 1) , (8)
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and the L2 norm of the corresponding approximation
(squared) is given by

normk(N) :=
∑

0≤n≤N

p2k,nwk,n . (9)

A simple consequence of the error formula (4) is that min-
imization of the error corresponds to maximization of the
norm (9). Assuming the order within cell k is currently Nk

we introduce the rate function for orders N >Nk

Rk(N |Nk) :=
normk(N)− normk(Nk)

dof(N)− dof(Nk)
, (10)

as a measure of the improved accuracy relative to the cost
of the additional degrees of freedom. Roughly speaking, if
a particular order N yields a large value for (10) then in-
creasing the order from Nk to N may be considered ad-
vantageous. Our algorithm attempts to do exactly this in a
way that is both locally and globally optimal.

For our adaptive refinement algorithm, we assume an
initial model order Nk is given for each cell Ck. In or-
der to provide the information needed for adaptive refine-
ment, we visit each cell Ck and compute the coefficients
{pk,n : n ≤Nk + 1} for model order Nk + 1. We then
identify the local model order N+

k within the range Nk ≤
N+

k ≤ Nk + 1 that minimizes the number of degrees of
freedom and maximizes the local error decrease rate

R+
k := Rk(N+

k |Nk) = max
Nk≤N≤Nk+1

Rk(N |Nk) . (11)

The order N+
k can be considered a locally optimal refine-

ment. To determine the new model order, N ′k, a global com-
petition is performed. We first identify the global maximum
error decrease rate,

R+ := max
k
R+

k . (12)

Next, we introduce a parameter α+ ∈ [0, 1]. This param-
eter can be set at a fixed value or determined dynamically in
order to limit the total number of degrees of freedom. A cell
Ck will be refined provided that R+

k > α+R+ . For all such
cells, the final model order is N ′k = N+

k ; for all others,
N ′k = Nk. The parameter α+ can be selected dynamically
to limit the number of degrees of freedom introduced. In the
examples that follow, we simply set α+ := 1/2.

A similar algorithm can be developed to adaptively
coarsen the representation by decreasing the order of ap-
proximation. However, we have found that for the example
in Sec. 3 such an approach is overly complex. Instead, to
identify cells for coarsening, we compute the highest order
contributions to (9), identified as

tailk :=
∑

Nk−1≤n≤Nk

p2k,nwk,n ,

and decrease the order by 1 in any cells having tailk �
normk(Nk).

2.5 Motion updates
Motion updates are performed using the hybrid

grid/particle method developed in [5]. In order to ap-
ply this method to a piecewise polynomial PDF, we must
first convert it to a piecewise constant representation. In
order to capture the additional detail of the higher order
representation, each cell is subdivided a certain number
of times and the polynomial representation is temporarily
replaced by a piecewise constant representation on a finer
grid. Because the algorithm from [5] currently assumes
a uniform mesh, the number of additional subdivisions
is selected and used globally. In the results that follow,
we determine the maximum order of approximation
N := maxk Nk over the whole mesh and subdivide each
cell N + 1 times. After applying the motion update to the
piecewise constant representation, we convert back to the
piecewise polynomial representation using L2 projection.
At present, no adaptive refinement or unrefinement is
performed during motion updates.

3 Description of Example Problems
In order to test the potential benefit of using p-adaptivity

in a Bayesian tracking setting, we consider a passive sonar
tracking example. In general, passive sonar systems entail a
non-linear mapping between measurement space and Carte-
sian space, resulting in highly non-Gaussian errors in Carte-
sian space. This makes representations with Kalman filters
challenging, and complicates the representations with par-
ticle filters and standard grid-based methods. For example,
beam widths span a much smaller area in Cartesian space at
close range than they do at long range. In order to capture
these details with a piecewise constant model, one would
need a very fine mesh. The example explores the use of
higher order polynomials instead of a higher resolution grid.

3.1 Example description
The passive sensor modeling used in this paper is ex-

plained in detail in [15]. The model allows for bearings-
only Bayesian tracking, as well as the option to include
range sensitivity through source level assumptions and/or
near-field beamforming effects.

Element-level time series data was generated using the
Sonar Simulation Toolset (SST) [16]. The acoustic environ-
ment assumes there are no reflections, and the sound speed
profile is constant with c = 1500 m/s. The target emits
a narrowband acoustic signal and moves in a straight line
from (27, -30) km to (-30, 24) km with a speed of 10 m/s.
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Figure 2: Scenario layout, with example track shown. First
35 estimates are omitted to simplify figure.

Its power spectrum is normally distributed with a mean of
200 Hz and a standard deviation of 3 Hz. Measurements are
processed in 30-second scans with a sampling rate of 2400
Hz and 16384-point FFT windows. Three frequency bins
were shared when computing the sample covariance matrix.
The average source level and noise power across the fre-
quency bins processed were 139.7 and 70.0 dB, in units of
dB re: 1µPa2/ Hz, respectively.

It is assumed that the frequency of interest, 200 Hz, is
known a priori for the tracker. The sensor is a 61 element,
221 m long uniformly-spaced horizontal line array (HLA).

Using the near-field beam-forming and assuming a source
level between 130 dB and 139.7 dB, the likelihood func-
tion described in [15] provides some range localization.
We model the target motion as an Integrated Ornstein-
Uhlenbeck (IOU) process [2] with damping coefficient γ =
0.00004 s−1 and diffusion parameter σ = 0.01 (m/s)s−1/2.

3.2 Performance metrics
In order to compare localization accuracy, a point esti-

mate is formed using the maximum a posteriori (MAP) es-
timate of the PDF. For a piecewise constant mesh, the MAP
corresponds to a point (usually the center is used) in the grid
cell with the highest probability value. For a higher order
polynomial, the identification of a meaningful maximum is
more challenging. The polynomial model will not in general
preserve the exact peak. For example, often the boundaries
of a cell are artificially high or low due to the structure of the
underlying polynomials. For this paper, the MAP is found
by first identifying the cell with the highest total probability,
and then finding the peak of the polynomial surface inside
that cell. Future work will explore alternative methods.

It is trivial to map the HLA’s natural range-bearing esti-
mates into Cartesian position coordinates. However, due to

the left-right ambiguity inherent in the HLA, the MAP can
easily fall on the wrong mode of the bi-modal distribution.
To combat this problem, the MAP of the probability surface
is mapped into the half-plane containing the target. The ab-
solute localization error is then found between this point and
the true target location.

4 Experimental Results
For clarity, all velocity grids are held constant with 6 grid

cells per dimension and a piece-wise constant approxima-
tion across each cell. The position resolution will be sum-
marized in the form N2

x -(A/G)M , where Nx refers to the
number of grid cells in the x-direction, which we fix equal
to the number of grid cells in the y-direction, “A” desig-
nates adaptive refinement or “G” designates global refine-
ment, and M denotes the maximum allowed order across
any grid cell. For example, 252-A5 refers to a 25×25 posi-
tion grid that is adaptively refined up to order 5 polynomials,
and 3002-G0 denotes a 300×300 position grid that is piece-
wise constant across all cells.

4.1 Basic performance data
The 3002-G0 model represents the benchmark for nearly

the best tracking that the sensor can achieve for the example.
However, the run time for the 3002-G0 model is not feasible
for a real-time system. Therefore, a 1502-G0 model is a
more realistic baseline for comparison to the globally higher
order and adaptive models. The bearing and range records
for these two models are shown in Fig. 3.

From the 3002-G0 benchmark it is apparent that the tar-
get is essentially undetectable before about time 25. After
that point, the bearing is well tracked, but the range remains
more uncertain until about time 40. At this point, the 3002-
G0 model tracks the range more accurately than the1502-G0
grid until about time 60, at which point they are similar until
about time 72, when the 1502-G0 model begins to perform
slightly better.

From this behavior, three performance regions can be
identified. There is the period from the start of the run up to
time 25, which corresponds to measurements 1-50. During
this period, the target is undetectable and the localization
accuracy of the models is irrelevant, although run times are
still important. From time 25 to about time 40 (measure-
ments 51-80), the range is uncertain but the bearing is easily
tracked. This is a transition time in which comparisons be-
tween the models may provide insight, but solid conclusions
cannot be drawn due to the large uncertainties inherent in the
range information from the sensor. After time 40 (measure-
ment 80), the target is well localized by the 3002-G0 model,
so fair comparisons can be made between other models.

The localization and computational performance of the
3002-G0, 150-G0, 1002-G0, 252-G5, 17-G5, 252-A5, and
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Figure 3: Bearing and range records for two models.

172-A4 models in these three performance regions is sum-
marized in Table 1. The average performance over five runs
of each model is used in order to smooth some small vari-
ations in accuracy, particularly with the adaptive methods.
The performance during the transition period is summarized
using average total run time and average localization error
for conciseness. These results are considered in the follow-
ing subsections in detail. The DOF for each method are
found from summing (8) across every grid cell.

4.2 Localization accuracy
The localization errors for several individual runs of illus-

trative examples are shown in Fig. 4 for the times that the
target is detectable. Due to noisiness in any single update, a
5-scan running average is used to smooth the localization er-
ror curve. The superior performance of the 3002-G0 model
is obvious, while the other three have similar bulk perfor-
mance. However, there are subtle yet important details.

Around time 30, there is a divergence in which the piece-
wise constant models perform better than the higher order
models, although the 25-A5 model does well part of that
time. It appears that there is some penalty being paid by the
higher order methods as the target first enters the detectable
region and the polynomial estimates are refined.

Between times 40 and 50, the higher order 252-G5 model
outperforms the 1502-G0 model, despite having the same
number of degrees of freedom in the representation. This
is an example of how degrees of freedom transferred from
spatial resolution into higher order polynomials can lead to
an improved representation.

The 252-A5 adaptive model nearly mirrors the perfor-
mance of the 252-G5 model. This similarity is expected
since the goal of the adaptive method is to use higher or-
der polynomials in regions where it is needed. The slight
discrepancies can be explained by deviations due to the dif-
ferent structure and the inherent limitations of the MAP
estimate. Consequently, the slightly impoverished 252-A5
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Figure 4: Running average of localization error.

model can lead to what appear to be improvements in accu-
racy that are in actuality errors that just happen to move the
estimate closer to the true target location. The main conclu-
sion is that the adaptivity leads to similar localization per-
formance as its related global model.

The 172-A4 model is a much lower DOF model, yet the
localization error is generally on par with even the 252-G5
model, although around time 40 is significantly worse, fol-
lowed by a short time in which is better. After about time 50,
the performance is arguably equivalent, although sometimes
slightly worse and sometimes slightly better.

The improvements and degradations in localization de-
scribed above suggest that the higher order polynomials can
represent the PDF equivalently or better than a piecewise
constant model with the same number of degrees of free-
dom, and they also reveal the expected gains in adaptivity.
To really compare the methods, one must also consider the
computational costs, as discussed in the following.

4.3 Run time and localization trade-offs
We now refer back to Table 1 and consider the run times.

As noted in Sec. 4.1, there are three different regions to
consider. The trade-offs between methods may depend on
whether one is more often in a scenario without a target or a
scenario with a target.

The 252-G5 model is slightly slower than the 1502-G0
model in all regions. However, the cost of this 5-10% in-
crease in run time is offset by higher localization accuracy
during the detection period, although the 252-G5 model has
a slightly higher error during the transition period.

It is clear that an adaptive model can save degrees of free-
dom, but it involves additional computations to handle the
adaptivity. Nevertheless, the adaptive 252-A5 model is 20-
40% faster than the 252-G5 model. Although the algorithm
is constantly attempting to refine and unrefine the polyno-
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Before detection Transition After detection
Model DOF Run Time (s) Run Error DOF Run Time (s) Error

(1000s) Total Motion Meas. Time (s) (km) (1000s) Total Motion Meas. (km)
3002-G0 3,240 58.5 38.8 19.7 46.0 3.09 3,240 21.0 2.13 19.3 4.72
1502-G0 810 20.7 9.8 10.9 17.5 4.12 810 11.1 0.47 10.8 6.35
252-G5 810 22.1 9.3 12.9 19.4 4.59 810 12.7 0.48 12.4 6.11
252-A5 31.2 16.8 9.1 7.7 14.0 4.33 24.5 7.3 0.41 7.0 6.15
172-A4 18.1 10.2 3.1 7.1 9.1 5.26 12.3 6.7 0.19 6.6 6.10
1002-G0 360 13.3 4.4 8.9 11.7 4.41 360 8.8 0.24 8.6 6.69
172-G5 375 13.9 4.3 9.6 12.6 4.55 375 9.0 0.28 8.8 6.13

Table 1: Comparison of average degrees of freedom (DOF), average localization error, and average run time.

mial order (which increases computations), there are also
many regions in which the probability is low and zeroth or-
der polynomials suffice, which reduces the number of coef-
ficients that need to be calculated.

The low degree of freedom adaptive 172-A4 model is the
fastest in the non-detection and transition regions, nearly
halving the run time of the 1502-G0 model in the non-
detection period. During the detection region, the run time
is similar to the run time of the 252-A5 model, although it
uses half the number of degrees of freedom.

The results of two additional models not included in Fig.
4 are shown in Table 1. The 1002-G0 model has a loss in
accuracy compared to the 1502-G0 model, indicating that
the additional degrees of freedom in the 1502-G0 model are
useful. A 172-G5 model has only 4% more degrees of free-
dom than a 1002-G0 model, yet it yields higher localization
accuracy (an 8% reduction in error) in the detection region at
a cost of 1-7% in run time. The 172-G5 model also outper-
forms the 1502-G0 model in degrees of freedom (by 54%)
and run time (by about 20-30%) in all regions, and it yields
improved localization in the detection region (by 3%). Con-
sequently, it is clear that the use of higher order polynomials
can be a win-win situation, even without adaptivity.

4.4 Additional discussion of run times
The previous discussion focused on total run time, which

is relevant for trade-offs in actual usage. However, insight
into the underlying trade-offs between different parameters
can be gained from considering the measurement and mo-
tion update times separately.

Several factors impact the motion update time. One is the
number of particles per cell used in the motion update al-
gorithm. This was held constant across all models at 500, a
number that was chosen to be more than sufficient for accu-
racy. In practice, 100 particles would probably suffice. The
next factor is the number of cells used in the motion update,
which differs from the number of grid cells in the model for
higher order models.

As noted in Sec. 2.5, the resolution of the grid is arti-
ficially increased to approximate the motion update for the

polynomial models. This introduces unwanted error and in-
creases run time more than necessary, especially for adap-
tive models. The subdivision and polynomial sampling adds
to the computational expense.

These factors primarily affect the run times when there
is no well-localized target. Once a target is localized, the
motion update intelligently skips cells with negligible prior
probability (see [5]), significantly reducing total run time,
which is then mostly dependent on the measurement update.

The first determinant of the measurement update time is
the evaluation of the sensor model and received data. As
implemented, the resolution of this likelihood model is de-
signed to be more than sufficient to capture the underlying
structure. As such, this portion is independent of the PDF
model and takes about 5 seconds on average in the current,
unparallelized implementation.

Once this likelihood surface is found, it may need to be
further refined through an interpolation procedure in order
to approximate its values in every grid cell and at neces-
sary quadrature points for the polynomial fitting. Conse-
quently, models with higher potential DOF can require more
run time. The qualifier “potential” is used because the adap-
tive methods may require refinement of the likelihood sur-
face to determine whether to refine the polynomial order in
a given cell, whether or not the order is increased as a re-
sult. From Table 1 and accounting for the 5 seconds for the
sensor model evaluation, it is clear that this portion, along
with overhead, account for anywhere from 2 seconds to 15
seconds on average depending on the model. It is in this
portion of the measurement update that the savings due to
the polynomial order and adaptivity are realized.

5 Discussion and Future Work
The results and methods described above are based on an

initial implementation of a p-adaptive Bayesian tracker. As
an early prototype, there are many areas for improvement in
efficiency and accuracy.

We are currently investigating several ways to improve
the application of the hybrid grid/particle motion algorithm
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from [5] to the piecewise polynomial representation intro-
duced above. While this algorithm will always require
the conversion to a piecewise constant representation, the
method can be generalize to handle locally refined mod-
els. In particular, this would relax our current requirement
that all cells be subdivided according to the maximum order
of approximation over the entire model. An additional im-
provement to the motion update would be to vary the num-
ber of particles in each cell based on its actual size. Larger
cells need more particles due to the larger dispersion and
diffusion effects that usually accompany them. Smaller cells
can use fewer particles. It is anticipated that both of these
improvements could lead to significantly faster motion up-
dates for piecewise polynomial PDFs.

The adaptive refinement algorithm in Section 2.4 is also
the subject of ongoing research. The most pressing issue
is to identify a robust stopping criterion for the refinement
process. For example, a global cap on the number of de-
grees of freedom could be introduced in order to guarantee
that the algorithm never exhausts the available memory. An-
other issue is the optimality of the rate function used in (10).
In particular, more accurate measures of the cost associated
with a particular order of approximation can be used.

Finally, a long term goal is the inclusion of h-adaptive
refinement in the present framework. One advantage of p-
adaptivity over h-adaptivity is that the implementation of
the data structure for p-adaptive model on a constant grid
is much simpler (consisting of a few coefficients per grid
cell) than an h-adaptive model, which requires the defini-
tion of the boundaries of each grid cell. However, knowl-
edge of the likelihood function can be used to guide local h-
refinements during measurement updates. This would guar-
antee that the mesh locally matches the structure of both the
likelihood function and the prior PDF. Of particular impor-
tance, in terms of the complexity of the implementation, is
that the discontinuous representation in Section 2.3 general-
izes naturally to locally refined meshes, without the signifi-
cant difficulty of enforcing continuity between cells.

6 Summary
In this paper, a basic p-adaptive Bayesian tracking

scheme has been described. In comparison with standard
piecewise constant grids using the same number of degrees
of freedom in the model, the use of higher order polynomi-
als on a coarser grid can increase localization accuracy with
a small increase in computational time. In some cases, lower
resolution grids with higher order polynomials and less total
degrees of freedom can even yield improved accuracy with
shorter run times. The run times can be reduced further by
moving to adaptive higher order models that achieve nearly
the same accuracy in regions in which the target is well lo-
calized. There are some trade-offs in accuracy when the
target is just becoming detectable. There remain areas for

significant improvement in the initial implementation that
should translate to improved accuracy and efficiency in the
p-adaptive tracking scheme. However, the currently imple-
mented p-adaptive tracker has illustrated the potential bene-
fits of using higher order polynomials compared to a tradi-
tional piecewise constant model.
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