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Abstract—A particle version of a PHD / Intensity filter is
coupled with a cumulative log-likelihood ratio (CLLR) detector
to enable multiple target detection and track extraction. The filter
provides each particle with a path history, or target trajectory.
The CLLR evaluated for such a particle path is the quickest
possible detector of target presence on the path. This hybrid
approach is useful because track extraction methods based on
the CLLR for the particle paths are grounded in an optimal
target detection statistic, not merely on the relative abundance
of particles that represent the output of the PHD / Intensity filter.
The utility of the hybrid intensity and likelihood ratio tracking
(iLRT) filter approach is demonstrated by example.
Keywords: Multitarget Tracking, Likelihood Ratio Track-
ing, iLRT, Multistatic Sonar, Cumulative Loglikelihood
Ratio, Intensity Filter, PHD Filter, Particle Filter, Track
Heritage, MSTWG.

I. INTRODUCTION

The PHD / Intensity filter requires some kind of post-
processing procedure to extract target state estimates and asso-
ciated areas of uncertainty. This is true for all implementations
of the filter. The methods proposed in this paper are most
directly applicable to the track extraction process for particle
implementations of the filter.

The particle filters considered here use resampling methods
that give particles with associated track histories, that is, the
particles are particle paths (target trajectories). The basic idea
of the hybrid intensity and likelihood ratio tracking (iLRT)
filter is to identify candidate particle paths using the PHD /
Intensity filter and, in a separate step, to evaluate how well
each path “fits” the data using a cumulative log-likelihood
ratio (CLLR). Target tracks, complete with time histories, are
then estimated from the paths and CLLR scores through a
clustering scheme that produces multiple target tracks without
explicitly associating measurements to targets.

The CLLR is an optimum target detection statistic in the
sense that it requires the fewest expected number of measure-
ments to declare target presence or absence on a specified
path. In other words, all other statistical tests with the same
probabilities of type I and type II errors require more mea-
surements, on average, than the CLLR [7]. Track extraction
procedures are based on the set of optimal target detection
statistics together with the particle paths. Path heritage plays
an important, pivotal, role in track estimation.

The iLRT (intensity and likelihood ratio tracking) filter is
presented for two kinds of data sets. One data set comprises the
usual kinematic data, while the other comprise kinematic data
that are accompanied by additional “feature” data. The use of
feature data in an intensity filter seems to be new, but such
data poses essentially no algorithmic difficulty. The primary
limitation of such data is the practical one of estimating the
pdfs (probability density functions) of the features conditioned
on target and on clutter. The feature pdfs used here are purely
notional.

The iLRT filter and its interpretation as an image processing
system is presented in Section II. The details of the resampling
method and CLLR scoring for the iLRT are also discussed.
Section III discusses the straightforward modifications needed
to the algorithms to incorporate features into the iLRT. The
track extraction methods are discussed in Section IV. Multi-
static sonar examples are presented in Section V. Concluding
remarks are given in Section VI. For completeness, the LRT
and the CLLR recursions are reviewed in the Appendix.

II. THE ILRT FILTER

The PHD / Intensity filter is discussed in many places, but
its interpretation as an imaging filter is not widely known.
The information update of these filters is identical to the
first step of the Richardson-Lucy algorithm (1972) for im-
age deconvolution and the Shepp-Vardi algorithm (1982) for
medical imaging (positron emission tomography, or PET); see
[1, Chapter 6] and [2] for details. From the imaging point of
view, measurements are used to reconstruct an image of the
spatial distribution of targets in target state space. The data
likelihood function, denoted by pk(z|x), is a deconvolution
filter used to determine the target distribution. In other words,
the measurement-to-target data association problem is replaced
by an imaging problem, and the imaging problem is easier to
solve.

The imaging interpretation exploits the Poisson point pro-
cess (PPP) approximation of the multiple target model. For
example, if target state space is two-dimensional and par-
titioned into pixels, the output of the filter is a 2-D pixel
grid whose gray-levels constitute the image of the estimated
intensity function of the PPP, and the sequence of such images
over time is effectively a movie. In general, the dimension of
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the filter output image is that of the target state space, but it is
nevertheless the intensity function of the multitarget PPP that
is always represented.

A. PHD / Intensity Filtering

The intensity filter recursion is initialized at time t0 by

f0|0 = f0(x) for x ∈ S, (1)

where f0(x) is the specified prior intensity function of the
approximating PPP of the multitarget state. In other words,
f0(x) is the initial image of the multitarget state. The image
is limited in practice to a bounded subset S of target state
space.

The PHD filter [3] updates the multitarget intensity image
using measured data acquired at the times tk, k ≥ 1. A target
survival probability function is not used here (as it is in [3])
because of the resampling procedure described below. Thus,
target motion from time tk−1 to time tk is, under a Markovian
model denoted by Ψk−1( · | · ),

fk|k−1(x) = Ψk−1(x|ϕ)

+

∫
S

Ψk−1(x|xk−1)fk−1|k−1(xk−1) dxk−1, (2)

where Ψk−1(x|ϕ) is target birth probability at x, and
Ψk−1(x|xk−1) is the likelihood that a target transitions from
xk−1 ∈ S at time tk−1 to x ∈ S at time tk.

The data at time tk is denoted by

zk = {z1k, . . . , z
mk

k }.

Measurement clutter is a PPP with specified intensity function
λk(z|ϕ). For mk ≥ 1, the information update factor is

Lk(zk|x) = 1− PD
k (x)

+
∑mk

j=1
pk(z

j
k|x)P

D
k (x)

λk(z
j
k|ϕ)+

∫
S
pk(z

j
k|s)P

D
k (s) fk|k−1(s) ds

, (3)

where PD
k (x) is the probability of detecting a target at x.

If there are no measurements at time tk, then zk = ∅ and
Lk(zk|x) = 1−PD

k (x). The expression (3) is strikingly similar
to the likelihood ratio expression given by (33).

The information updated intensity function using all data
up to and including time tk is

fk|k(x) = Lk(zk|x) fk|k−1(x). (4)

The product (4) holds for every x ∈ S. In practice, either
particles or Gaussian mixtures are used to represent the filter
(4). Only particle methods are considered here.

B. Intuitive Derivation of the Recursion

It is insightful to think of the update (3)-(4) as the su-
perposition of detected and undetected target processes. This
interpretation provides an intuitive understanding of the PHD
recursion.

Consider the detected target process first. Conditioned on
the predicted target intensity fk|k−1(x), the probability that the

jth measurement zjk originates from a target in an infinitesimal
|dx| located at x ∈ S is the ratio

pk(z
j
k|x)PD

k (x)fk|k−1(x) |dx|
λk(z

j
k|ϕ) +

∫
S
pk(z

j
k|s)PD

k (s)fk|k−1(s) ds
. (5)

Because of the “at most one measurement per target rule,” the
estimated number of detected targets at x is the sum over j
of the ratios (5). The expected number of detected targets per
unit state space is this sum divided by |dx|:

1

|dx|

mk∑
j=1

pk(z
j
k|x)PD

k (x)fk|k−1(x) |dx|
λk(z

j
k|ϕ) +

∫
S
pk(z

j
k|s)PD

k (s)fk|k−1(s) ds
. (6)

Canceling |dx| yields the summation in the update factor (3)
multiplied by fk|k−1(x), as required by (4).

Now consider the undetected target process. The expected
number of undetected targets at x is (1− PD

k (x))fk|k−1(x).
Finally, because the detected and undetected target PPPs

are independent, their intensities are added and this sum is the
filter update (4). For further discussion, see [2, Chapter 6].

C. Implementation as a Particle Path Filter

The set of N weighted particle paths and associated CLLRs
is denoted by{

w
(i)
k−1, X

(i)
o(i):k−1, CLLR

(i)
o(i):k−1

}N

i=1
, (7)

where o(i) ≥ 0 is the (integer) index of the path start time, or
origin time, of particle i. Different origins are possible because
of particle birth. Because of resampling, the weights w(i)

k−1 are
all equal to 1/N . The particle path histories

X
(i)
o(i):k−1 =

(
X

(i)
o(i), . . . , X

(i)
k−1

)
(8)

are updated to the next time tk. Path updates are independent
of cumulative loglikelihood scores. The CLLRs are updated in
section II-D. Particle methods for PHD filtering are discussed
in [8] and the references therein.

A random sample X̃
(i)
k ∈ S is generated for particle i

from the Markovian transition model Ψk−1( · |X(i)
k−1). This

model is typically a mixture of kinematic target motion and
target maneuver models. The likelihood of the sample is
Ψk−1(X̃

(i)
k |X(i)

k ). Using the sampling importance resampling
(SIR) filter, the weight w̃(i)

k of this sample is

w̃
(i)
k = w

(i)
k−1 Lk

(
zk|X̃(i)

k

)
, i = 1, . . . , N, (9)

where Lk(zk|x) is the information update factor given by (3).
In addition to these N particles, a specified number N0 of

new particles are generated in S. These samples are denoted
by X̃

(i)
k , i = N+1, . . . , N+N0. They are distributed over S

according to a specified importance function; herein, they are
uniformly distributed over S. The total weight assigned to the
set of new particles is specified by ν0 ≥ 0. The new particle
weights are given by

w̃
(i)
k =

ν0
N0

Lk

(
zk|X̃(i)

k

)
, i = N + 1, . . . , N +N0. (10)
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Normalize the weights so that

N+N0∑
i=1

w̃
(i)
k = N. (11)

Values of N , N0, and ν0 used in the examples below are
N = 20000, N0 = N/2 = 10000, and ν0 = 0.01/(N +N0).
Typically, for these values, some weights are smaller than one
and some are larger.

The N +N0 particles are now resampled using the Russian
roulette and splitting method attributed in [6] to Ulam and von
Neumann. (A different method is used in [8].) For each i, if
w̃

(i)
k < 1, the particle X̃

(i)
k is retained with probability w̃

(i)
k . If

w̃
(i)
k ≥ 1,

[
w̃

(i)
k

]
copies of the particle X̃

(i)
k are made and an

additional copy is made with probability w̃
(i)
k −

[
w̃

(i)
k

]
. (Here,

[x] denotes the largest integer that is smaller than or equal to
x.) Copied particles are “dithered,” or perturbed, by adding
small i.i.d. random noise terms to each. Dithering should not
introduce additional Monte Carlo approximation error. For
further discussion, see [9].

The resampling procedure yields Ñ particles. If Ñ > N ,
then Ñ−N particles are deleted uniformly at random. If Ñ <
N , then N − Ñ new particles are inserted.

Once N resampled particles are obtained, the particles
X̃

(i)
k are concatenated with the paths X

(i)
o(i):k−1 that gave rise

to them. The Russian roulette and splitting method makes
the particle-to-path association self evident. Other resampling
methods also uniquely associate particles to paths if the indices
of the resampled particles are retained. The updated particle
paths are

X
(i)
o(i):k =

(
X

(i)
o(i):k−1, X̃

(i)
k

)
. (12)

The corresponding weights w
(i)
k are set equal to 1/N .

D. Target Detection on Particle Paths Using the CLLR

The CLLR is accumulated for each particle path, that is, the
updated score CLLR

(i)
k is conditioned on the updated particle

path X
(i)
0:k. The update is similar to, but different from, the

update of the LRT filter given in (35). Here, the particle path
is specified, so the integral (31) over the state at time tk−1 is
unnecessary.

Dropping the integral tacitly assumes that a path corre-
sponds to one and the same target. This assumption is inaccu-
rate when targets cross because, for the duration of the cross,
there is more than one target on the path. In most applications,
however, the assumption is a reasonable approximation.

The path conditioning assumes that there is at most one
target present on the particle path, so the likelihood ratio (32)
takes the same form as (33). Therefore, the update of the
CLLR for the particle path X

(i)
o(i):k is

CLLR
(i)
k = CLLR

(i)
k−1 + ln Lϕ

k

(
zk|X(i)

k

)
+ ln Ψk−1

(
X

(i)
k |X(i)

k−1

)
, (13)

where the likelihood ratio is

Lϕ
k(zk|X

(i)
k ) = 1− PD

k (X
(i)
k ) +

mk∑
j=1

pk(z
j
k|X

(i)
k )PD

k (X
(i)
k )

λk(z
j
k|ϕ)

.

(14)
The updated CLLR list is

CLLR
(i)
o(i):k =

(
CLLR

(i)
o(i):k−1, CLLR

(i)
k

)
. (15)

The list of CLLR values supports track extraction and visual-
ization. This completes the update of the particle set (7).

III. THE ILRT FILTER WITH FEATURE DATA

The only changes needed to accommodate feature data are
to the information factor (3) of the PHD / Intensity filter and
the CLLR update (13). The iLRT filter and subsequent track
extraction methods are otherwise unaltered.

A. Probability Density Functions with Features

In this section measurements in the set zk are paired with
“feature” vectors, that is, the measurement set is given by

Zk = {(z1k, u1
k), . . . , (z

mk

k , umk

k )}. (16)

For ease of exposition the feature vectors u1
k, . . . , u

mk

k are
assumed physically commensurate. The joint pdf of the pair
(zjk, u

j
k) depends on whether or not a target is present. Un-

der the hypothesis that a target is present at x, the pdf is
pk(z

j
k, u

j
k|x). Under the hypothesis ϕ that no target is present,

the pdf is pk(z
j
k, u

j
k|ϕ).

It is important to estimate both pdfs accurately; however,
since estimation is outside the scope of this paper, these pdfs
are assumed specified. In general, for physically incommen-
surate feature vectors, the pdfs under both hypotheses are
assumed known, or estimated in situ, for every feature type.

Using Bayes Theorem, the joint feature pdfs are written as

pk(z
j
k, u

j
k|x) = pk(u

j
k|z

j
k, x) pk(z

j
k|x) (17)

pk(z
j
k, u

j
k|ϕ) = pk(u

j
k|z

j
k, ϕ) pk(z

j
k|ϕ). (18)

The pdfs pk(z
j
k|x) and pk(z

j
k|ϕ) are already available, so it

is only necessary to specify the conditional pdfs pk(u
j
k|z

j
k, x)

and pk(u
j
k|z

j
k, ϕ).

B. Joint Measurement-Feature Clutter

Under the clutter hypothesis ϕ, the pdf of the feature vector
u conditioned on the kinematic measurement z is pk(u|z, ϕ).
It is reasonable to model the features as conditionally indepen-
dent. Since the measurements z are a PPP under hypothesis ϕ,
clutter is a PPP in the joint measurement-feature space with
intensity function

λk(z, u|ϕ) = pk(u|z, ϕ)λk(z|ϕ). (19)

A proof of this result can be found in many places; e.g.,
see [1, Chapter 8]. The factorization (19) is important for
understanding how features contribute to performance.
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C. Information Factor with Features

The information factor (3) is essentially unchanged, except
that the joint kinematic measurement-feature data (16) are
used. The likelihood function of this data is

Lk(Zk|x) = 1− PD
k (x)

+

mk∑
j=1

pk(z
j
k, u

j
k|x)PD

k (x)

λk(z
j
k, u

j
k|ϕ) +

∫
S
pk(z

j
k, u

j
k|s)PD

k (s)fk|k−1(s) ds
.

Substituting (17)-(19) and manipulating the ratios gives

Lk(Zk|x) = 1− PD
k (x) (20)

+
∑mk

j=1

(
pk(u

j
k
|zj

k
,x)

pk(u
j
k
|zj

k
,ϕ)

)
pk(z

j
k|x)P

D
k (x)

λk(z
j
k|ϕ)+

∫
S

(
pk(u

j
k
|zj

k
,s)

pk(u
j
k
|zj

k
,ϕ)

)
pk(z

j
k|s)P

D
k (s)fk|k−1(s)ds

.

The feature likelihood ratio terms

pk(u
j
k|z

j
k, x)

pk(u
j
k|z

j
k, ϕ)

(21)

enhance, or “boost,” the likelihood functions of the kinematic
measurements zjk.

D. CLLR Scoring with Features

The CLLR is the same form as (13), but it uses the
likelihood ratio

Lϕ
k

(
Zk|X(i)

k

)
= 1− PD

k

(
X

(i)
k

)
(22)

+
∑mk

j=1
pk(u

j
k|z

j
k,X

(i)
k )

pk(u
j
k|z

j
k,ϕ)

pk

(
zj
k|X

(i)
k

)
PD

k

(
X

(i)
k

)
λk(zj

k|ϕ)
.

As before, the feature likelihood ratio terms act to boost the
likelihood functions of the measurements zjk. The accuracy of
the feature pdfs is an important consideration in practice.

IV. PATH HERITAGE FOR TRACK EXTRACTION

A method based on particle path “heritage” is discussed
in this section. This method takes advantage of the fact that a
collection of particles at the current update that originate from
the same target tend to merge as they are traced backward in
time. In other words, a set of paths belonging to the same
target tend to have the same “origin.” Path origins are either
points born after the first time update, or they are points that
were born in the original a priori particle cloud.

The simplest implementation of the heritage method is to
threshold the CLLR of the particles at the current update
to determine which correspond to targets. Determining the
most appropriate threshold setting is important in practice,
but outside the scope of the present paper. Particles above
threshold are traced backward in time to their origins.

Particles identified as belonging to the same target are
used to produce a point estimate of the target state and a
corresponding measure of the uncertainty of the estimate.
Denote the particles belonging to target ℓ at time tk by

{X(i)
k (ℓ), i = 1, ..., Nℓ}.

Their corresponding CLLR values are denoted by

{CLLR
(i)
k (ℓ), i = 1, ..., Nℓ}.

The CLLRs are exponentiated to bring them to linear scale,
and then normalized to sum to one – this yields the weights

{c(i)k (ℓ), i = 1, ..., Nℓ}.

The point estimate for target ℓ at time tk is

X̂k(ℓ) =

Nℓ∑
i=1

c
(i)
k (ℓ)X

(i)
k (ℓ), (23)

and the corresponding “error” covariance matrix is

Σ̂k(ℓ) =

Nℓ∑
i=1

c
(i)
k (ℓ)

(
X

(i)
k (ℓ)− X̂k(ℓ)

)2

. (24)

This method provides intuitive and straightforward summary
statistics, but no theoretical claims are made for them.

A natural refinement of this technique is restrict the max-
imum effective integration time. This can be done by com-
paring the CLLR value of a particle at time tk to the CLLR
value on the same particle path at some nominal but fixed lag
time, tk−k′ < tk, where 1 ≤ k′ ≤ k. If the CLLR at the
earlier time is larger than at the current time, then the particle
path is excluded from the list of particles used to estimate the
target state and error covariance matrix. If the earlier CLLR
is smaller, then that value is subtracted from the CLLR at
time tk before the exponentiation and normalization steps are
undertaken. The lag k′ is a free variable, but the difference
k−k′ should probably be on the order of the expected number
of measurements needed to detect a nominal target.

The heritage technique works well for relatively easy prob-
lems involving low false alarm rates and high target prob-
ability of detection PD

k (x). However, performance falls off
with increasing levels of clutter and higher target count. The
difficulties it encounters in harder problems are discussed in
Section V.

V. EXAMPLES

The primary purpose of the examples is to demonstrate the
potential of the heritage method to aid in track extraction for
intensity filters. As is seen in Section V-A, the “naı̈ve” heritage
method works the way intuition suggests when clutter density
is relatively low. In heavier clutter multiple origins are found
for paths that evidently belong in the same target group. A
potentially beneficial but complicating feature of the basic
approach is the mixing that occurs between nearby tracks.
These complications are discussed in Section V-B.

The simulation is limited to a 60 km square box, 40 km
of which is shown in the figures. The origin of the coor-
dinate system is at center of this square. Four sensors are
located at the corners of a square centered at the origin:
their coordinates are (±7.5 km, ±7.5 km). These are the blue
dots in Figure 1a. Pings are spaced at 120 s. Bearing and
TDOA (time difference of arrival) measurement errors are
zero-mean Gaussian distributed. The standard deviation of
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(a) low clutter (b) high clutter (c) high-clutter scenario contacts

Figure 1: Filter and extractor output for (a) low-clutter and (b) high-clutter scenarios. Three-hundred fifty pings, or
1400 scans, were processed to produce these results. The contacts from the high-clutter scenario are shown in (c), with red
representing true contacts, and blue representing false contacts. The heavy green line represents the true path of the modeled
reflector. The fixed multistatic transceivers are shown in blue. The colored ball in the upper left of (a) is an origin point found
during heritage extraction, and the red lines are the tracks belonging to that cluster. In (b), no tracks have met the CLLR
criteria after 350 pings, and hence no clusters are identified. A lower CLLR threshold may have captured a useful, if highly
uncertain, track even in the high-clutter scenario.

bearing error is σθ = π/20 ≈ 0.157 and TDOA error is
σtdoa = 0.5 s. Constant sound speed of 1500 m/s is assumed.
Target state space is position and velocity in two dimensions.
Target motion is a mix of linear-Gaussian motion with high
process noise and spontaneous maneuvers to change direction.
Target is moving at 4 knots, or approximately 2 m/s. Target
probability of detection is aspect dependent with a peak of 0.3
at specular and a minimum of 0.1 away from specular; the fall-
off is linear over 10 degrees of aspect angle. There is no glint.
Clutter is a PPP that is uniform in intensity over TDOA and
bearing: λtime = 0.03 s−1 and λθ = 1

2π . Figure 1c shows true
and false contacts in the high-clutter scenario. In 1600 scans,
or 400 pings, of the high-clutter scenario, there were 277 true
contacts and 18,883 false contacts in the 40 km × 40 km box
depicted in the figures. In the low-clutter scenario, there were
285 true and 976 false contacts in the same region during the
same period. The initial CLLR for new particles is zero. The
threshold CLLR for target detection is 200.

A feature vector u may accompany the bearing and TDOA
data. If they do, the probability density function (pdf) of u
under the hypothesis that clutter generated the bearing/TDOA
measurement pair z is assumed to be

pk(u|z, ϕ) = N(u | 0⃗, σ2
0 I), (25)

where σ0 = 1 and N( · ) is the multivariate Gaussian pdf.
Here, the zero vector 0⃗ and the identity matrix I are dimen-
sionally compatible with u. Under the hypothesis that a target
at x generated z, the assumed pdf is

pk(u|z, x) = N(u |µ0 e⃗, σ
2
0 I), (26)

where µ0 > 0 is specified, and e⃗ is the vector of all 1’s of the

same length as u. For the simulations, feature values–when
present–are generated according to these models.

A. Low-Clutter Scenario

Figure 1a depicts heritage track extraction in the low-clutter
scenario. A single, clear cluster has been identified in this case,
with its origin marked by a green circle with black outline. The
estimated mean and covariance for this cluster are represented
by the ellipse that matches the origin point’s color. This ellipse
is the 3σ scaling of the covariance matrix produced with (24).
The lag k′ is 25 pings. This lag explains why the covariance
ellipse is somewhat smaller than the apparent spread of the
particles in its heritage set at time tk.

A black ellipse in the figures represent an alternative
estimate of state mean and covariance computed based on
intensity weights w

(i)
k . It is computed using

X̂PHD
k (ℓ) =

Nℓ∑
i=1

w
(i)
k (ℓ)X

(i)
k (ℓ) (27)

Σ̂PHD
k (ℓ) =

Nℓ∑
i=1

w
(i)
k (ℓ)

(
X

(i)
k (ℓ)− X̂PHD

k (ℓ)
)2

,(28)

which are directly analogous to (23) and (24). This ellipse is
also scaled to 3σ, and the cross at its center is sized to reflect
1σ. Its visual contrast with the CLLR ellipse is helpful when
assessing how the CLLR may augment typical PHD extraction.

B. High-Clutter Scenario

Figure 1b depicts filter output in the high-clutter scenario
processed without using features. In this case, there is so much
clutter that no tracks reach the CLLR detection threshold and
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no clusters are formed. Despite not forming clusters, there are
still clear traces of the target present in the surviving paths,
and a lower CLLR threshold would have a produced a track,
though with high uncertainty.

Figure 2 shows the evolution of filter output in the high-
clutter scenario both without measurement features, and with
two strengths of feature data. Adding measurement features to
the data helps reject clutter and ultimately recover the ability
to detect and localize the target.

This figure also demonstrates one aspect of the clustering
method that will have to be addressed in future work, namely,
that a target may have more than one origin point. This can
happen in several ways. One way is that particles can be born
in fortuitous places at the same or nearly the same time. If
so, then these origin particles are essentially indistinguishable.
Another way is that an origin particle can appear, again
fortuitously, when the target maneuvers in such a way that the
iLRT extinguishes many of the original particles and at the
same time propagates and multiples the new origin particle.
Intuitively, then, origin points may reveal events of interest
along the target track. Further discussion of the interpretation
of clustered target paths with multiple origins is outside the
scope of this paper.

Figure 3 shows the evolution of a two-target example with
different clusters depicted using different colors. In Figure 2(i)
it was seen that clusters may converge or merge to form single
tracks. In Figure 3, it is seen that clusters may also diverge or
split to join clusters associated with other true tracks: some
of the particles from one cluster are “seduced” onto the other
cluster. While this phenomenon complicates development of
automated clustering, it may also provide a novel way to assess
the level of uncertainty about a cluster’s identity relative to past
clusters.

VI. CONCLUDING REMARKS

A likelihood ratio detection statistic is used to initiate track
extraction with particle filter implementations of the PHD /
Intensity filter. The fundamental notion is that track extraction
is best performed using an optimal sequential target detection
statistic in conjunction with particle clustering techniques.
A combined, or hybrid, approach called the iLRT filter is
presented.

Examples are given to support the effectiveness of the
iLRT filter for multitarget tracking in difficult, high clutter
environments. The iLRT is also seen to have significant
potential to support visualization of the filter output and to
represent uncertainties in the track estimates.

The utility of features as an aid to tracking in the iLRT
is also explored. It is reasonable to suppose that additional
feature data will improve clutter rejection, and thus enable
improved tracking performance. The examples presented sup-
port this supposition, assuming the feature pdfs under both
target and clutter hypotheses can be estimated.

APPENDIX: LIKELIHOOD RATIO TRACKING

The likelihood ratio tracker (LRT) is a recursive algorithm
that seamlessly combines the functions of target tracking and

target detection. The LRT recursion is derived by Bayesian
methods [5]. The motion model is defined on the augmented
state space S+ = S ∪ ϕ, where S is a bounded subset of
Euclidean space Rn and ϕ is a state that corresponds to target
absent. Target motion from state x ∈ S+ at time tk−1 to state
y ∈ S+ at time tk > tk−1 is characterized by a transition
function Ψk−1(y|x); thus, the likelihood of target state y at
time tk given target state x at time tk−1 is Ψk−1(y|x). (The
likelihood is a probability if y = ϕ.) The augmented space
greatly facilitates the introduction of likelihood ratios into
tracking recursions.

A transition function Ψk−1( · | · ) on S+ unifies three func-
tions into a single convenient notation: a standard transition
function Fk−1(y|x) on the state space S, a death probabil-
ity dk−1(x), and a birth probability function Bk−1(x). The
equivalent matrix form is[

Ψk−1(y|x) Ψk−1(ϕ|x)
Ψk−1(y|ϕ) Ψk−1(ϕ|ϕ)

]
=

[
(1− dk−1(x))Fk−1(y|x) dk−1(x)

Bk−1(y) 1−
∫
S
Bk−1(s) ds

]
. (29)

The birth probability function is nonnegative and satisfies the
inequality

∫
S
Bk−1(x) dx ≤ 1. The death probability satisfies

0 ≤ dk−1(x) ≤ 1 for all x, but its integral over S is not
necessarily bounded.

The LRT recursion is initialized at time t0 by

Λ0|0 =
p0(x)

p0(ϕ)
, x ∈ S, (30)

where p0(x) is the prior pdf for target state for x ∈ S, and
p0(ϕ) is the prior probability that no target is present. For
k ≥ 1 and x ∈ S, evaluate the motion update

Λk|k−1(x) = Ψk−1(x|ϕ)

+

∫
S

Ψk−1(x|xk−1)Λk−1|k−1(xk−1) dxk−1, (31)

where Ψk−1(x|ϕ) is target birth probability at x, and
Ψk−1(x|xk−1) is the target transition function on S.

Denote the measured data at time tk by

zk = {z1k, . . . , z
mk

k }.

Measurement clutter is a PPP with intensity function λk(z|ϕ).
The likelihood ratio of zk is

Lϕ
k(zk|x) =

pk(zk|x)
pk(zk|ϕ)

, (32)

where pk(zk|x) is the measurement pdf conditioned on a target
located at x, and pk(zk|ϕ) is the measurement pdf conditioned
on the hypothesis that no target is present. It can be shown
[5] that, for mk ≥ 1,

Lϕ
k(zk|x) = 1− PD

k (x) +

mk∑
j=1

pk(z
j
k|x)PD

k (x)

λk(z
j
k|ϕ)

, (33)

where PD
k (x) is the probability of detecting a target at x.

If there are no measurements at time tk, then zk = ∅ and
Lϕ
k(zk|x) = 1− PD

k (x).
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(a) no feature (150 pings) (b) no feature (225 pings) (c) no feature (300 pings) (d) no feat. (425 pings)

(e) µ0 = 1 (150 pings) (f) µ0 = 1 (225 pings) (g) µ0 = 1 (300 pings) (h) µ0 = 1 (425 pings)

(i) µ0 = 3 (150 pings) (j) µ0 = 3 (225 pings) (k) µ0 = 3 (300 pings) (l) µ0 = 3 (425 pings)

Figure 2: Filter evolution for the high-clutter scenario. Contacts without features are shown in (a) - (d), with µ0 = 1 in
(e) - (h), and with µ0 = 3 in (i) - (l). Tracks are colored using the jet color scale according to their CLLR values. Multiple
clusters contribute to the track in (i). To simplify the graphic, we grouped these clusters for computing the ellipses.

The information updated likelihood ratio for all data up to
and including time tk is the product

Λk|k(x) = Lϕ
k(zk|x)Λk|k−1(x). (34)

Taking logarithms gives the CLLR update as

lnΛk|k(x) = lnLϕ
k(zk|x) + lnΛk|k−1(x). (35)

The CLLR is evaluated on the state space S, not on the aug-
mented space S+ = S ∪ ϕ. Target detection is declared when
the peak of lnΛk|k(x) exceeds a preset detection threshold.
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Cluster Mixing

(a) 325 pings (b) 375 pings

(c) 425 pings (d) 495 pings

Figure 3: Cluster mixing and subsequent resolution in a simple two-target scenario. Before mixing occurs each cluster
has as well-defined and distinct set of filter tracks as shown in (a). When the targets begin to share the same area, shown
in (b), their corresponding clusters may exchange tracks as happens by (c). In this example, by (d), these shared tracks are
eliminated through resampling because of their evidently low likelihood.
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