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Abstract—The Histogram Probabilistic Multi-Hypothesis
Tracker (H-PMHT) is a parametric mixture-fitting approach
to track-before-detect. Recent comparisons have shown that it
can give performance close to numerical approximations to the
optimal Bayesian filter at a fraction of the computation cost.
The derivation of H-PMHT makes no explicit assumption about
the target process model or the sensor point spread function:
these details are dictated by the application. However, only linear
Gaussian implementations have been used in the literature and
there is a growing misconception that H-PMHT requires linear
Gaussian models. This paper considers the implementation of
H-PMHT for non-linear non-Gaussian problems.
Keywords: Track-before-detect, Histogram-PMHT, parti-
cle filter.

I. INTRODUCTION
Under conventional target tracking, the sensor data is se-

quentially processed by data conditioning algorithms, a single-
scan detector, and a tracker. The single-scan detector trans-
forms the sensor data into a collection of point-measurements
and applies a threshold. The tracker then associates together
measurements from a common target and estimates that tar-
get’s parameters. Track-Before-Detect (TkBD) is a tracking
paradigm that removes the single-scan detector and provides
the whole sensor image as the tracker input. This allows the
TkBD tracker to accumulate sensor data and to use the target
dynamics model to improve the detection decision. TkBD has
been shown to significantly improve sensitivity to low Signal-
to-Noise-Ratio (SNR) targets (e.g. [5]).
The Histogram Probabilistic Multi-Hypothesis Tracker (H-

PMHT) is a unique algorithm for the problem of TkBD
[11], [14]. Its derivation is based on the generation of an
artificial histogram by quantizing the sensor data and then
the application of Expectation-Maximization (EM) [6] based
mixture modeling to describe the underlying data sources.
The resulting algorithm has been shown to be fast and give
performance comparable to numerical approximations to the
Bayesian solution to TkBD [5]. However, H-PMHT is not a
widely known algorithm and there has been limited literature
published on it. In particular, the literature focuses on linear
Gaussian models, although these assumptions are not neces-
sary for the algorithm.
The literature’s focus on linear-Gaussian applications has

made it easy for the uninitiated to conclude that H-PMHT is a
linear-Gaussian algorithm. In fact, Streit’s original derivation
of H-PMHT [14] makes no assumption about the target point
spread function (psf), the target dynamics, or the background
noise spatial distribution: these are all treated as functions

whose specific form is dictated by the application. For the
case where the psf is a linear Gaussian function and the target
dynamics is also a linear Gaussian function, the H-PMHT can
be implemented using a Kalman Filter or Smoother in the
case of batch processing [14]. This result allows for simple
implementation and has thus lead to Kalman-based H-PMHT
in the literature for convenience (e.g. [5], [12], [18]).
The literature on H-PMHT is sparse: the algorithm was

derived in [14] and demonstrated on a one-dimensional linear-
Gaussian example in [17], [18]. Spectral information was
included in the algorithm in [15] and used to improve per-
formance on closely spaced targets. Efe demonstrated a two-
dimensional application in [12]. Davey et al. compared the
performance of H-PMHT with other TkBD methods and
demonstrated that H-PMHT gave performance almost as good
as numerical approximations to the Bayesian filter at a fraction
of the processing cost [5]. Davey also applied H-PMHT to a
maritime surveillance application [3]. All of these publications
have used linear Gaussian models when the algorithm was
applied, with the exception of [3], which used an Extended
Kalman Filter. Although the point-measurement PMHT algo-
rithm has a significantly broader body of literature, it too has
suffered the same linear-Gaussian focus. This paper addresses
this by demonstrating how H-PMHT can be applied to an
example non-Gaussian psf problem by using a particle filter.

II. H-PMHT
The derivation of H-PMHT uses quantization of the sensor

image. However, the final step in the derivation takes the
limit of this quantization and recovers the original data.
Quantization is only a stage in the derivation of the algorithm
and is not used in implementation. The interpretation of the
quantized sensor image as a histogram and the subsequent use
of PMHT data association lead to the algorithm name.
Assume a sensor observing M targets that collects images

zk at discrete times k = 1 . . . T (a recursive version is
obtained by setting T = 1). Let zi

k denote the ith pixel of the
sensor image at time k. Note that the single index does not
constrain the dimensionality of the sensor but rather simplifies
notation. For the special case of two-dimensional images, an
efficient matrix formulation is possible [3]. Let the state of
targetm at time k be denoted xm

k . This state evolves according
to a known process which may be non-linear and stochastic.
The targets are assumed to move independently.
Begin by quantizing the sensor image at some arbitrary

scale. The result is an integer-valued image which can be
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treated as a realization of a point process (PP) [16]. The
underlying PP is modeled as the mixture of a PP for each
target and a PP for false detections. Thus the PP density,
f(τ |x1:M

k ;π0:M
k ), can be written as

f(τ |x1:M
k ;π0:M

k ) = π0

kG0(τ) +

M∑
m=1

πm
k h (τ |x

m
k ) , (1)

where x
m
k is the state of the mth target at time k, G0(τ)

is the clutter contribution, h (τ |xm
k ) is the signature of the

mth target, and the mixing proportions πm
k form a probability

vector, i.e. πm
k ≥ 0 and

M∑
m=0

πm
k = 1. (2)

The mixing proportions can be interpreted as the relative
power of each target. In the simplest case, the background
clutter model is uniform and G0(τ) is a constant. However,
this is not an assumption of the algorithm. In practice, the
clutter distribution is likely to be spatially non-uniform and
unknown. In such a situation, mapping approaches such as [9]
may be used. The target component h (τ |xm

k ) may be common
across targets (e.g. it may represent the point spread function
for a sensor observing point scatterers) or each target may
have a unique signature, such as with high resolution optical
sensors. For the purposes of this paper, h(·) is assumed to
be the same for all targets and to have a known functional
form with known parameters. Unknown parameters could be
estimated using EM. In many applications the measurement
function is a feature of the sensor, not the target, and so it is
reasonable to assume that it is known.
The quantized sensor image provides a count of the number

of shots in each pixel, where each shot is an independent
identically distributed random variable following a distribution
defined by the density function, f(τ |x1:M

k ;π0:M
k ). The sensor

image does not identify which component of the mixture gave
rise to each shot or the precise location of the shot within
the pixel. Both of these are treated as missing data and EM
is used to marginalize them out of the problem and optimize
the target state parameters (i.e. the density map). In addition,
H-PMHT allows for unobserved pixels. These are notionally
sensor pixels for which no data was collected. One use for this
concept is in tracking targets near the edge of the sensor frame
[18]. The data from these unobserved pixels is also treated as
missing data.
The probability that a shot due to target m falls in pixel i

is the integral over the pixel of h (τ |xm
k ) and is denoted as

hi(xm
k ). Similarly, hi(∅) denotes the probability of a clutter

shot falling in pixel i: the integral of G0(τ) over pixel i.
The overall probability of a shot falling in pixel i is the

mixture of the component probabilities,

hi
(
x
1:M
k ;π0:M

k

)
= π0

kh
i(∅) +

M∑
m=1

πm
k h

i(xm
k ). (3)

Assuming an existing estimate of the target states, x̂1:M
k ,

and the mixing proportions, π̂0:M
k , EM determines the prob-

ability of the missing data (E-step) and then refines the state
estimate (M-step). Having defined an EM algorithm at a
prescribed quantization, the derivation then takes the limit as
the granularity approaches zero and the result is the H-PMHT,
which no longer uses quantization.
Define

||Zk|| =
∑
i

zik, (4)

namely the L1 norm of the sensor image, and let

z̄ik =

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩

zik

hi
(
x̂
1:M
k ; π̂0:M

k

) i ∈ O,

||Zk||

hi
(
x̂
1:M
k ; π̂0:M

k

) l ∈ Ō,
(5)

where O is the set of all observed pixels and Ō is the set of
all unobserved pixels, which may be empty.
The parameters to be estimated are the mixing proportions,

πm
k and the target states, xm

k . The updated mixing proportion
estimate is given by

πm
k =

pmk
M∑

m=0

pmk

, (6)

where

pmk = π̂m
k

∑
i

z̄ikh
i (x̂m

k ) . (7)

The updated state estimate is found by maximizing

Qm
X = log {p(xm

0
)}

T∑
k=1

||Zk||

H
log

{
p
(
x
m
k |xm

k−1

)}

+

T∑
k=1

∑
i

π̂m
k z̄

i
k

∫
Bi

h (τ |x̂m
k ) log {h (τ |xm

k )} dτ, (8)

where H =
∑

i h
i
(
x̂
1:M
k ; π̂0:M

k

)
, which is generally very

close to unity, and Bi is the state-space extent of pixel i.
Equation (8) is equivalent to

Qm
X = log {p(xm

0
)}

+

T∑
k=1

[
log

{
ψm
k (xm

k |xm
k−1)

}
+ log {ζmk (zk,x

m
k )}

]
,(9)

where ψm
k (·) is a time-varying process model and ζmk (·) is

a time varying point-measurement function. Intuitively, the
image measurement can be replaced with a point measurement
that has exactly the same likelihood and then the state can be
estimated using a point-measurement estimator.
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∑
i

π̂m
k z̄

i
k

∫
Bi

h (τ |x̂m
k ) log {h (τ |xm

k )} dτ,

= const−
π̂m
k

2

∑
i

z̄ik

∫
Bi

h (τ |x̂m
k ) (τ − g(x))

T
R−1 (τ − g(x)) dτ,

= const−
π̂m
k

2

∑
i

z̄ik

∫
Bi

h (τ |x̂m
k ) g(x)

T
R−1g(x)dτ + π̂m

k

∑
i

z̄ik

∫
Bi

h (τ |x̂m
k ) g(x)

T
R−1τdτ,

= const−
π̂m
k

2
g(x)

T
R−1g(x)

∑
i

z̄ikh
i (xm

k ) + π̂m
k g(x)

T
R−1

∑
i

z̄ik

∫
Bi

h (τ |x̂m
k ) τdτ,

= const−
1

2
(z̃m

k − g(x))
T
R̃−1 (z̃m

k − g(x)) . (10)

A. Gaussian Point Spread Function
The original presentation of the H-PMHT algorithm [14]

showed that for a linear Gaussian point spread function, i.e.
h(τ |x) = N (τ ;Hx,R), the EM auxiliary function is equiv-
alent to the log-likelihood of a point-measurement filtering
problem. This is achieved by factorizing the auxiliary function
and completing the square. The measurement component is a
sum of quadratics in the target state which may be collected
into a single quadratic, which is equivalent to the log of a
normal distribution.
It is a simple extension of this to show that the same result

holds for a Gaussian point spread function where the peak of
the psf is a non-linear function of the target state, i.e. h(τ |x) =
N (τ ; g(x),R). In this case completing the square leads to a
non-linear Gaussian noise point measurement problem.
Consider one time slice of the measurement component of

the auxiliary function (8). Equation (10) demonstrates how this
may be rearranged as an equivalent point-measurement like-
lihood by substituting the non-linear Gaussian psf, expanding
and then completing the square.
The synthetic measurement covariance in (10) is

R̃m
k =

1

pmk
R, (11)

and the synthetic measurement is

z̃
m
k =

π̂m
k

pmt

∑
i

z̄ik

∫
Bi

τh (τ |x̂m
k ) dτ. (12)

Substituting (10) into (8), we obtain

ζmk (zk,x
m
k ) = N

(
z̃
m
k ; g(xm

k ), R̃
)
. (13)

So the TkBD problem is transformed into a point-measurement
problem with the same non-linear function of the target state
and with the measurement noise a scaled version of the TkBD
point spread function.
It is important to emphasize that this is not an approxima-

tion. By completing the square, analytic expressions are ob-
tained for a point measurement that has the same likelihood as
the sensor image (to within a constant) and is thus equivalent
for the purposes of state estimation. Once again, the estimation
problem is non-linear and so an EKF, UKF or particle filter
could be used to obtain state estimates.

B. Linear Gaussian Spread Function
We now further simplify matters by assuming that the

function g(xm
k ) is linear, i.e. Hxm

k . This does not significantly
simplify the definition of the synthetic measurement and the
synthetic measurement covariance, but it does result in ζmk (·)
being linear and Gaussian. This means that if the target
dynamics are also linear and Gaussian then the estimator used
to obtain target states is a Kalman Filter.
Notice that although the published applications use linear

Gaussian assumptions, these are not inherent in H-PMHT.
III. PARTICLE H-PMHT

In the general non-linear non-Gaussian case, the process
model ψk(·) in (9) is a non-linear function with non-Gaussian
excitation noise and the measurement function ζk(·) is the sum
of logarithms of arbitrary functions with no closed form. The
measurement function is particularly daunting.
Nevertheless, a solution is still possible through use of a

particle filter [13]. This is also true of the point-measurement
PMHT algorithm [19]. However, there is no example of using
particle filters with PMHT or H-PMHT in the literature. The
closest is the work of Hue et al. [8], which used a data
association scheme similar to PMHT.
Thus while the use of a particle filter with H-PMHT is

possible, it is yet to be demonstrated. There are some diffi-
culties that need to be addressed to realize this combination.
The EM iterations within H-PMHT require the estimator to
supply the maximum-likelihood state estimate. This is not
necessarily easy based on a random sample representation of
the pdf: simply choosing the highest weight particle is not
good enough. One possible solution is the method of Godsill
et al. [7]. Also, care needs to be taken to ensure that the EM
iterations converge: it is unlikely that the iterations would con-
verge if a random sampling process were contained inside the
iteration loop. So, it will not be possible to resample particles
on each EM iteration. A detailed treatment of convergence is
an important consideration but is not presented here.
For the non-linear Gaussian case, the PMHT has been com-

bined with an Extended Kalman Filter [2] and the Unscented
Kalman Filter [1]. These extensions are relatively obvious but
may not give adequate performance if the problem is highly
non-linear.
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We now briefly review the particle filter and then demon-
strate how it may be applied to solve (8) in the general case.

A. Particle Filter Review
Tracking is essentially a problem of estimating pdfs. The

Kalman Filter achieves this through parameterising the pdf
by its first two moments and then iteratively estimating these
moments. If the true pdf is not Gaussian, then this is an
approximation.
The central idea of the particle filter is to use a non-

parametric approximation for the pdfs of interest. The pdf
p(xk) is approximated by a weighted sum of samples

p(xk) ≈
N∑
j=1

wjδ(xk − xjk), (14)

where the weights wj sum to unity, δ(·) is the Dirac delta,
and the xjk are independent identically distributed samples
drawn from p(xk). The particle filter is then a recursion for
the sample positions and their weights. Numerous detailed
expositions of the algorithm are available in the literature, for
example [13].
The particle filter propagates the samples through time using

a proposal distribution, usually written as q(xk|xk−1, z1:k).
For simplicity, we will choose the system dynamics for the
proposal distribution in this paper. For simplicity we will also
choose to resample the particles at every time step. Both
of these choices may be inefficient in some cases [13] but
that is beyond the scope of this paper. As mentioned above,
this resampling scheme may be inappropriate for a batch
implementation of the algorithm since intuition suggests it will
prevent convergence. However, only the recursive version of
the H-PMHT is implemented here.
Given the above design choices, the particle filter recursion

is summarised as follows:
1) Initialise the sample positions by drawing N indepen-
dent samples from the known prior, p(x0). Initialise the
weights uniformly, i.e. wj = 1/N .

2) Propagate the samples by drawing a different indepen-
dent realisation of the process noise for each sample and
applying the dynamics model.

3) Calculate the new weights, defined as simply the likeli-
hood of the current data given that particular realisation
of the state, wj ∝ p

(
zk|x

j
k

)
.

4) Resample the particles to obtain a uniformly weighted
sample set.

5) Repeat 2..4 for each frame
In order to apply the particle filter to the problem at

hand, we therefore need only be able to sample from the
process noise and be able to evaluate the target model and
measurement likelihood at a specific point in the state space.

B. Particle Filter for H-PMHT
We now apply the general particle filter method above to the

H-PMHT auxiliary function presented in (8). The initialisation
step is similar to that required for particle filter TkBD (e.g.

see [13]) and really only requires that the initial sample spread
has enough diversity to support the range of possible target
states. This is closely linked with track initiation and will be
discussed in more detail in the next section.
The second step of the particle filter method requires

sampling from the state process. The auxiliary function in
(8) modifies the state process with a data dependent term.
However, this term is not purely target dependent: for example,
expanding the size of the sensor image increases ||Zk|| but
intuitively this should not influence the state estimate. For a
Gaussian state process, the scaling term in the log-likelihood
reduces the process noise. In a realistic situation, the process
noise is a design parameter since true targets don’t follow the
assumed state model. Pragmatically, we are likely to choose
the modeled process noise so that the value after scaling is
suitable, based on the expected target dynamics. Given this
attitude, it is reasonable to ignore the scaling term altogether
and simply use the evolution process. Thus, this second step
is no different to any other particle filter problem.
The third step requires us to calculate the likelihood of the

sensor data given the value of the state for this particle. This
is defined by (8) as

log{wj
k} =

∑
i

π̂m
k z̄

i
k

∫
Bi

h (τ |x̂k) log
{
h
(
τ |xj

k

)}
dτ,

∝
∑
i

z̄ikWi

(
x̂k,x

j
k

)
. (15)

Note that the state estimate x̂k is the result of the previous EM
iteration and is common for all particles. The sampled state
for the jth particle enters through the logarithm term. The π
term above can be discarded because the particle weights are
not normalised and this term is common for every particle.
Unfortunately, even though we have gone to a particle

representation, we are still faced with an intractable integral.
However, the particle state x

j
k can be treated as a known

constant for the purposes of evaluating (15). This allows us
to numerically evaluate the integrand of (15) which means
it lends itself to numerical integration. Let the area of cell i
(i.e. Bi) be broken up into L contiguous subcells. We will
approximate the integrand by a piecewise constant function
and then approximate the integral with a sum. Denoting the
area of subcell l as ∆l and the centre of subcell l as τl,

Wi

(
x̂k,x

j
k

)
≈

L∑
l=1

h (τl|x̂k) log
{
h
(
τl|x

j
k

)}
∆l. (16)

The limit as L→ ∞ of (16) is the Reimann definition of the
integral in (15).
The expression in (16) is of a form readily implemented

in software. Intuitively, we may expect a tradeoff between
precision and computation cost as a function of the sub-
cell resolution, L. The appropriate sampling rate will be
application dependent. An important observation is that the
first term of (16) is not dependent on the particle state,
so an efficient implementation should ensure that these are
determined outside of any particle loop.
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The recursive particle H-PMHT then proceeds as follows:
1) For each target: propose a predicted particle set by
applying the system dynamics to the previous posterior
particle set for this target. Define the initial state estimate
based on this particle set.

2) Initialise the mixing proportion estimate using the pre-
vious frame’s estimate.

3) Using the state estimates, construct the cell-probabilities,
hi(xm

k ) and hi
(
x
1:M
k ;π0:M

k

)
, noting that the first of

these requires numerical integration.
4) Refine the mixing proportion estimates using the above
cell-probabilities.

5) For each target:
a) Re-weight the particles by direct evaluation of (16).
b) Define a new state estimate based on the weighted
particle set.

6) Repeat 3 . . . 5 until convergence.
7) Resample the particles for each target.

IV. TRACK MAINTENANCE

At this stage of the development, the algorithm has assumed
a fixed known number of targets M and a prior distribution
for each p(xm

0
), which are often unrealistic assumptions. Of

course these can be relaxed in the same way that they are
for conventional trackers: priors are estimated from data, and
the number of targets is estimated by creating a population of
candidate tracks and rejecting those that are false. It has been
shown that this method produces good results for automatic
detection of targets with unknown priors [5].
Specifically, we need a method to seed new tracks when new

targets appear, or at the first frame. We also need a method
to terminate tracks that are no longer valid, either because
the target has vanished, or because the track has diverged.
We use a familiar two-stage approach: candidate tracks are
formed based on two-point differences and these are promoted
to established tracks if their estimated quality is high enough.
The established tracks vet the data using the method in [18]
which prevents candidates from being formed or promoted
underneath existing tracks.
The track quality is measured by deriving an estimated

target SNR from the mixing proportions using [10]

smk = 10 log10 {π̂
m
k /π̂0} . (17)

Track management decisions, such as track termination and
tentative track promotion, are based on the estimated track
SNR. The SNR estimate is based on a single frame of data
and does not include any temporal correlation, so it may be
desirable to useM out ofN style decision rules. An alternative
is to introduce dynamics within the πm

k priors through the
Hysteresis approach [4].
The frame-vetting is a non-homogeneous scaling based on

the estimated density derived from the current state estimate.
Explicitly, we replace the sensor image with the vetted image
defined as

źik =
π0hi(∅)

hi
(
x
1:M
k ;π0:M

k

)zik. (18)

The result of the vetting process is a sensor image that is
suppressed in the location of the existing tracks, but unchanged
in other regions.
New tentative tracks are formed by correlating the vetted

data with the known target psf and finding peaks in the cross-
correlation output. When there are peaks within a threshold
distance in two consecutive scans, a new tentative track is
formed. These two peaks provide the prior for the track.

V. SIMULATED EXAMPLES

We now compare the particle filter H-PMHT with a Kalman
Filter H-PMHT through some idealised simulation scenarios.
Four cases are considered: linear target motion with a Gaussian
psf; linear target motion with a non-Gaussian psf; crossing
linear targets with a non-Gaussian psf; and initiation of closely
spaced non-Gaussian targets. For brevity, the two algorithms
will be referred to as H-PMHT-P and H-PMHT-K from herein.
It is clear that the first case satisfies the assumptions leading

to the Kalman Filter H-PMHT so we would expect it to
perform well. Of interest in this case is how many particles
are required for the H-PMHT-P to give equivalent performance
to H-PMHT-K, or if it is even possible to do so. The other
simulation scenarios demonstrate simple examples where the
particle method shows benefit.
For each of the scenarios, the sensor collected a 100x100

pixel image and a single target moved in the plane for 50
frames. The frames were collected at a uniform rate of one
per second. The sensor noise was complex-Gaussian with
unit variance. However, H-PMHT assumes non-negative real
values for each pixel, so the envelope (absolute value) of the
image was supplied to the tracking algorithm. Thus the noise-
only pixels were rayleigh distributed with unit variance and
the pixels containing a target contribution followed a Rice
distribution with unit variance and a mean dependent on the
target location.
The H-PMHT-P algorithm was tested with 1000, 200 and

40 particles to loosely quantify the algorithm’s dependence on
this parameter.

A. Linear Gaussian Scenario

The first scenario consists of a target under constant velocity
motion with an isotropic Gaussian point spread function. The
variance of the psf was chosen to be 9 pixels2. The target
started near the corner of the image at approximately (20,20)
and moved with a constant speed of one pixel per frame at a
heading of 45 degrees (North-East).
Both of the algorithms used a four element state con-

sisting of position and velocity in the plane and an
almost-constant-velocity target model. Thus p (xk|xk−1) ∼
N (xk;Fxk−1,Q), where N (x;µ,Σ) is a multivariate Gaus-
sian distribution with mean µ and covariance Σ. The param-
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Figure 1. Localisation accuracy, linear Gaussian scenario
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Figure 1 shows the RMS position estimation accuracy for
the two implementations of H-PMHT. For 1000 particles, the
H-PMHT-P error curve is equivalent to the H-PMHT-K. As
the number of particles was reduced, the estimation error
degraded, as would be expected. This scenario verifies that
the method gives an appropriate answer for the simplest case.

B. Linear Non-Gaussian Scenario
For the second trial the target motion was the same as for

the first, but the point spread function was non-Gaussian. For
this scenario, a psf somewhat resembling the letter ‘C’ was
chosen. Specifically, the psf in polar coordinates is given by

h(r, θ) =

{
A if 5 ≥ r ≥ 6 and |θ| > π

4
,

0 otherwise,
(19)

where A is a normalising constant. This response is shown
in figure 2(a). The contribution of the target to each pixel is
the integral of h(r, θ) over that pixel. An example of this is
shown in figure 2(b).
This artificial psf was chosen because it is asymmetrical

and the mean of the distribution is at a location of very
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Figure 2. Non-Gaussian point spread function
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Figure 3. Example realisation of scenario 2

low density. It is very different to a Gaussian with the same
variance. For the H-PMHT-K implementation, the psf was
approximated by a Gaussian with covariance diag(18.4, 9.2),
which is the covariance of h(r, θ). Note that because the psf
is asymmetrical, the mean of the psf is not coincident with
the target state. The H-PMHT-K can easily compensate for
this since the offset is fixed and known: it can be treated as
a bias. The mean of h(r, θ) was empirically found to be at
approximately (−1.66, 0) relative to the target state.
The H-PMHT-P has a more difficult problem to overcome.

The psf has a discontinuity and is also identically zero over
most of the measurement space. This is not the sort of
function that EM can optimise because the log-likelihood is
not bounded. Intuitively, it is attempting to use a hill-climbing
method on a function with infinite slope and regions of infinite
likelihood. The particle weights in equation (16) will contain
log{0} for every particle that doesn’t provide exactly the same
pixel support as the previous EM iterated solution.
Happily, two simple regularisation steps alleviate this prob-

lem. First the psf is blurred by convolving it with a Gaussian
with a relatively small variance and second a uniform pedestal
is added to the psf. The blurring function removes the discon-
tinuity and the pedestal prevents numerical issues arising from
attempts to evaluate log{0}.
Figure 3 shows the position errors for an example realisation

of this scenario. It is clear that the H-PMHT-K is still biassed
even with compensation for the asymmetry in the psf. This bias
is not present in the H-PMHT-P and leads to higher estimation
error for H-PMHT-K.
RMS error curves for H-PMHT-P and H-PMHT-K are

shown in figure 4. The error curve for the cases with fewer
particles shows a saw-tooth characteristic. This is where the
track diverges from the true target position and a new track
is formed. This behaviour occurred for the cases with fewer
particles because the filter was unable to adequately estimate
the target velocity. This could possibly be alleviated by using
a marginalised implementation of the particle estimator [13].
The H-PMHT-P with 1000 particles did not diverge and gave
much lower estimation error than the H-PMHT-P.
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Figure 4. Localisation accuracy, linear non-Gaussian scenario
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Figure 5. Example realisation of crossing targets

C. Crossing Non-Gaussian Scenario
Next we consider a problem with two crossing targets, both

with the ‘C’ psf described above. The first target has the same
trajectory as the previous scenario and a second target was
introduced at a heading of -45 degrees. For this scenario, the
first target has a peak SNR of 10dB and the second target has
a peak SNR of 7dB. Figure 5 shows an example realisation
of the scenario. The H-PMHT-P tracks are shown for 1000
particles and clearly follow the targets very closely. The H-
PMHT-K tracks show the bias of the previous example and
fail to navigate through the crossing event. The track on the
weaker target incorrectly swaps onto the strong target and a
new track is formed once the targets are sufficiently separated.
Each monte carlo trial for this scenario was classified as

either: correctly tracked; single swap, such as the example in
figure 5; double swap, which is the case where both tracks
swap onto the other target; and uninitiated, where the tracker
failed to establish a track on both targets prior to the crossing.
The number of each of these is shown in table I. The results
show that with 1000 particles H-PMHT-P correctly tracked
every trial and that for 200 particles the loss in performance
was minor. For 40 particles, the algorithm had difficulty
establishing a track. This is related to the velocity estimation

H-PMHT-P H-PMHT-P H-PMHT-P H-PMHT-K
(1000) (200) (40)

correct 100 99 87 2
1 swap 0 0 1 96
2 swap 0 0 0 2
uninit. 0 1 12 0

Table I
CROSSING TARGETS

problem described above. In contrast, the H-PMHT-K failed
on nearly every trial. Since the psf was poorly matched, the
track on the weaker target swapped in 98 percent of the trials.

D. Diverging Target Scenario
The final scenario consisted of two targets that began co-

located and then gradually spread apart with time. Of interest
is how quickly the tracker establishes track on the second
track. Again the first target was at 10dB peak SNR and the
second one at 7dB. Both moved with unit speed, the first at a
heading of 45 degrees and the second at 60 degrees.
Figure 6 shows the average number of tracks established

as a function of time. In almost all cases, both algorithms
established a track very quickly on the higher SNR target.
The H-PMHT-P established a second track on the lower SNR
target a little later. However, the H-PMHT-K was unable to
establish a second track for 35 frames (on average). This was
the time duration for the weaker target to be unambiguously
separated from the stronger one.
There were a small number of trials where the H-PMHT-

K established two tracks very quickly. This was a result of
the track initiation logic which occasionally started multiple
tracks on the strong target. Because the models were loose,
both of these tracks sometimes were established which left
the tracker fortuitously placed when the targets diverged. The
crossing target example in figure 5 illustrates an example of
H-PMHT-K maintaining two tracks on a single target and this
behaviour was typical in the crossing scenario.
Figure 7 shows an example trial where both of the algo-

rithms have established one track. Figure 7(a) shows the sensor
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Figure 6. Track establishment performance
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Figure 7. Closely spaced non-Gaussian targets

frame in the region of the targets. There is a high degree
of overlap, but the eye can resolve two targets. Figure 7(b)
shows the output of the frame vetting described in section IV
for H-PMHT-P. The extant track is following the stronger
target, but the residual frame clearly shows the response of
the second target and the H-PMHT-P was subsequently able
to establish a second track. Figure 7(c) shows the output of
the frame vetting for H-PMHT-K. Since the algorithm models
the target response using a broad Gaussian blob, the vetting
suppresses all target information around the location of the
extant track and there is almost no sign of the weaker target.
The frame shows a dark region where the data has been over-
suppressed and a feint outline of the stronger target which has
been reduced to the mean background level.

VI. SUMMARY

This paper has provided an initial treatment of tracking
with Histogram PMHT for non-Gaussian target signatures via
a particle filter. The particle filter based implementation was
shown to provide significant performance advantage over the
commonly used Kalman-Filter algorithm on a selection of
scenarios. As was expected, the performance of the algorithm
was equivalent to the Kalman-Filter implementation for a
linear target problem with a Gaussian point spread function.
There are numerous application extensions that could be

explored using the particle-filter algorithm. For example, the
H-PMHT-P would be capable of estimating the orientation of
an asymmetric target signature; it could be used for problems
with hard constraints on the target motion; or correlation
between the target signature and the target state could be
introduced (for example a vehicle’s orientation is usually
correlated with its direction of motion).
Given a library of different target responses, the particle

filter H-PMHT could be used as a basis for simultaneous
tracking and classification.
The aim of this paper has been to illustrate that H-PMHT

is not only a linear-Gaussian algorithm but instead can be
applied to a wider range of problems wherever we have a
suitable estimation algorithm on hand.
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