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Abstract – Recently a data set was collected that includes
video data and imaging sonar data in the underwater envi-
ronment. This data set provides a unique example of a data
fusion problem that is not commonly found in the underwa-
ter environment. This paper presents the fusion of data from
a video camera and an imaging sonar, which is then pro-
cessed by a target tracking algorithm.
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1 Introduction
This paper presents object tracking results using a likelihood
fusion algorithm and a Joint Probabilistic Data Association
(JPDA) tracker on a unique data set that includes video and
imaging sonar data. It is common to see video and sonar
data combined in a robotics application. For example, the
Simultaneous Localization and Map Building problem [1]
has been well studied for Sonar sensors. However, it is rare
to find this kind of data set in the underwater environment.
This paper will discuss how a fusion/tracking algorithms
were applied to the data set.

Section 2 will summarize the sea trial where the data was
collected. Section 3 and 4 will discuss the data process-
ing algorithms used to create detections from the different
sensors. Section 5 will review the mathematical basis for
the Joint Probabilistic Data Association algorithm. Section
6 will show the tracking results from the data set. Section
7 will summarize the paper and discuss areas of continued
work.

2 Sea Trial Description
The primary goal of the sea trail was to test the Detec-
tion, Classification, and Localization (DCL) ability of the
BlueView (http://www.blueview.com) imaging sonar on sur-
face and underwater objects. The test bed was mounted
on an Applied Physics Laboratory/University of Washing-
ton (APL/UW) test vessel in Lake Washington (Seattle, WA)
to collect data on various surface and underwater obstacles.
The collected data was quite extensive and included several

Figure 1: BlueView P450.

segments of data collected over 3 days. This paper will fo-
cus and a small subset.

The test bed consisted of a BlueView imaging sonar, a
P450-45: 450 kHz, 45 degree field of view, 20 degree verti-
cal beam width, 2 degree azimuthal resolution, 4 inch range
resolution sonar (http://www.blueview.com/P450-45.html).
The P450, see Figure 1, was mounted to a bracket that could
be lowered into the water off the stern of a Research Vessel
(R/V). A video camera (Sony HDR-HC7) was mounted on
the top side of the bracket. The bracket allowed for the sen-
sors to be pointed in various bearings on the fly, and both
sensors were mounted so they were always pointing in the
same direction. The video data was collected with the initial
purpose of documentation of the sea trial itself. However,
it was soon discovered that the video data combined with
the imaging sonar data provided a unique data set for data
fusion and was the motivation for this paper.

One of the experiments during the sea trial was to see how
well the sonar performed on a channel buoy. A channel buoy
is used to mark a channel for ship navigation. This section
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of the data was chosen because the channel buoy was picked
up very well by the P450 and it was easy to see in the video
data (the green buoy stands out quite nicely). This paper
describes the first attempt to fuse and track with this data
set and in the future more difficult targets/objects will be
examined as well. The snippet of imaging sonar data that
was processed consisted of approximately 100 pings (Pings
400-500), which was about 40 seconds long due to a ping
rate of 3 Hz. The HD video was synced in time to match the
imaging sonar ping rate.

3 Video Processing
The goal of the video processing is to generate contacts

from the HD video source. To accomplish this, the al-
gorithm transforms the video to a perceptually-motivated
color space, learns a background model for each pixel in
each dimension of the new color space, and then determines
whether each newly-observed pixel is a part of the back-
ground or a foreground object. Foreground pixels are then
joined via a two-pass connected components algorithm, and
contacts are generated for each unique object which include
descriptive data such as the position and extent in the video’s
x-y plane. An example of the result of this processing,
from the frame of video corresponding to sonar ping 525,
is shown in Figure 2. The red rectangle represents the posi-
tion and spatial extent of the reported contact.

Figure 2: Video frame corresponding to ping 525. The con-
tact is indicated by a red rectangle.

For each new frame of video, the frame is transformed
to a new color space, in this case HSV (hue, saturation,
and value), which is a perceptually-motivated cylindrical
representation of a red-green-blue (RGB) color model [2].
For this experiment, we focused on the S-plane because the
green channel buoy was distinct in this plane. This can be
seen in Figure 3.

In order to extract foreground objects, the algorithm must
learn a model of the background; we use the averaging back-
ground method [3]. For each pixel and in each color dimen-
sion, the algorithm computes a running average via

M(x, y;n) = (1− α)M(x, y;n− 1) + αI(x, y;n) (1)

Figure 3: S-plane of the converted image for ping 525. Note
that the green buoy is distinct in this representation.

where M is the running average, x and y are the coordi-
nates in the video plane, n is the time index, I is the image
(video) data, and α is the mixing parameter that controls
how quickly new information will be incorporated into the
background model. Additionally, a running average of the
inter-frame difference is calculated as

D(x, y;n) = (1− α)D(x, y;n− 1)

+α |I(x, y;n)− I(x, y;n− 1)| (2)

We illustrate this background modeling in Figure 4 for a sin-
gle hypothetical pixel.

Figure 4: Learned background model for a hypothetical
pixel represented by the green line. The running average
and average inter-frame difference margins are represented
by blue and red lines, respectively. For a unitary threshold
(γ = 1), pixels whose values fall outside of the red lines
would be considered foreground pixels.

In order to detect foreground objects, the algorithm tests
the pixels of a new frame for those that lie some fixed mul-
tiple of the average inter-frame difference from the running
average:

I(x, y;n) > M(x, y;n) + γD(x, y;n) (3)
I(x, y;n) < M(x, y;n)− γD(x, y;n) (4)
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where γ is a user-adjustable threshold. If either Eq. (3) or
Eq. (4) evaluates as true, then the pixel is considered to be
a foreground pixel. In Figure 5, we show the foreground
pixels for ping 525.

Figure 5: Foreground pixels (shown in white) for ping 525.

In the final stage of the video processing algorithm, the
foreground pixels are joined into objects via a two-pass con-
nected components labeling algorithm [4]. A contact is re-
ported for each unique object, and the contact includes both
the position of the object in the x-y plane of the video frame
and the width and height of the object as measured in pixels.

4 Imaging Sonar Processing
Similar to the video data, the goal of the imaging sonar pro-
cessing is to generate a list of contacts. A single ping from
the imaging sonar can be seen in Figure 6, where the high-
lights from the channel buoy can be clearly seen. It should
also be clear that there are no false alarms in this frame (no
highlights other than the buoy). The channel buoy high-
lights are well above any background noise. This low false
alarm rate is characteristic of the pings for the data snippet
selected.

Each frame was first thresholded, and then processed us-
ing a simple template matching algorithm. Figure 7 shows
the frame after thresholding and template matching. Since
the object in this dataset was very simple (i.e., a blob), this
technique worked well. The object was detected in almost
all the frames under the assumption of only one detection
per ping. This assumption will need to be removed in fu-
ture studies, but for this snippet of the data the object was
easy to detect. The mean location, width, height, and to-
tal area, were calculated for each blob detection and saved
in a contact list. A list of contacts was then sent to the
fusion/tracking algorithm along with a similar contacts list
from the video data.

5 Joint Probabilistic Data Association
Filter

JPDA [5] is an extension of PDA to allow for multiple tar-
gets. This description of the JPDA algorithm assumes an
underlying Kalman Filter. This can be modified to include

Figure 6: A sample frame for ping 525 from the BlueView
P450. This is a screen capture from the BlueView viewing
software, and the range is zoomed into less that 45 meters to
make the buoy easier to see.

Figure 7: An image of a frame for ping 525 from the Blue-
View P450 after thresholding and template matching. This
is the full range bearing image. The actual range is from
0 to 156 meters and the bearing is from -19.741 degrees to
19.741 degrees.

the extended Kalman Filter (EKF) or the unscented Kalman
Filter(UKF), but an unmodified Kalman filter is shown be-
low for ease of explanation.

The state at time k is predicted:

xi(k|k − 1) = Fx(k − 1),

P (k|k − 1) = FP (k − 1)FT +Q, (5)

where F is the motion model, P is the covariance matrix,
and Q is the process noise.

The residuals, ỹij , are calculated between gated contacts
yj and the predicted target location:
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ỹij = yj(k)−Hxi(k|k − 1),

where H is the measurement matrix.
The distance, dij , is calculated for all gated contacts, j,

using the residual covariance Si from the Kalman Filter. The
distances are scored using the Gaussian pdf assumption:

d2ij = ỹTijS−1
i ỹij ,

gij =
e−d2

ij/2

(2π)M/2
√
|Si|

, (6)

where gij is the distance score, and M is the spatial dimen-
sion (2 in this example).

The probability of the data, Y k, given an association, A,
is calculated by:

P (Y k|A) =
CNfa

c

∏
j:gij>0

(gij)P
Nd

D (1− PD)Nm , (7)

where C is the density of false contacts, Nfa is the number
of false contacts, c is the normalizing constant, PD is the
probability of detection,Nd is the number of tracks that have
a contact associated, andNm is the number of tracks without
an associated contact.

The association weight, βij is the sum of the probabilities
of all the association , Mij , that associate contact j with
track i:

βij =
∑
A

P (Y k|A)Mij(A), j > 0,

βi0 = 1−
∑
j>0

βij . (8)

These values for βij are used in the same way as standard
PDA:

ỹi =
∑
j

βij ỹij . (9)

6 Tracking/Fusion Results
Fusion of the video and sonar measurements is done through
a likelihood surface preprocessing step, as described in [6].
The likelihood surface preprocessing allows the measure-
ments, which have different error characteristics, to be com-
bined into a single measurement and then this can be tracked
using any standard contact-based tracker.

The position likelihood surface is defined as the likeli-
hood that there is a contact at location c given video contact
zv and sonar contact zs,

L(c|zv, zs) = P (c|zv, zs). (10)

By Bayes’ rule,

L(c|zv, zs) = P (zv, zs|c)
P (c)

P (zv, zs)
. (11)

Assuming that the error on the video and sonar measure-
ments are independent,

L(c|zv, zs) = P (zv|c)P (zs|c)
P (c)

P (zv, zs)
. (12)

For each contact, the measurement error is modeled as a
Gaussian,

P (z|c) = N (c;µz,Σz) , (13)

where µz = [xmeas; ymeas] and Σz =
[wmeas/2 0; 0 hmeas/2], where wmeas and hmeas

are the estimates of the objects width and height from the
sonar processing. In the the case of the video measurement
data, the y dimension is not the same as the y dimension
in the sonar measurements, so only the x measurement is
used: µz = [xmeas] and Σz = [wmeas].

The estimate of the contact’s location, ĉ from the fused
measurements is found by:

ĉ = arg max
c

N(c;µv,Σv)N(c;µs,Σs)
P (c)

P (zv, zs)
. (14)

Assuming that P (c) is uniform, and observing that the
arg max is only a function of c,

ĉ = arg max
c

N(c;µv,Σv)N(c;µs,Σs) (15)

JPDA requires a measurement error for all the contacts
that are supplied, so a 2-D Gaussian is fit around the max-
imum, and this is used as measurement error for the JPDA
algorithm. The likelihood surface preprocessing step is ro-
bust, and can also be used when only one measurement is
available, or if there are multiple contacts for a single sen-
sor.

Figure 8 shows the results of fusing the video and sonar
data, as well as tracking the fused data. The tracker is run on
the fused data, and finds one confirmed track, indicated by
the blue line. The target is moving from the top right of the
figure to the bottom left. The large initial jump of the track is
due to the initialization of the Kalman filter parameters. At
the end of the track, the variance of the fused measurement
error becomes larger, and the track’s position relies mostly
on the Kalman filter’s predicted location.

7 Conclusion
This paper presents tracking and fusion results from a
unique data set. Results are reported on a small section of
the sea trial data set where the target (channel buoy) is easy
to pick out in the video data and the sonar data. As expected,
the data processing algorithms worked quite well and the fu-
sion/tracking algorithm is able to track the target. In future
work, more difficult tracking scenarios will be explored and
the limits of the algorithms presented will be tested. For
example, there are sections of the data set that have multi-
ple targets as well as more clutter which will present a more
challenging scenario. The diversity of targets (various sizes
of ships, for example) also present more challenges. For
example, the object detection for a blob is much different
that the outline of a ship. The algorithms for the data pro-
cessing will need to take into account the variety of target
shapes, which was not explored in this paper. Figure 9 is
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Figure 8: Tracking results for fused data. The red dots are
the contacts from the sonar, the red x’s are the contacts that
result from fusing the sonar and video data, and the blue line
is the confirmed track from the JPDA tracking algorithm.

Figure 9: A sample frame from the BlueView P450, showing
multiple ship hulls.

a screen shot of the sonar imaging data with multiple ob-
jects, which in this case are the hulls of multiple recreational
power boats.

The video processing approach used in this paper is quite
naive; once a model of the background is learned, a sin-
gle pixel that does not fit the model will generate a contact.
In the future, the video processing algorithm will be made
more sophisticated by incorporating knowledge of the ex-
pected targets to filter out spurious contacts. Additionally,

we will generalize the approach by studying each plane in
the HSV color model, instead of focusing solely on the S-
plane.

From a fusion standpoint, it is envisioned that the fusion
of the two data sources can be accomplished at different
places in the processing chain. In this paper, the detections
were fused in post processing of the separate data streams,
which could be further explored. For example, the y mea-
surement in the video data could be a feature that is fused
to a contact from the imaging sonar. It is also possible that
both data streams could be combined in common imaging
reference frame and then detections could be processed. Al-
though this paper presents a baseline approach to the track-
ing/fusion problem of this unique data set, it should be clear
that there are many avenues to explore going forward.
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