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Abstract - This paper presents an initial system design 

approach for a data association process in the domain 

of counterinsurgency where multiple streaming soft 

(textual message) observation reports are a critical input 

to the process. An overview of the system includes 

processes from intelligent input control of soft data to 

the formation of associated, merged messages that are 

based on a methodology employing a graph-based 

approach. In addition to the baseline architecture, 

design tradeoff issues regarding the association process, 

to include the level of specificity with which the input is 

addressed, and optional techniques for associated-

message merging, were explored. Applying data 

association to a counterinsurgency problem can 

potentially produce an improved comprehensive 

evidence base that will assist in reducing search time for 

subsequent discovery and inferencing operations and 

provide more accurate results for analysts making real 

time decisions. 

 

Keywords: Data association, specificity, semantic 

scoring, assignment algorithm, graph merging, graph 

matching. 

 

1 Introduction 

Events in the Middle East, particularly Iraq and 

Afghanistan, have required a great need for intelligence 

analysis and prompt decision-making when dealing with 

insurgency and counter-insurgency problems.  In this type 

of time sensitive environment it is crucial that one utilizes 

automated information support to help assess the real 

world to understand underlying socio-cultural patterns and 

relationships and to detect any possible insurgent threats. 

Automated Information Fusion (IF) processes have the 

ability to provide some of the support necessary for this 

type of decision-making.  For this type of problem domain, 

strategies for situation understanding are critically 

important for identifying insurgent organizational 

structures, insurgent relationships, and incipient dangerous 

actions, in order to provide timely actionable information 

for decision support.  One type of observational and 

intelligence data in such counter-insurgency operations is 

often retrieved from dismounted soldiers reporting on their 

patrol activities.  These reports are typically collected in 

the form of intelligence reports and messages, expressed in 

natural language; such data have come to be called “soft 

data”.  There is also “hard” data that arrives in the form 

associable input from electronic sensors; however the 

primary focus of this paper is on soft data from human 

observers. These reports can come in the form of verbal or 

textual observations and transmit information that can be 

used to assess situations happening in the real world. 

Data Association (DA) for soft data is an exploratory 

research topic and continues to possess several design 

challenges and imperfections for the process of soft data 

applications.  In our 2010 Fusion Conference paper “Data 

Association and Soft Data Streams”, Hannigan et al. [1], 

we developed a design approach for the DA process as a 

derivative of a traditional hard-data-based “Level 1”  

process, modified for this type of “soft” data.  That 

approach could be called opportunistic in that it was based 

on exploring the feasibility of a DA process not unlike that 

for conventional hard sensor data, in the spirit of exploring 

the extensibility of such DA designs.  This paper provides 

a reexamination of that approach regarding some of the 

strategies for assessing the level of granularity with which 

the textual data is treated, and further design tradeoff 

issues of this relatively new input stream on the design and 

decision-making elements for a DA process.  The research 

presented here focuses on design enhancements for what is 

still considered a preliminary architecture for a soft-data 

DA process and investigates design tradeoffs particularly 

regarding the specificity of the association and also the 

graph merging techniques for combining associated 

messages represented in graphical form.  The initial 

architecture of this system will be tested against other 

methodologies to demonstrate their effectiveness in 

decreasing the amount of storage space required by the 

graphs, reducing search time, as well as providing more 

comprehensive evidential data for downstream, graph-

matching-based mining and inference processes. 
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2 Preliminary Architecture 

The problem domain of this research is based on the 

erratic and unpredictable events that are presented in a 

counterinsurgency (COIN) environment.  Due to the lack 

of reliable dynamic models of the COIN problem, we are 

exploring a discovery based approach as a basis for 

inferencing and analysis on this dynamic world for the 

information fusion process design [2].  By employing a 

discovery approach, analysts can detect trends or 

relationships of important data which can be revealed by 

different automated pattern-discovery methods. In our 

preliminary architecture, the pattern-discovery approach 

incorporates graph-matching methodologies [3][4].   

The intent of implementing a DA process in an 

automated IF process is to separate the data into subsets 

and assign them to estimation algorithms which can 

combine and exploit this data to estimate some attribute or 

quality of some entity. When designing the architecture 

this type of system, it must be able to (a) nominate the 

hypothesized entities to which the data would be 

associated, (b) evaluate the competing alternatives of 

feasible data-to-entity assignments, and (c) select the 

“best” data assignments based on some objective function.  

Designing a framework that acquires these functions and is 

able to make meaningful associations could yield an 

improved, comprehensive evidential data graph that will 

help reduce search time and give more accurate results for 

analysts making real time decisions in the real world. 

3 DA Design Tradeoff Issues of Specificity  

in Text Representation 

When developing the architecture for a DA process 

involving natural language/textual data, several design 

challenges are presented when determining how to 

associate and merge the data.  Many of these challenges 

involve investigating alternatives and deciding which 

solution is the most appropriate.  With each decision made 

there exist advantages and disadvantages (design 

tradeoffs).  One design issue that is important to merging 

textual data depends on the specificity of the structure by 

which the data are being represented. Possible linguistic 

representations include word, phrase, segment and 

sentence levels. The underlying issue is one of trading off 

more complex association structure when associating the 

larger quanta of text to achieve more coherence at the 

semantic level, versus a simpler association process at the 

word level that sacrifices semantic coherence in the 

associated message structure.  For any level of granularity 

or specificity, we examine some representative strategies 

for similarity scoring and implications for association. 

3.1 Phrase-level Similarity and Association 

One such method of similarity scoring that is computed 

based on a phrase level is called Ontology-based 

Contextual Coherence Scoring.  This technique is designed 

to improve the scoring done by Automatic Speech 

Recognition (ASR) systems.  These systems score based 

on the quality of various Speech Recognition Hypotheses 

(SRHs, which are essentially phrase structures), which can 

occasionally give high scores to semantically weak SRHs 

[5].  It is the aim of this scoring method to exploit a 

domain/problem specific ontology to aid in similarity 

scoring, putting the SRH score in a domain-specific 

context that improves the ability to measure the semantic 

closeness of the recognized phrases to the truth utterances.  

To accomplish this however, an a priori mapping of the 

entire lexicon of the domain to the ontology of the domain 

must first be developed (a major cost of implementation).  

This is required for the pre-processing of mapping each 

word in the candidate phrase (an SRH) to a set of 

concepts.  A “semantic coherence score”, called an “onto-

score”, is formed as the average path length in the 

ontology between all concept pairs for a given candidate 

phrase (the paths are paths in the graphically-represented 

ontology).  Such a scoring technique could be applied to 

this research by comparing the similarity or difference in 

the “onto-scores” of two phrases. If the phrases were 

judged to be close to a common set of concepts within the 

ontology, they may be associable.  One key drawback with 

this type of scoring technique is the large one-time cost of 

mapping the lexicon to the ontology. 

3.2 Short-text Segment Similarity and 

Association 

Metzler et al. suggest several possibilities for merging 

short segments of text [6].  The paper discusses methods of 

representing the text, such as both word-stemming (shorter 

representations) and embellishments of the text from 

related words fetched from external sources (larger 

representations). Strategies described for merging include 

strictly lexical approaches, probabilistic and hybrid 

approaches.  Measuring the similarity between two short 

segments of text is difficult since the context is limited 

which makes it difficult to interpret the contextual meaning 

of terms. Another weakness is that similarity metrics for 

comparing segments of text are subject to the “vocabulary 

mismatch problem”. For example, “DOB” and “Date of 

Birth” would not be considered semantically similar since 

they do not have any words in common even though they 

have the same meaning. 

3.3 Sentence-level Similarity and 

Association 

Semantic relatedness may also be addressed at the 

sentential level.  One approach to this was developed by 

Raga and uses the NLP concept of Random Indexing and 

was expanded using ideas from Instance Learning.  The 

foundational ideas are built using the “Word-Space” 

model, where closeness in this space denotes semantic 

similarity [7]. A particular feature asserted for this 

approach is an ability to train the algorithm in a very easy 
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way with limited and untruthed data. Word-space concepts 

result in notions of word distributions (in the context of 

their use in certain domains) and “context-vectors” that 

depict words in a selected feature space of certain 

conceptual qualities (big-small, etc). Such representations 

can lead to high-dimensional spaces and dimensionality 

problems (a tradeoff issue) but there have been a variety of 

techniques developed to compress such descriptive feature 

spaces, such as Latent Semantic Analysis.  The problem is 

still the cost and complexity of the initial creation of a 

high-dimensional space.  Random Indexing was designed 

with these challenges in mind and is able to generate a 

word space in an incremental fashion and incorporates a 

built-in dimension reduction phase which minimizes 

computational overhead [7]. 

Although this method provides a means of estimating 

semantic relationships between words based on 

distributional properties, it may not be as applicable to the 

larger sentential linguistic units.  This is because it has no 

effective (automated) means of generating context vectors 

for sentences or paragraphs, nor are the representations 

provided by the unique random index assigned to each 

word designed to reflect the true semantics of the words.  

This method was not considered in this research due to the 

issue of the cost and complexity of developing a truthed 

and semantically-related inter-sentence training set for any 

given domain, necessary to train the process.  Additionally, 

the inability to further qualify the nature of the similarities 

in the word-space model is a consequence of distributional 

methodology as discovery procedure and the geometric 

metaphor of meaning as representational basis.  If 

extraction and representation of a particular type of 

relation were desired, modifications to the distributional 

hypothesis and/or geometric metaphor may be needed [8].  

Honeck also addresses the semantic similarity between 

sentences.  He argues for a “deep structure” as a basis for 

judging inter-sentence semantic similarity [9]. He 

identifies several classes of sentence structure such as 

Transformational, Lexical and Formalexic.  His results 

show preferential ordering or ranking of sentences 

according to similarity based on the deep structure idea, 

however since there is no quantification of degree of 

similarity, the computational application of this method 

remains unclear.  

3.4 Word-level Similarity and Association 

Word-level semantic similarity scoring concepts and 

association implications were discussed in our prior paper 

[1].   

For our particular project involving Soft DA,  time and 

budget constraints prevented yet further study and possible  

implementations of these or other possible similarity 

scoring techniques. For an “alpha-level” prototype, we 

plan to implement a simpler similarity-scoring and 

association method (as discussed in [1]) at the atomic word 

level.  By performing association at this level, we sacrifice 

some degree of semantic and linguistic coherence of the 

DA process for the benefit of simplicity. The ultimate test 

however of any IF process is not at the DA level but how 

the DA process contributes or detracts from the ability to 

make accurate inferences, that is, in the quality of the 

associated evidence assembled by any candidate DA 

approach. Subsequent testing of our overall IF process will 

reveal the interdependencies of discovery and inferencing 

results on DA and the possible need to rework the DA 

design. At that time, other DA possibilities may be 

considered for future development, implementation, testing 

and evaluation. 

4 Fusion Process Overview 

Reviewing the overall IF system process described in [1] 

and its application to this DA process, the DA process 

begins when observations of events by human sources 

(typically soldiers reporting from their patrol) arrive 

(Figure 1). As events in the world occur, the human 

observers perceive and cognize the phenomenology and 

undergo an “internal fusion” process and their observations 

are converted into digital text framed as messages.  These 

messages are then sent through a text extraction process 

where entity IDs, attributes and inter-entity relationships 

are identified [10].  The data received from this process 

will have already undergone within-message co-reference 

resolution which is responsible for correlating pronoun-

noun associations in the data to maintain correct referents 

and a noun-level of specificity in the data.  This method 

also corrects alternative names of entities in different 

sentences of a message and also across other messages.   

These tasks will have been completed by a program called 

Tractor developed by another part of our team working on 

this research topic [10].  Performing this function will 

culminate in a “propositional graph” that reflects the best 

semantic meaning of the text.  After the information has 

been extracted from the messages, it will undergo a DA 

process.  During this phase of the information fusion 

process, a semantic similarity analysis is conducted at the 

word level on a candidate message-pair.  Currently, again 

because of time and cost limits, no intelligent message-

batching logic exists on the front-end of the process.  

Messages are paired for association candidacy if their 

temporal metadata tags are sufficiently close in time.  

Here, a metric is used to determine the semantic 

relationship between each word.  If the similarity value 

between two words is found to be above a given threshold, 

then the word-elements of the messages may be considered 

for association.  When an optimal set of associated words 

is determined, a graph merging technique is performed to 

form the compressed, associated-pairwise message.  Since 

we are dealing with streaming data, once an 

associated/merged data graph is formed for a message-pair 

at time “t”, it will need to be merged into an existing, 

cumulative data graph that is representative of the 

observed real world at time “t-1”.   

A flow chart representing an overview of the soft IF 

system process is shown in Figure 1 below. The objective 
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of performing this process is to help improve the quality of 

the information in the observed-data graph used to assess 

the state of the real world.  As mentioned earlier the human 

observations are converted to propositional graphs using 

the Tractor tool developed by Prentice et. al. [11]. The 

propositional graphs are converted into a format which can 

be easily processed using the current graph processing 

architecture. Using the study by Jenkins et. al. [11] where 

the authors have characterized human observations in 

terms of error and qualifying contexts the processed graphs 

are augmented with modeled uncertainty information [12]. 

Applying a DA process to this IF pipeline will have the 

potential to reduce the amount of storage space, decrease 

the average search time, and provide a more 

comprehensive and descriptive matching that will assist in 

detecting terrorist threats. The DA process produces fused 

estimates and resolves entities and relationships and 

creates a unified picture of the system under test. This 

fused picture is then passed to the graph matching 

algorithm developed by Sambhoos et. al.[13].            

 

 

 
Figure 1. Overview of IF process

4.1 Graph Searching Method 

As noted above, for the preliminary architecture, it was 

decided that only two messages would be batched together 

on the basis of temporal proximity, if they are reasonably 

close in time. After the messages undergo a batching logic, 

a graph-search procedure will need to be applied as a 

method to perform the “similarity” comparison of the 

semantic content of the messages.  What is needed in 

effect is a smart search between the two graphs 

representing the messages, to conduct an exhaustive but 

intelligently-executed word-to-word similarity comparison 

in an efficient way.  Although several graph-searching 

processes exist [14], an approach that is efficient at 

searching between graphs will need to be utilized.  In this 

initial architectural design, we apply a filtering technique 

that searches between graphs by only comparing words of 

“like” node labels (i.e. person to person, building to 

building, etc.) to reduce the search space.  It is assumed 

that the message-graphs will have each node labeled and 

identified based on these type of classifications (this task 

is being completed by a separate task in our project that is 

developing and employing an ontology for these 

purposes).  Since this DA process is comparing only the 

semantic relatedness between nodes, one can search and 

compare only the nodes of the same type.  This method 

will reduce the amount of search time necessary, while 

decreasing the computation time for calculating the 

semantic similarity since it decreases the number of nodes 

that need to be evaluated.    

4.2 Similarity Metrics 

Based on the literature review conducted in [1] there are 

several similarity metrics that exist for computing how 

semantically similar two words are.  Varelas et al. 

conducted an experiment that tests an information retrieval 

method for similarities between documents on the web 

using WordNet as the reference ontology [15].  The results 

of this analysis, as seen in Table 1, show that Jiang and 
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Conrath’s similarity metric proves to have the highest 

correlation to human judgment. 

   

Table 1. Comparison of Similarity Metrics [16] 

While Li demonstrates the ability to perform the fastest in 

this application, we chose the Jiang and Conrath method 

with a WordNet application in hopes to achieve the most 

accurate results.  Although this metric was found to have 

the highest correlation for this type of application, similar 

results may not necessarily be found when applying it to a 

counter-insurgency domain.  Therefore, future testing will 

need to be performed using data to determine the most 

appropriate metric that can be applied to this type of 

problem.     

4.3 Assignment Solution  

Once similarity scores are assigned to each node/word 

comparison, a classical assignment matrix evolves and an 

assignment problem and solution strategy needs to be 

formulated.  The Hungarian algorithm [16] was chosen 

and implemented in the preliminary architectural design to 

determine the best matches.  This algorithm is an 

optimization algorithm that is able to solve the assignment 

problem in polynomial time.      

Although the Hungarian algorithm satisfies the initial 

requirements for a pair-wise assignment problem, future 

research will need to be performed to investigate 

appropriate algorithms that solve the multi-dimensional 

assignment problem if future batching logic requires more 

than pair wise message association.  Applying this type of 

algorithm will allow the system to handle more than two 

messages at a time. Also, since these algorithms have not 

been tested in this field, we would need to test them using 

data to determine if the algorithm selects the most 

appropriate matches.   

4.4 Graph Merging 

After the assignment problem has been solved, a data 

graph needs to be generated that is representative of both 

the associated and unassociated data.  The purpose of 

implementing a merging technique is to yield a graph that 

is enriched with the combined information of both 

messages thus providing a basis for “better” subsequent 

graph-matching operations.  A graph merging procedure 

will be applied when the similarity scores meet a given 

minimum similarity threshold.  This threshold level will be 

based on a value that minimizes the chance for improper 

data association. 

When determining an appropriate technique for this 

architecture, there are several concerns that need to be 

addressed.  These issues include the type of attributes an 

algorithm can evaluate, the ability to work with high and 

low dimensional data, computation time, labeling merged 

attributes, and having the ability to preserve the semantic 

and linguistic language.   

This merging problem is similar to the problem of 

merging data from separate data bases.  Hernández and 

Stolfo discuss possible solutions to the merge/purge 

problem for large sets of data [17].  One basic problem 

that is often encountered with performing a merge/purge 

method is that the size of the data sets may be too large 

making the search too long and expensive.  If the data sets 

are too large, an efficient algorithm should be chosen that 

searches the data set in the shortest time possible.  Another 

issue presented when solving the merge/purge problem 

involves error accumulated with inaccurate matches being 

worse than missing some data that should have been 

matched (false positives, in effect).  The accuracy of the 

results from this process is pertinent to the overall 

correctness of the entire system.  Hernández and Stolfo 

apply the sorted neighborhood method and the clustering 

method to solve this type of problem.  It was found that the 

sorted neighborhood method was expensive due to its need 

to sort through the data and search large “windows” in 

order to attain a higher accuracy.  Although it was found 

that the clustering method saves on computation time, it 

was shown that the method was not that accurate.  

Another possible approach to solve the merging 

dilemma would be to apply a hierarchical clustering 

method.  Berkin discusses the pros and cons of using this 

method in a survey where he discusses various clustering 

data mining techniques [18].  Some benefits of using this 

technique include the flexibility regarding the degree of 

granularity, and its ability to handle any type of similarity 

and attribute.  However, using this method makes it 

difficult to determine adequate stopping criteria when 

searching, and it was found that most algorithms will not 

revisit clusters once they have been formed.   

Costa et al. propose an incremental de-duplicating 

“clustering” technique that finds matches in large textual 

data that may be syntactically different but refer to the 

same real-world entity [19].  This method, contrary to 

other traditional merging techniques, accounts for 

streaming data and applies linear-time clustering 

algorithms.  Here, the authors study the efficiency and 

effectiveness of the Generate-Clusters algorithm.  The 

results of the study discovered a higher efficiency and the 

effectiveness did not decrease.  Although this method 
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shows improvement for streaming large amounts of data, 

error could still exist for the “nearly” duplicates (data that 

has overlapping similarities) by causing false positives.  It 

was also discovered that this method may not be as 

effective if the strings are too small or different since they 

do not possess an adequate amount of information to 

appropriately perform the clustering algorithm.   

Based on the literature review conducted, a merging 

heuristic has been devised for the DA architecture for our 

initial design.  The accuracy and efficiency are two critical 

components to the effectiveness of the overall process 

since the research focuses on counter-insurgency 

problems.  The results of merging associated nodes must 

be accurate since this process is one part of a larger IF 

process.  The error accumulated during this phase will in 

turn affect the results of the remaining processes.  The 

merging process must also be efficient since the objective 

of this step is to reduce the overall graph size to make 

searching against a query more effective.  To 

accommodate these requirements, it has been decided that 

the system will only merge two nodes together if they have 

an identical match (the strings for each attribute are 

identical).  If two non-identical nodes are evaluated and 

found to be above a given similarity-scoring threshold, 

their overlap is considered similar and the attributes will 

be merged together by a super-node.  This method will 

indicate that the nodes were found to be similar; but allow 

them to be separated if it is discovered later on that the 

nodes were mismatched.  This technique will allow our 

system to correct itself if a false positive is detected, 

essentially maintaining the pedigree of the  associations; 

using existing merging algorithms makes it difficult to 

rectify an existing error once that data has been merged.  

Figure 2 below shows an example of how certain nodes 

that are found to be similar would be merged in this 

process.  Assuming that the nodes “John” and “Johnny” 

received a similarity score above a declared threshold, we 

can consider those nodes to be similar.  Also, assume for 

this example that the nodes “bank” and “bank” were found 

to be identical.  However, it cannot be determined if the 

arcs “went to” and “withdrew money” are similar.  

Therefore, we can only merge the red nodes together and 

the blue nodes together while keeping both arc 

relationships separate.  In the merged messages, it can be 

seen that since “bank” and “bank” are identical strings, 

they can be merged and named/labeled “bank”.  Although 

nodes “John” and “Johnny” were considered associable, 

there is a dilemma when determining the new node label.  

If we choose one name over another we risk losing 

information about the person.  This could potentially pose 

a problem when comparing the data graph to a target 

graph; or if in the future it is found that the match between 

the two nodes was wrong.  Therefore, creating a super-

node that contains both names makes it possible for the 

analyst to revert to a previous graph and correct an error 

within a match. 

 
Figure 2. Example of how to merge two messages in process 

This approach could potentially aid in reducing the size of 

the graph while ensuring that the semantic content and 

accuracy of the data will be preserved.   

5 Ideas for Test and Evaluation 

Although the architecture for an initial DA process 

design has been established as part of a larger IF process 

and a program using Java has been developed to process 

message-pairs and determine if they are associable, we 

need to implement our merging technique to the existing 

program.  Once the program for the DA process has been 

fully developed, we need to design and perform 

preliminary tests to measure the effectiveness, accuracy, 

and efficiency of the various algorithms of DA techniques.  

It is crucial to test the effectiveness of the DA process on 

graph matching to ensure that the system output contains 

feasible and accurate results.   

To test and validate the system, we will be using an 

existing data set known as “SYNCOIN” which is synthetic 

COIN data developed by Penn State.  We will use 

additional sources that include a 100 and 220 message 
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data set that were developed during previous research.   

These data sets will need to be converted to XML files in 

order to be compatible with the DA program developed.   

Once the process has been validated, an analysis of the 

quality of the matches made and size of the graphs can be 

compared to a replica that does not incorporate a DA 

process.  By conducting this type of comparative 

experiment one can compare the search times and size of 

graphs to see if the DA process effectively saves on 

computation time.  Using this data set, one can also 

compare the results to truthed data.  Although the notion 

of truth is difficult to define for this type of application, 

we can compare the results to a human’s judgment of 

determining whether messages are similar and should or 

should not be merged together.  Using this comparison, 

the mean-square error can be calculated to determine how 

“good” the DA process proves to be.  Performing this type 

of analysis will help demonstrate how the application of 

this program could improve the performance of the IF 

system.  

6 Conclusion 

Although there have been several advancements made 

towards improving association algorithm efficiencies and 

effectiveness for traditional electric sensor-based systems, 

the formulation of a process design and the specification of 

algorithmic details for the implementation of a DA process 

for soft data within the area of counterinsurgency results in 

a variety of challenges and decision-making problems.  

Decisions regarding certain design tradeoffs such as 

selecting proper semantic similarity metrics, assignment 

algorithms, and merging techniques need to be established 

when designing the architecture for this stage of the 

information fusion system. 

As soon as the initial program has been fully developed, 

an analysis should be completed to test the efficiency, 

accuracy and effectiveness of applying the DA process.  It 

should be noted that the architecture designed in this paper 

is an initial framework for the DA process in this type of 

problem domain and not necessarily confirmed to be using 

most optimal algorithms.  After the initial program has 

been tested, one should apply an appropriate method to 

solve the multi-dimensional assignment problem to handle 

more than two messages at a time.  An ontological 

enhancement should also be applied to this program and 

tested to determine its ability to use domain knowledge to 

enhance the information of incoming messages and 

improve the inter-message graph search process.  

Once these architectural decisions have been applied 

and tested by the program developer and user, the analyst 

will hopefully be presented with an efficient, 

comprehensive, and condensed representation of the real 

world from which to make real-time decisions.  Also, as 

feasible solutions to this problem domain are developed, 

the fusion community will be able to provide automated 

support to analysts and decision-makers in these types of 

time sensitive applications.  
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